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What is Podman?

Podman [http://podman.io] is a daemonless, open source, Linux native tool designed to make it easy to find, run, build, share and deploy applications using Open Containers Initiative (OCI [https://www.opencontainers.org/]) Containers [https://developers.redhat.com/blog/2018/02/22/container-terminology-practical-introduction/#h.j2uq93kgxe0e] and Container Images [https://developers.redhat.com/blog/2018/02/22/container-terminology-practical-introduction/#h.dqlu6589ootw]. Podman provides a command line interface (CLI) familiar to anyone who has used the Docker Container Engine [https://developers.redhat.com/blog/2018/02/22/container-terminology-practical-introduction/#h.6yt1ex5wfo3l]. Most users can simply alias Docker to Podman (alias docker=podman) without any problems. Similar to other common Container Engines [https://developers.redhat.com/blog/2018/02/22/container-terminology-practical-introduction/#h.6yt1ex5wfo3l] (Docker, CRI-O, containerd), Podman relies on an OCI compliant Container Runtime [https://developers.redhat.com/blog/2018/02/22/container-terminology-practical-introduction/#h.6yt1ex5wfo55] (runc, crun, runv, etc) to interface with the operating system and create the running containers. This makes the running containers created by Podman nearly indistinguishable from those created by any other common container engine.

Containers under the control of Podman can either be run by root or by a non-privileged user. Podman manages the entire container ecosystem which includes pods, containers, container images, and container volumes using the libpod [https://github.com/containers/podman] library. Podman specializes in all of the commands and functions that help you to maintain and modify OCI container images, such as pulling and tagging. It allows you to create, run, and maintain those containers and container images in a production environment.

There is a RESTFul API to manage containers.  We also have a remote Podman client that can interact with
the RESTFul service.  We currently support clients on Linux, Mac, and Windows.  The RESTFul service is only
supported on Linux.

If you are completely new to containers, we recommend that you check out the Introduction. For power users or those coming from Docker, check out our Tutorials. For advanced users and contributors, you can get very detailed information about the Podman CLI by looking at our Commands page. Finally, for Developers looking at how to interact with the Podman API, please see our API documentation Reference.


Contents:


	Introduction

	Commands

	Reference

	Tutorials

	Search

	Podman Python [https://podman-py.readthedocs.io/en/latest/]
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Introduction

Containers [https://developers.redhat.com/blog/2018/02/22/container-terminology-practical-introduction/#h.j2uq93kgxe0e] simplify the production, distribution, discoverability, and usage of applications with all of their dependencies and default configuration files. Users test drive or deploy a new application with one or two commands instead of following pages of installation instructions. Here’s how to find your first Container Image [https://developers.redhat.com/blog/2018/02/22/container-terminology-practical-introduction/#h.dqlu6589ootw]:

podman search docker.io/busybox





Output:

NAME                                         DESCRIPTION
docker.io/library/busybox                    Busybox base image.
docker.io/rancher/busybox
docker.io/openebs/busybox-client
docker.io/antrea/busybox
docker.io/hugegraph/busybox                  test image
...





The previous command returned a list of publicly available container images on DockerHub. These container images are easy to consume, but of differing levels of quality and maintenance. Let’s use the first one listed because it seems to be well maintained.

To run the busybox container image, it’s just a single command:

podman run -it docker.io/library/busybox





Output:

/ #





You can poke around in the busybox container for a while, but you’ll quickly find that running small container with a few Linux utilities in it provides limited value, so exit out:

exit





There’s an old saying that “nobody runs an operating system just to run an operating system” and the same is true with containers. It’s the workload running on top of an operating system or in a container that’s interesting and valuable.

Sometimes we can find a publicly available container image for the exact workload we’re looking for and it will already be packaged exactly how we want. But, more often than not, there’s something that we want to add, remove, or customize. It can be as simple as a configuration setting for security or performance, or as complex as adding a complex workload. Either way, containers make it fairly easy to make the changes we need.

Container Images aren’t actually images. They are repositories often made up of multiple layers. These layers can easily be added, saved, and shared with others by using a Containerfile [https://github.com/containers/container-libs/blob/main/common/docs/Containerfile.5.md] (Dockerfile). This single file often contains all the instructions needed to build a new container image and can easily be shared with others publicly using tools like GitHub.

Here’s an example of how to build a container image from content that resides in a git repository:

podman build -t hello https://github.com/containers/PodmanHello.git





Once, the image build completes, it’s easy to run the new image from our local cache:

podman run -it hello





Output:

!... Hello Podman World ...!

         .--"--.
       / -     - \
      / (O)   (O) \
   ~~~| -=(,Y,)=- |
    .---. /`  \   |~~
 ~/  o  o \~~~~.----. ~~
  | =(X)= |~  / (O (O) \
   ~~~~~~~  ~| =(Y_)=-  |
  ~~~~    ~~~|   U      |~~

Project:   https://github.com/containers/podman
Website:   https://podman.io
Desktop:   https://podman-desktop.io
Documents: https://docs.podman.io
YouTube:   https://youtube.com/@Podman
X/Twitter: @Podman_io
Mastodon:  @Podman_io@fosstodon.org





Building new images is great, but sharing our work with others lets them review our work, critique how we built them, and offer improved versions. Our newly built hello image can be published at quay.io or docker.io to share it with the world. Everything needed to run the hello application is provided in the container image. Others can easily pull it down and use it, or make improvements to it.

Standardizing on container images and Container Registries [https://developers.redhat.com/blog/2018/02/22/container-terminology-practical-introduction/#h.4cxnedx7tmvq] enable a new level of collaboration through simple consumption. This simple consumption model is possible because every major Container Engine and Registry Server uses the Open Containers Initiative (OCI [https://www.opencontainers.org/]) format. This allows users to find, run, build, share and deploy containers anywhere they want. Podman and other Container Engines [https://developers.redhat.com/blog/2018/02/22/container-terminology-practical-introduction/#h.6yt1ex5wfo3l] like CRI-O, Docker, or containerd can create and consume container images from docker.io, quay.io, an on premise registry or even one provided by a cloud provider. The OCI image format facilitates this ecosystem through a single standard.

For example, if we wanted to share our newly built hello container image on quay.io it’s easy. First log in to quay:

podman login quay.io





Input:

Username: USERNAME
Password: ********
Login Succeeded!





Next, tag the image so that we can push it into our user account:

podman tag localhost/hello quay.io/USERNAME/hello





Finally, push the image:

podman push quay.io/USERNAME/hello





Output:

Getting image source signatures
Copying blob bf62b9b17289 done   |
Copying config 17a4bf5a30 done   |
Writing manifest to image destination





Notice that we pushed one layer to our registry and now it’s available for others to share. Take a quick look:

podman inspect quay.io/USERNAME/hello





Output:

[
    {
        "Id": "17a4bf5a301a374771ac66dd09c33d1d765af5265d20d6b4da7ac578381efd87",
        "Digest": "sha256:ee693991b0c8c8c12dfe0e90c25db1b73867e672478fd7a187a2fae31f72531a",
        "RepoTags": [
            "quay.io/USERNAME/hello:latest",
...





To summarize, Podman makes it easy to find, run, build and share containers.


	Find: whether finding a container on dockerhub.io or quay.io, an internal registry server, or directly from a vendor, a couple of podman search [http://docs.podman.io/en/latest/markdown/podman-search.1.html], and podman pull [http://docs.podman.io/en/latest/markdown/podman-pull.1.html] commands make it easy


	Run: it’s easy to consume pre-built images with everything needed to run an entire application, or start from a Linux distribution base image with the podman run [http://docs.podman.io/en/latest/markdown/podman-run.1.html] command


	Build: creating new layers with small tweaks, or major overhauls is easy with podman build [http://docs.podman.io/en/latest/markdown/podman-build.1.html]


	Share: Podman lets you push your newly built containers anywhere you want with a single podman push [http://docs.podman.io/en/latest/markdown/podman-push.1.html] command




For more instructions on use cases, take a look at our Tutorials page.
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Commands

Podman (Pod Manager) Global Options, Environment Variables, Exit Codes, Configuration Files, and more

artifact Manage OCI artifacts

attach Attach to a running container

auto-update Auto update containers according to their auto-update policy

build Build an image using instructions from Containerfiles

commit Create new image based on the changed container

container Manage containers

cp Copy files/folders between a container and the local filesystem

create Create but do not start a container

diff Display the changes to the object’s file system

events Show podman system events

exec Run a process in a running container

export Export container’s filesystem contents as a tar archive

farm Farm out builds to remote machines

generate Generate structured data based on containers, pods or volumes

healthcheck Manage health checks on containers

history Show history of a specified image

image Manage images

images List images in local storage

import Import a tarball to create a filesystem image

info Display podman system information

init Initialize one or more containers

inspect Display the configuration of object denoted by ID

kill Kill one or more running containers with a specific signal

kube Play containers, pods or volumes from a structured file

load Load image(s) from a tar archive

login Log in to a container registry

logout Log out of a container registry

logs Fetch the logs of one or more containers

machine Manage a virtual machine

manifest Manipulate manifest lists and image indexes

mount Mount a working container’s root filesystem

network Manage networks

pause Pause all the processes in one or more containers

pod Manage pods

port List port mappings or a specific mapping for the container

ps List containers

pull Pull an image from a registry

push Push an image to a specified destination

quadlet Allows users to manage Quadlets

rename Rename an existing container

restart Restart one or more containers

rm Remove one or more containers

rmi Remove one or more images from local storage

run Run a command in a new container

save Save image(s) to an archive

search Search registry for image

secret Manage secrets

start Start one or more containers

stats Display a live stream of container resource usage statistics

stop Stop one or more containers

system Manage podman

tag Add an additional name to a local image

top Display the running processes of a container

unmount Unmount working container’s root filesystem

unpause Unpause the processes in one or more containers

unshare Run a command in a modified user namespace

untag Remove a name from a local image

update Update an existing container

version Display the Podman version information

volume Manage volumes

wait Block on one or more containers
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Reference

Show the API documentation for version:


	latest (main branch)





	version 5.7


	version 5.6


	version 5.5


	version 5.4


	version 5.3


	version 5.2


	version 5.1


	version 5.0


	version 4.9


	version 4.8


	version 4.7


	version 4.6


	version 4.5


	version 4.4


	version 4.3


	version 4.2


	version 4.1


	version 4.0


	version 3.4


	version 3.3


	version 3.2


	version 3.1
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Tutorials

Here are a number of useful tutorials to get you up and running with Podman. If you are familiar with the Docker Container Engine [https://developers.redhat.com/blog/2018/02/22/container-terminology-practical-introduction/#h.6yt1ex5wfo3l] the commands in Podman [http://podman.io] should be quite familiar. If you are brand new to containers, take a look at our Introduction.


	Basic Setup and Use of Podman [https://github.com/containers/podman/blob/main/docs/tutorials/podman_tutorial.md]: Learn how to set up Podman and perform some basic commands with the utility.


	Basic Setup and Use of Podman in a Rootless environment [https://github.com/containers/podman/blob/main/docs/tutorials/rootless_tutorial.md]: The steps required to set up rootless Podman are enumerated.


	Podman for Windows [https://github.com/containers/podman/blob/main/docs/tutorials/podman-for-windows.md]: A guide to installing and using Podman on Windows.


	Podman Remote Clients on Mac/Windows [https://github.com/containers/podman/blob/main/docs/tutorials/mac_win_client.md]: Advanced setup for connecting to a remote Linux system using the Podman remote client on Mac and Windows.


	How to sign and distribute container images using Podman [https://github.com/containers/podman/blob/main/docs/tutorials/image_signing.md]: Learn how to set up and use image signing with Podman.


	Podman remote-client tutorial [https://github.com/containers/podman/blob/main/docs/tutorials/remote_client.md]: A brief how-to on using the Podman remote-client.


	How to use libpod for custom/derivative projects [https://github.com/containers/podman/blob/main/docs/tutorials/podman-derivative-api.md]: How the libpod API can be used within your own project.


	How to use Podman’s Go RESTful bindings [https://github.com/containers/podman/tree/main/pkg/bindings]: An introduction to using our RESTful Golang bindings in an external application.


	Common network setups [https://github.com/containers/podman/blob/main/docs/tutorials/basic_networking.md]: A basic guide to common network setups for Podman.


	Socket activation [https://github.com/containers/podman/blob/main/docs/tutorials/socket_activation.md]: Learn how to run containers that support socket activation.
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Search


From here you can search these documents. Enter your search
words into the box below and click "search". Note that the search
function will automatically search for all of the words. Pages
containing fewer words won't appear in the result list.
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NAME

podman-artifact-add - Add an OCI artifact to local artifact store



SYNOPSIS

podman artifact add [options] artifact-name file [file …]



DESCRIPTION

Add an OCI artifact to the local store from the local filesystem.  You must
provide at least one file to create the artifact, but several can also be
added.

Artifacts automatically include a creation timestamp in the
org.opencontainers.image.created annotation using RFC3339Nano format. When using
the --append option, the original creation timestamp is preserved.



OPTIONS


--annotation=annotation=value

Set an annotation on the entry for the specified image or artifact.

Note: Set annotations for each file being added. The annotation “org.opencontainers.image.title” is used
to name the layer when mounted into a container, this title must be unigue for each artifact layer.



--append, -a

Append files to an existing artifact. This option cannot be used with the --type option.



--file-type

Set the media type of the artifact file instead of allowing detection to determine the type



--help

Print usage statement.



--replace

If an artifact with the same name already exists, replace and remove it. The default is false.
This option cannot be used with the --append option.



--type

Set a type for the artifact being added.




EXAMPLES

Add a single file to an artifact

$ podman artifact add quay.io/myartifact/myml:latest /tmp/foobar.ml
0fe1488ecdef8cc4093e11a55bc048d9fc3e13a4ba846efd24b5a715006c95b3





Add OCI artifact to the store with type:

$ podman artifact add --artifact-type application/com.example.ai --file-type application/vnd.gguf quay.io/myimage/myartifact:latest /home/user/model.gguf





Replace an existing artifact with the same name

$ podman artifact add quay.io/myartifact/myml:latest /tmp/foobar.ml
0fe1488ecdef8cc4093e11a55bc048d9fc3e13a4ba846efd24b5a715006c95b3





Add multiple files to an artifact

$ podman artifact add quay.io/myartifact/myml:latest /tmp/foobar1.ml /tmp/foobar2.ml
1487acae11b5a30948c50762882036b41ac91a7b9514be8012d98015c95ddb78





Add files to an existing OCI artifact

$ podman artifact add --append quay.io/myimage/myartifact:latest /home/user/config.yaml





Create artifact with the layer title name being replaced, and then mount into a container.

podman artifact add --annotation org.opencontainers.image.title=smollm2 quay.io/myreg/smollm2:latest blobs/sha256-4d2396b16114669389d7555c15a1592aad584750310f648edad5ca8c4eccda17
podman run --mount type=artifact,source=quay.io/myreg/smollm2:latest,destination=/mnt fedora ls -l /mnt
smollm2







SEE ALSO

podman(1), podman-artifact(1)



HISTORY

Jan 2025, Originally compiled by Brent Baude bbaude@redhat.com
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NAME

podman-artifact-extract - Extract an OCI artifact to a local path



SYNOPSIS

podman artifact extract artifact target



DESCRIPTION

Extract the blobs of an OCI artifact to a local file or directory.

If the target path is a file or does not exist, the artifact must either consist
of one blob (layer) or if it has multiple blobs (layers) then the --digest or
--title option must be used to select only a single blob. If the file already
exists it will be overwritten.

If the target is a directory (it must exist), all blobs will be copied to the
target directory. As the target file name the value from the org.opencontainers.image.title
annotation is used. If the annotation is missing, the target file name will be the
digest of the blob (with : replaced by - in the name).
If the target file already exists in the directory, it will be overwritten.



OPTIONS


--digest=digest

When extracting blobs from the artifact only use the one with the specified digest.
If the target is a directory then the digest is always used as file name instead even
when the title annotation exists on the blob.
Conflicts with --title.



--help

Print usage statement.



--title=title

When extracting blobs from the artifact only use the one with the specified title.
It looks for the org.opencontainers.image.title annotation and compares that
against the given title.
Conflicts with --digest.




EXAMPLES

Extract an artifact with a single blob

$ podman artifact extract quay.io/artifact/foobar1:test /tmp/myfile





Extract an artifact with multiple blobs

$ podman artifact extract quay.io/artifact/foobar2:test /tmp/mydir
$ ls /tmp/mydir
CONTRIBUTING.md  README.md





Extract only a single blob from an artifact with multiple blobs

$ podman artifact extract --title README.md quay.io/artifact/foobar2:test /tmp/mydir
$ ls /tmp/mydir
README.md





Or using the digest instead of the title

$ podman artifact extract --digest sha256:c0594e012b17fd9e6548355ceb571a79613f7bb988d7d883f112513601ac6e9a quay.io/artifact/foobar2:test /tmp/mydir
$ ls /tmp/mydir
README.md







SEE ALSO

podman(1), podman-artifact(1)



HISTORY

Feb 2025, Originally compiled by Paul Holzinger pholzing@redhat.com
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NAME

podman-artifact-inspect - Inspect an OCI artifact



SYNOPSIS

podman artifact inspect name



DESCRIPTION

Inspect an artifact in the local store and output the results in JSON format.
The artifact can be referred to with either:


	Fully qualified artifact name


	Full or partial digest of the artifact’s manifest




The inspect output includes the artifact manifest with annotations. All artifacts
automatically include a creation timestamp in the org.opencontainers.image.created
annotation using RFC3339Nano format, showing when the artifact was initially created.



OPTIONS


--format, -f=format

Format the output using the given Go template.
The keys of the returned JSON can be used as the values for the --format flag (see examples below).

Valid placeholders for the Go template are listed below:



	Placeholder

	Description





	.Artifact …

	Artifact details (nested struct)



	.Digest

	Artifact digest (sha256:+64-char hash)



	.Manifest …

	Artifact manifest details (struct)



	.Name

	Artifact name (string)



	.TotalSizeBytes

	Total Size of the artifact in bytes








--help, -h

Print usage statement




EXAMPLES

Inspect an OCI image in the local store.

$ podman artifact inspect quay.io/myartifact/mytxt:latest
{
     "Manifest": {
          "schemaVersion": 2,
          "mediaType": "application/vnd.oci.image.manifest.v1+json",
          "config": {
               "mediaType": "application/vnd.oci.empty.v1+json",
               "digest": "sha256:44136fa355b3678a1146ad16f7e8649e94fb4fc21fe77e8310c060f61caaff8a",
               "size": 2,
               "data": "e30="
          },
          "layers": [
               {
                    "mediaType": "text/plain; charset=utf-8",
                    "digest": "sha256:f2ca1bb6c7e907d06dafe4687e579fce76b37e4e93b7605022da52e6ccc26fd2",
                    "size": 5,
                    "annotations": {
                         "org.opencontainers.image.title": "foobar.txt"
                    }
               }
          ]
     },
     "Name": "quay.io/myartifact/mytxt:latest",
     "Digest": "sha256:6c28fa07a5b0a1cee29862c1f6ea38a66df982495b14da2c052427eb628ed8c6"
}





Inspect artifact digest for the specified artifact:

$ podman artifact inspect quay.io/myartifact/mytxt:latest --format {{.Digest}}
sha256:6c28fa07a5b0a1cee29862c1f6ea38a66df982495b14da2c052427eb628ed8c6







SEE ALSO

podman(1), podman-artifact(1)



HISTORY

Sept 2024, Originally compiled by Brent Baude bbaude@redhat.com
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NAME

podman-artifact-ls - List OCI artifacts in local store



SYNOPSIS

podman artifact ls [options]



DESCRIPTION

List all local artifacts in your local store.



OPTIONS


--format

Print results with a Go template.



	Placeholder

	Description





	.Created

	Elapsed time since the artifact was created



	.CreatedAt

	Full timestamp of when the artifact was created



	.Digest

	The computed digest of the artifact’s manifest



	.Repository

	Repository name of the artifact



	.Size

	Size artifact in human readable units



	.Tag

	Tag of the artifact name



	.VirtualSize

	Size of artifact in bytes








--no-trunc

Do not truncate the output (default false).



--noheading, -n

Omit the table headings from the listing.




EXAMPLES

List artifacts in the local store

$ podman artifact ls
REPOSITORY                TAG         DIGEST         CREATED          SIZE
quay.io/artifact/foobar1  latest      ab609fad386d   6 hours ago      2.097GB
quay.io/artifact/foobar2  special     cd734b558ceb   53 seconds ago   12.58MB





List artifacts in the local store without truncating the digest

$ podman artifact ls --no-trunc
REPOSITORY                TAG         DIGEST                                                              CREATED          SIZE
quay.io/artifact/foobar1  latest      ab609fad386df1433f461b0643d9cf575560baf633809dcc9c190da6cc3a3c29    6 hours ago      2.097GB
quay.io/artifact/foobar2  special     cd734b558ceb8ccc0281ca76530e1dea1eb479407d3163f75fb601bffb6f73d0    53 seconds ago   12.58MB





List artifacts in the local store without the title header

$ podman artifact ls --noheading
quay.io/artifact/foobar1  latest      ab609fad386d   6 hours ago      2.097GB
quay.io/artifact/foobar2  special     cd734b558ceb   53 seconds ago   12.58MB





List artifact digests and size using a --format

$ podman artifact ls --format "{{.Digest}} {{.Size}}"
ab609fad386d 2.097GB
cd734b558ceb 12.58MB







SEE ALSO

podman(1), podman-artifact(1)



HISTORY

Jan 2025, Originally compiled by Brent Baude bbaude@redhat.com
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NAME

podman-artifact-pull - Pulls an artifact from a registry and stores it locally



SYNOPSIS

podman artifact pull [options] source



DESCRIPTION

podman artifact pull copies an artifact from a registry onto the local machine.



SOURCE

SOURCE is the location from which the artifact image is obtained.

# Pull from a registry
$ podman artifact pull quay.io/foobar/artifact:special







OPTIONS


--authfile=path

Path of the authentication file. Default is ${XDG_RUNTIME_DIR}/containers/auth.json on Linux, and $HOME/.config/containers/auth.json on Windows/macOS.
The file is created by podman login. If the authorization state is not found there, $HOME/.docker/config.json is checked, which is set using docker login.

Note: There is also the option to override the default path of the authentication file by setting the REGISTRY_AUTH_FILE environment variable. This can be done with export REGISTRY_AUTH_FILE=path.



--cert-dir=path

Use certificates at path (*.crt, *.cert, *.key) to connect to the registry. (Default: /etc/containers/certs.d)
For details, see containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md].
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--creds=[username[:password]]

The [username[:password]] to use to authenticate with the registry, if required.
If one or both values are not supplied, a command line prompt appears and the
value can be entered. The password is entered without echo.

Note that the specified credentials are only used to authenticate against
target registries.  They are not used for mirrors or when the registry gets
rewritten (see containers-registries.conf(5)); to authenticate against those
consider using a containers-auth.json(5) file.



--decryption-key=key[:passphrase]

The [key[:passphrase]] to be used for decryption of images. Key can point to keys and/or certificates. Decryption is tried with all keys. If the key is protected by a passphrase, it is required to be passed in the argument and omitted otherwise.



--help, -h

Print the usage statement.



--quiet, -q

Suppress output information when pulling images



--retry=attempts

Number of times to retry pulling or pushing images between the registry and
local storage in case of failure. Default is 3.



--retry-delay=duration

Duration of delay between retry attempts when pulling or pushing images between
the registry and local storage in case of failure. The default is to start at two seconds and then exponentially back off. The delay is used when this value is set, and no exponential back off occurs.



--tls-verify

Require HTTPS and verify certificates when contacting registries (default: true).
If explicitly set to true, TLS verification is used.
If set to false, TLS verification is not used.
If not specified, TLS verification is used unless the target registry
is listed as an insecure registry in containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]




FILES



EXAMPLES

Pull an artifact from a registry

podman artifact pull quay.io/baude/artifact:josey
Getting image source signatures
Copying blob e741c35a27bb done   |
Copying config 44136fa355 done   |
Writing manifest to image destination








SEE ALSO

podman(1), podman-artifact(1), podman-login(1), containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md]


Troubleshooting

See podman-troubleshooting(7) [https://github.com/containers/podman/blob/main/troubleshooting.md]
for solutions to common issues.
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NAME

podman-artifact-push - Push an OCI artifact from local storage to an image registry



SYNOPSIS

podman artifact push [options] image



DESCRIPTION

Pushes an artifact from the local artifact store to an image registry.

# Push artifact to a container registry
$ podman artifact push quay.io/artifact/foobar1:latest







OPTIONS


--authfile=path

Path of the authentication file. Default is ${XDG_RUNTIME_DIR}/containers/auth.json on Linux, and $HOME/.config/containers/auth.json on Windows/macOS.
The file is created by podman login. If the authorization state is not found there, $HOME/.docker/config.json is checked, which is set using docker login.

Note: There is also the option to override the default path of the authentication file by setting the REGISTRY_AUTH_FILE environment variable. This can be done with export REGISTRY_AUTH_FILE=path.



--cert-dir=path

Use certificates at path (*.crt, *.cert, *.key) to connect to the registry. (Default: /etc/containers/certs.d)
For details, see containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md].
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--creds=[username[:password]]

The [username[:password]] to use to authenticate with the registry, if required.
If one or both values are not supplied, a command line prompt appears and the
value can be entered. The password is entered without echo.

Note that the specified credentials are only used to authenticate against
target registries.  They are not used for mirrors or when the registry gets
rewritten (see containers-registries.conf(5)); to authenticate against those
consider using a containers-auth.json(5) file.



--digestfile=Digestfile

After copying the image, write the digest of the resulting image to the file.



--quiet, -q

When writing the output image, suppress progress output



--retry=attempts

Number of times to retry pulling or pushing images between the registry and
local storage in case of failure. Default is 3.



--retry-delay=duration

Duration of delay between retry attempts when pulling or pushing images between
the registry and local storage in case of failure. The default is to start at two seconds and then exponentially back off. The delay is used when this value is set, and no exponential back off occurs.



--sign-by=key

Add a “simple signing” signature at the destination using the specified key. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--sign-by-sigstore=param-file

Add a sigstore signature based on further options specified in a container’s sigstore signing parameter file param-file.
See containers-sigstore-signing-params.yaml(5) for details about the file format.



--sign-by-sigstore-private-key=path

Add a sigstore signature at the destination using a private key at the specified path. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--sign-by-sq-fingerprint=fingerprint

Add a “simple signing” signature using a Sequoia-PGP key with the specified fingerprint.
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--sign-passphrase-file=path

If signing the image (using --sign-by, sign-by-sq-fingerprint or --sign-by-sigstore-private-key), read the passphrase to use from the specified path.



--tls-verify

Require HTTPS and verify certificates when contacting registries (default: true).
If explicitly set to true, TLS verification is used.
If set to false, TLS verification is not used.
If not specified, TLS verification is used unless the target registry
is listed as an insecure registry in containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]




EXAMPLE

Push the specified image to a container registry:

$ podman artifact push quay.io/baude/artifact:single
Getting image source signatures
Copying blob 3ddc0a3cdb61 done   |
Copying config 44136fa355 done   |
Writing manifest to image destination







SEE ALSO

podman(1), podman-artifact(1), podman-pull(1), podman-login(1), containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md]
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NAME

podman-artifact-rm - Remove one or more OCI artifacts from local storage



SYNOPSIS

podman artifact rm [options] name



DESCRIPTION

Remove one or more artifacts from the local artifact store.  The input may be the fully
qualified artifact name or a full or partial artifact digest.



OPTIONS


--all, -a

Remove all artifacts in the local store.  The use of this option conflicts with
providing a name or digest of the artifact.



--help

Print usage statement.



--ignore, -i

Remove artifacts in the local store, ignoring errors when trying to remove artifacts that do not exist.




EXAMPLES

Remove an artifact by name.

$ podman artifact rm quay.io/artifact/foobar2:test
Deleted: e7b417f49fc24fc7ead6485da0ebd5bc4419d8a3f394c169fee5a6f38faa4056





Remove multiple artifacts by their shortened IDs.

$ podman artifact rm c4dfb1609ee2 93fd78260bd1 c0ed59d05ff7





Remove an artifact by partial digest.

$ podman artifact rm e7b417f49fc
Deleted: e7b417f49fc24fc7ead6485da0ebd5bc4419d8a3f394c169fee5a6f38faa4056





Remove all artifacts in local storage.

$ podman artifact rm -a
Deleted: cee15f7c5ce3e86ae6ce60d84bebdc37ad34acfa9a2611cf47501469ac83a1ab
Deleted: 72875f8f6f78d5b8ba98b2dd2c0a6f395fde8f05ff63a1df580d7a88f5afa97b





Remove artifacts ignoring the errors if the artifact does not exist.

$ podman artifact rm -i 3f78d5b8ba98b2







SEE ALSO

podman(1), podman-artifact(1)
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NAME

podman-artifact - Manage OCI artifacts



SYNOPSIS

podman artifact subcommand



DESCRIPTION

podman artifact is a set of subcommands that manage OCI artifacts.

OCI artifacts are a common way to distribute files that are associated with OCI images and
containers. Podman is capable of managing (pulling, inspecting, pushing) these artifacts
from its local “artifact store”.



SUBCOMMANDS



	Command

	Man Page

	Description





	add

	podman-artifact-add(1)

	Add an OCI artifact to local artifact store



	extract

	podman-artifact-extract(1)

	Extract an OCI artifact to a local path



	inspect

	podman-artifact-inspect(1)

	Inspect an OCI artifact



	ls

	podman-artifact-ls(1)

	List OCI artifacts in local store



	pull

	podman-artifact-pull(1)

	Pulls an artifact from a registry and stores it locally



	push

	podman-artifact-push(1)

	Push an OCI artifact from local storage to an image registry



	rm

	podman-artifact-rm(1)

	Remove one or more OCI artifacts from local storage








SEE ALSO

podman(1)
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NAME

podman-attach - Attach to a running container



SYNOPSIS

podman attach [options] container

podman container attach [options] container



DESCRIPTION

podman attach attaches to a running container using the container’s name or ID, to either view its ongoing output or to control it interactively.

The container can be detached from (and leave it running) using a configurable key sequence. The default sequence is ctrl-p,ctrl-q. Configure the keys sequence using the --detach-keys OPTION, or specifying it in the containers.conf file: see containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md] for more information.



OPTIONS


--detach-keys=sequence

Specify the key sequence for detaching a container. Format is a single character [a-Z] or one or more ctrl-<value> characters where <value> is one of: a-z, @, ^, [, , or _. Specifying “” disables this feature. The default is ctrl-p,ctrl-q.

This option can also be set in containers.conf(5) file.



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)



--no-stdin

Do not attach STDIN. The default is false.



--sig-proxy

Proxy received signals to the container process. SIGCHLD, SIGURG, SIGSTOP, and SIGKILL are not proxied.

The default is true.




EXAMPLES

Attach to a container called “foobar”.

$ podman attach foobar





Attach to the latest created container. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)

$ podman attach --latest





Attach to a container that start with the ID “1234”.

$ podman attach 1234





Attach to a container without attaching STDIN.

$ podman attach --no-stdin foobar







SEE ALSO

podman(1), podman-exec(1), podman-run(1), containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md]
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NAME

podman-auto-update - Auto update containers according to their auto-update policy



SYNOPSIS

podman auto-update [options]



DESCRIPTION

podman auto-update pulls down new container images and restarts containers configured for auto updates.
To make use of auto updates, the container or Kubernetes workloads must run inside a systemd unit.
After a successful update of an image, the containers using the image get updated by restarting the systemd units they run in.
Please refer to podman-systemd.unit(5) on how to run Podman under systemd.

To configure a container for auto updates, it must be created with the io.containers.autoupdate label or the AutoUpdate field in podman-systemd.unit(5) with one of the following two values:


	registry: If the label is present and set to registry, Podman reaches out to the corresponding registry to check if the image has been updated.
The label image is an alternative to registry maintained for backwards compatibility.
An image is considered updated if the digest in the local storage is different than the one of the remote image.
If an image must be updated, Podman pulls it down and restarts the systemd unit executing the container.
The registry policy requires a fully-qualified image reference (e.g., quay.io/podman/stable:latest) to be used to create the container.
This enforcement is necessary to know which image to actually check and pull.
If an image ID was used, Podman would not know which image to check/pull anymore.


	local: If the autoupdate label is set to local, Podman compares the image digest of the container to the one in the local container storage.
If they differ, the local image is considered to be newer and the systemd unit gets restarted.





Auto Updates and Kubernetes YAML

Podman supports auto updates for Kubernetes workloads.  The auto-update policy can be configured directly via podman-systemd.unit(5) or inside the Kubernetes YAML with the Podman-specific annotations mentioned below:


	io.containers.autoupdate: “registry|local” to apply the auto-update policy to all containers


	io.containers.autoupdate/$container: “registry|local” to apply the auto-update policy to $container only


	io.containers.sdnotify: “conmon|container” to apply the sdnotify policy to all containers


	io.containers.sdnotify/$container: “conmon|container” to apply the sdnotify policy to $container only




By default, the autoupdate policy is set to “disabled”, the sdnotify policy is set to “conmon”.



Systemd Unit and Timer

Podman ships with a podman-auto-update.service systemd unit. This unit is triggered daily at midnight by the podman-auto-update.timer systemd timer.
The timer can be altered for custom time-based updates if desired.
The unit can further be invoked by other systemd units (e.g., via the dependency tree) or manually via systemctl start podman-auto-update.service.




OPTIONS


--authfile=path

Path of the authentication file. Default is ${XDG_RUNTIME_DIR}/containers/auth.json on Linux, and $HOME/.config/containers/auth.json on Windows/macOS.
The file is created by podman login. If the authorization state is not found there, $HOME/.docker/config.json is checked, which is set using docker login.

Note: There is also the option to override the default path of the authentication file by setting the REGISTRY_AUTH_FILE environment variable. This can be done with export REGISTRY_AUTH_FILE=path.

Alternatively, the io.containers.autoupdate.authfile container label can be configured.  In that case, Podman will use the specified label’s value instead.



--dry-run

Check for the availability of new images but do not perform any pull operation or restart any service or container.
The UPDATED field indicates the availability of a new image with “pending”.



--format=format

Change the default output format.  This can be of a supported type like ‘json’ or a Go template.
Valid placeholders for the Go template are listed below:



	Placeholder

	Description





	.Container

	ID and name of the container



	.ContainerID

	ID of the container



	.ContainerName

	Name of the container



	.Image

	Name of the image



	.Policy

	Auto-update policy of the container



	.Unit

	Name of the systemd unit



	.Updated

	Update status: true,false,failed,pending








--rollback

If restarting a systemd unit after updating the image has failed, rollback to using the previous image and restart the unit another time.  Default is true.

Note that detecting if a systemd unit has failed is best done by the container sending the READY message via SDNOTIFY.
This way, restarting the unit waits until having received the message or a timeout kicked in.
Without that, restarting the systemd unit may succeed even if the container has failed shortly after.

For a container to send the READY message via SDNOTIFY it must be created with the --sdnotify=container option (see podman-run(1)).
The application running inside the container can then execute systemd-notify --ready when ready or use the sdnotify bindings of the specific programming language (e.g., sd_notify(3)).



--tls-verify

Require HTTPS and verify certificates when contacting registries (default: true).
If explicitly set to true, TLS verification is used.
If set to false, TLS verification is not used.
If not specified, TLS verification is used unless the target registry
is listed as an insecure registry in containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]




EXAMPLES

Create a Quadlet file configured for auto updates:

$ cat ~/.config/containers/systemd/sleep.container
[Container]
Image=registry.fedoraproject.org/fedora:latest
Exec=sleep infinity
AutoUpdate=registry





Generate a systemd service from the Quadlet file by reloading the systemd user daemon:

$ systemctl --user daemon-reload





Start the systemd service and make sure the container is running

$ systemctl --user start sleep.service
$ podman ps
CONTAINER ID  IMAGE                                     COMMAND         CREATED        STATUS        PORTS       NAMES
f8e4759798d4  registry.fedoraproject.org/fedora:latest  sleep infinity  2 seconds ago  Up 2 seconds              systemd-sleep





Check if a new image is available via --dry-run:

$ podman auto-update --dry-run --format "{{.Image}} {{.Updated}}"
registry.fedoraproject.org/fedora:latest   pending





Update the service:

$ podman auto-update
UNIT           CONTAINER                     IMAGE                                     POLICY      UPDATED
sleep.service  f8e4759798d4 (systemd-sleep)  registry.fedoraproject.org/fedora:latest  registry    true







SEE ALSO

podman(1), podman-generate-systemd(1), podman-run(1), podman-systemd.unit(5), sd_notify(3), systemd.unit(5) [https://www.freedesktop.org/software/systemd/man/systemd.unit.html]
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NAME

podman-build - Build a container image using a Containerfile



SYNOPSIS

podman build [options] [context]

podman image build [options] [context]



DESCRIPTION

podman build Builds an image using instructions from one or more
Containerfiles or Dockerfiles and a specified build context directory. A
Containerfile uses the same syntax as a Dockerfile internally. For this
document, a file referred to as a Containerfile can be a file named
either ‘Containerfile’ or ‘Dockerfile’ exclusively. Any file that has additional
extension attached will not be recognized by podman build . unless a -f flag is
used to specify the file.

The build context directory can be specified as the http(s) URL of an archive,
git repository or Containerfile.

When invoked with -f and a path to a Containerfile, with no explicit CONTEXT
directory, Podman uses the Containerfile’s parent directory as its build context.

Containerfiles ending with a “.in” suffix are preprocessed via CPP(1).  This
can be useful to decompose Containerfiles into several reusable parts that can
be used via CPP’s #include directive. Containerfiles ending in .in are
restricted to no comment lines unless they are CPP commands.
Note, a Containerfile.in file can still be used by other tools when manually
preprocessing them via cpp -E.

When the URL is an archive, the contents of the URL is downloaded to a temporary
location and extracted before execution.

When the URL is a Containerfile, the Containerfile is downloaded to a temporary
location.

When a Git repository is set as the URL, the repository is cloned locally and
then set as the context.  A URL is treated as a Git repository if it
has a git:// prefix or a .git suffix.

NOTE: podman build uses code sourced from the Buildah project to build
container images.  This Buildah code creates Buildah containers for the
RUN options in container storage. In certain situations, when the
podman build crashes or users kill the podman build process, these external
containers can be left in container storage. Use the podman ps --all --external
command to see these containers.

podman buildx build command is an alias of podman build.  Not all buildx build features are available in Podman. The buildx build option is provided for scripting compatibility.



OPTIONS


--add-host=hostname[;hostname[;…]]:ip

Add a custom host-to-IP mapping to the container’s /etc/hosts file.

The option takes one or multiple semicolon-separated hostnames to be mapped to
a single IPv4 or IPv6 address, separated by a colon. It can also be used to
overwrite the IP addresses of hostnames Podman adds to /etc/hosts by default
(also see the --name and --hostname options). This option can be
specified multiple times to add additional mappings to /etc/hosts. It
conflicts with the --no-hosts option and conflicts with no_hosts=true in
containers.conf.

Instead of an IP address, the special flag host-gateway can be given. This
resolves to an IP address the container can use to connect to the host. The
IP address chosen depends on your network setup, thus there’s no guarantee that
Podman can determine the host-gateway address automatically, which will then
cause Podman to fail with an error message. You can overwrite this IP address
using the host_containers_internal_ip option in containers.conf.

The host-gateway address is also used by Podman to automatically add the
host.containers.internal and host.docker.internal hostnames to /etc/hosts.
You can prevent that by either giving the --no-hosts option, or by setting
host_containers_internal_ip=”none” in containers.conf. If no host-gateway
address was configured manually and Podman fails to determine the IP address
automatically, Podman will silently skip adding these internal hostnames to
/etc/hosts. If Podman is running in a virtual machine using podman machine
(this includes Mac and Windows hosts), Podman will silently skip adding the
internal hostnames to /etc/hosts, unless an IP address was configured
manually; the internal hostnames are resolved by the gvproxy DNS resolver
instead.

Podman will use the /etc/hosts file of the host as a basis by default, i.e.
any hostname present in this file will also be present in the /etc/hosts file
of the container. A different base file can be configured using the
base_hosts_file config in containers.conf.



--all-platforms

Instead of building for a set of platforms specified using the --platform option, inspect the build’s base images, and build for all of the platforms for which they are all available.  Stages that use scratch as a starting point can not be inspected, so at least one non-scratch stage must be present for detection to work usefully.



--annotation=annotation=value

Add an image annotation (e.g. annotation=value) to the image metadata. Can
be used multiple times.

Note: this information is not present in Docker image formats, so it is
discarded when writing images in Docker formats.



--arch=arch

Set the architecture of the image to be built, and that of the base image to be
pulled, if the build uses one, to the provided value instead of using the
architecture of the build host. Unless overridden, subsequent lookups of the
same image in the local storage matches this architecture, regardless of the
host. (Examples: arm, arm64, 386, amd64, ppc64le, s390x)



--authfile=path

Path of the authentication file. Default is ${XDG_RUNTIME_DIR}/containers/auth.json on Linux, and $HOME/.config/containers/auth.json on Windows/macOS.
The file is created by podman login. If the authorization state is not found there, $HOME/.docker/config.json is checked, which is set using docker login.

Note: There is also the option to override the default path of the authentication file by setting the REGISTRY_AUTH_FILE environment variable. This can be done with export REGISTRY_AUTH_FILE=path.



--build-arg=arg=value

Specifies a build argument and its value, which is interpolated in
instructions read from the Containerfiles in the same way that environment variables are, but which are not added to environment variable list in the resulting image’s configuration.



--build-arg-file=path

Specifies a file containing lines of build arguments of the form arg=value.
The suggested file name is argfile.conf.

Comment lines beginning with # are ignored, along with blank lines.
All others must be of the arg=value format passed to --build-arg.

If several arguments are provided via the --build-arg-file
and --build-arg options, the build arguments are merged across all
of the provided files and command line arguments.

Any file provided in a --build-arg-file option is read before
the arguments supplied via the --build-arg option.

When a given argument name is specified several times, the last instance
is the one that is passed to the resulting builds. This means --build-arg
values always override those in a --build-arg-file.



--build-context=name=value

Specify an additional build context using its short name and its location.
Additional build contexts can be referenced in the same manner as we access
different stages in COPY instruction.

Valid values are:


	Local directory – e.g. --build-context project2=../path/to/project2/src


	HTTP URL to a tarball – e.g. --build-context src=https://example.org/releases/src.tar


	Container image – specified with a container-image:// prefix, e.g. --build-context alpine=container-image://alpine:3.15, (also accepts docker://, docker-image://)




On the Containerfile side, reference the build context on all
commands that accept the “from” parameter. Here’s how that might look:

FROM [name]
COPY --from=[name] ...
RUN --mount=from=[name] …





The value of [name] is matched with the following priority order:


	Named build context defined with --build-context [name]=..


	Stage defined with AS [name] inside Containerfile


	Image [name], either local or in a remote registry






--cache-from=image

Repository to utilize as a potential cache source. When specified, Buildah tries to look for
cache images in the specified repository and attempts to pull cache images instead of actually
executing the build steps locally. Buildah only attempts to pull previously cached images if they
are considered as valid cache hits.

Use the --cache-to option to populate a remote repository with cache content.

Example

# populate a cache and also consult it
buildah build -t test --layers --cache-to registry/myrepo/cache --cache-from registry/myrepo/cache .





Note: --cache-from option is ignored unless --layers is specified.



--cache-to=image

Set this flag to specify a remote repository that is used to store cache images. Buildah attempts to
push newly built cache image to the remote repository.

Note: Use the --cache-from option in order to use cache content in a remote repository.

Example

# populate a cache and also consult it
buildah build -t test --layers --cache-to registry/myrepo/cache --cache-from registry/myrepo/cache .





Note: --cache-to option is ignored unless --layers is specified.



--cache-ttl

Limit the use of cached images to only consider images with created timestamps less than duration ago.
For example if --cache-ttl=1h is specified, Buildah considers intermediate cache images which are created
under the duration of one hour, and intermediate cache images outside this duration is ignored.

Note: Setting --cache-ttl=0 manually is equivalent to using --no-cache in the
implementation since this means that the user does not want to use cache at all.



--cap-add=CAP_xxx

When executing RUN instructions, run the command specified in the instruction
with the specified capability added to its capability set.
Certain capabilities are granted by default; this option can be used to add
more.



--cap-drop=CAP_xxx

When executing RUN instructions, run the command specified in the instruction
with the specified capability removed from its capability set.
The CAP_CHOWN, CAP_DAC_OVERRIDE, CAP_FOWNER,
CAP_FSETID, CAP_KILL, CAP_NET_BIND_SERVICE, CAP_SETFCAP,
CAP_SETGID, CAP_SETPCAP, and CAP_SETUID capabilities are
granted by default; this option can be used to remove them.

If a capability is specified to both the --cap-add and --cap-drop
options, it is dropped, regardless of the order in which the options were
given.



--cert-dir=path

Use certificates at path (*.crt, *.cert, *.key) to connect to the registry. (Default: /etc/containers/certs.d)
For details, see containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md].
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--cgroup-parent=path

Path to cgroups under which the cgroup for the container is created. If the
path is not absolute, the path is considered to be relative to the cgroups path
of the init process. Cgroups are created if they do not already exist.



--cgroupns=how

Sets the configuration for cgroup namespaces when handling RUN instructions.
The configured value can be “” (the empty string) or “private” to indicate
that a new cgroup namespace is created, or it can be “host” to indicate
that the cgroup namespace in which buildah itself is being run is reused.



--compat-volumes

Handle directories marked using the VOLUME instruction (both in this build, and
those inherited from base images) such that their contents can only be modified
by ADD and COPY instructions. Any changes made in those locations by RUN
instructions will be reverted. Before the introduction of this option, this
behavior was the default, but it is now disabled by default.



--compress

This option is added to be aligned with other containers CLIs.
Podman doesn’t communicate with a daemon or a remote server.
Thus, compressing the data before sending it is irrelevant to Podman. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--cpp-flag=flags

Set additional flags to pass to the C Preprocessor cpp(1). Containerfiles ending with a “.in” suffix is preprocessed via cpp(1). This option can be used to pass additional flags to cpp.Note: You can also set default CPPFLAGS by setting the BUILDAH_CPPFLAGS environment variable (e.g., export BUILDAH_CPPFLAGS=”-DDEBUG”).



--cpu-period=limit

Set the CPU period for the Completely Fair Scheduler (CFS), which is a
duration in microseconds. Once the container’s CPU quota is used up, it will not
be scheduled to run until the current period ends. Defaults to 100000
microseconds.

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpu-quota=limit

Limit the CPU Completely Fair Scheduler (CFS) quota.

Limit the container’s CPU usage. By default, containers run with the full
CPU resource. The limit is a number in microseconds. If a number is provided,
the container is allowed to use that much CPU time until the CPU period
ends (controllable via --cpu-period).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpu-shares, -c=shares

CPU shares (relative weight).

By default, all containers get the same proportion of CPU cycles. This
proportion can be modified by changing the container’s CPU share weighting
relative to the combined weight of all the running containers.
Default weight is 1024.

The proportion only applies when CPU-intensive processes are running.
When tasks in one container are idle, other containers can use the
left-over CPU time. The actual amount of CPU time varies depending on
the number of containers running on the system.

For example, consider three containers, one has a cpu-share of 1024 and
two others have a cpu-share setting of 512. When processes in all three
containers attempt to use 100% of CPU, the first container receives
50% of the total CPU time. If a fourth container is added with a cpu-share
of 1024, the first container only gets 33% of the CPU. The remaining containers
receive 16.5%, 16.5% and 33% of the CPU.

On a multi-core system, the shares of CPU time are distributed over all CPU
cores. Even if a container is limited to less than 100% of CPU time, it can
use 100% of each individual CPU core.

For example, consider a system with more than three cores.
If the container C0 is started with --cpu-shares=512 running one process,
and another container C1 with --cpu-shares=1024 running two processes,
this can result in the following division of CPU shares:



	PID

	container

	CPU

	CPU share





	100

	C0

	0

	100% of CPU0



	101

	C1

	1

	100% of CPU1



	102

	C1

	2

	100% of CPU2






On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpuset-cpus=number

CPUs in which to allow execution. Can be specified as a comma-separated list
(e.g. 0,1), as a range (e.g. 0-3), or any combination thereof
(e.g. 0-3,7,11-15).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpuset-mems=nodes

Memory nodes (MEMs) in which to allow execution (0-3, 0,1). Only effective on
NUMA systems.

If there are four memory nodes on the system (0-3), use --cpuset-mems=0,1
then processes in the container only uses memory from the first
two memory nodes.

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--created-annotation

Add an image annotation (see also --annotation) to the image metadata
setting “org.opencontainers.image.created” to the current time, or to the
datestamp specified to the --source-date-epoch or --timestamp flag,
if either was used.  If false, no such annotation will be present in the
written image.

Note: this information is not present in Docker image formats, so it is discarded when writing images in Docker formats.



--creds=[username[:password]]

The [username[:password]] to use to authenticate with the registry, if required.
If one or both values are not supplied, a command line prompt appears and the
value can be entered. The password is entered without echo.

Note that the specified credentials are only used to authenticate against
target registries.  They are not used for mirrors or when the registry gets
rewritten (see containers-registries.conf(5)); to authenticate against those
consider using a containers-auth.json(5) file.



--cw=options

Produce an image suitable for use as a confidential workload running in a
trusted execution environment (TEE) using krun (i.e., crun built with the
libkrun feature enabled and invoked as krun).  Instead of the conventional
contents, the root filesystem of the image will contain an encrypted disk image
and configuration information for krun.

The value for options is a comma-separated list of key=value pairs, supplying
configuration information which is needed for producing the additional data
which will be included in the container image.

Recognized keys are:

attestation_url: The location of a key broker / attestation server.
If a value is specified, the new image’s workload ID, along with the passphrase
used to encrypt the disk image, will be registered with the server, and the
server’s location will be stored in the container image.
At run-time, krun is expected to contact the server to retrieve the passphrase
using the workload ID, which is also stored in the container image.
If no value is specified, a passphrase value must be specified.

cpus: The number of virtual CPUs which the image expects to be run with at
run-time.  If not specified, a default value will be supplied.

firmware_library: The location of the libkrunfw-sev shared library.  If not
specified, buildah checks for its presence in a number of hard-coded
locations.

memory: The amount of memory which the image expects to be run with at
run-time, as a number of megabytes.  If not specified, a default value will be
supplied.

passphrase: The passphrase to use to encrypt the disk image which will be
included in the container image.
If no value is specified, but an attestation_url value is specified, a
randomly-generated passphrase will be used.
The authors recommend setting an attestation_url but not a passphrase.

slop: Extra space to allocate for the disk image compared to the size of the
container image’s contents, expressed either as a percentage (..%) or a size
value (bytes, or larger units if suffixes like KB or MB are present), or a sum
of two or more such specifications.  If not specified, buildah guesses that
25% more space than the contents will be enough, but this option is provided in
case its guess is wrong.

type: The type of trusted execution environment (TEE) which the image should
be marked for use with.  Accepted values are “SEV” (AMD Secure Encrypted
Virtualization - Encrypted State) and “SNP” (AMD Secure Encrypted
Virtualization - Secure Nested Paging).  If not specified, defaults to “SNP”.

workload_id: A workload identifier which will be recorded in the container
image, to be used at run-time for retrieving the passphrase which was used to
encrypt the disk image.  If not specified, a semi-random value will be derived
from the base image’s image ID.

This option is not supported on the remote client, including Mac and Windows
(excluding WSL2) machines.



--decryption-key=key[:passphrase]

The [key[:passphrase]] to be used for decryption of images. Key can point to keys and/or certificates. Decryption is tried with all keys. If the key is protected by a passphrase, it is required to be passed in the argument and omitted otherwise.



--device=host-device[:container-device][:permissions]

Add a host device to the container. Optional permissions parameter
can be used to specify device permissions by combining
r for read, w for write, and m for mknod(2).

Example: --device=/dev/sdc:/dev/xvdc:rwm.

Note: if host-device is a symbolic link then it is resolved first.
The container only stores the major and minor numbers of the host device.

Podman may load kernel modules required for using the specified
device. The devices that Podman loads modules for when necessary are:
/dev/fuse.

In rootless mode, the new device is bind mounted in the container from the host
rather than Podman creating it within the container space. Because the bind
mount retains its SELinux label on SELinux systems, the container can get
permission denied when accessing the mounted device. Modify SELinux settings to
allow containers to use all device labels via the following command:

$ sudo setsebool -P  container_use_devices=true

Note: if the user only has access rights via a group, accessing the device
from inside a rootless container fails. The crun(1) [https://github.com/containers/crun/tree/main/crun.1.md] runtime offers a
workaround for this by adding the option
--annotation run.oci.keep_original_groups=1.



--disable-compression, -D

Don’t compress filesystem layers when building the image unless it is required
by the location where the image is being written.  This is the default setting,
because image layers are compressed automatically when they are pushed to
registries, and images being written to local storage only need to be
decompressed again to be stored.  Compression can be forced in all cases by
specifying --disable-compression=false.



--disable-content-trust

This is a Docker-specific option to disable image verification to a container
registry and is not supported by Podman. This option is a NOOP and provided
solely for scripting compatibility.



--dns=ipaddr

Set custom DNS servers.

This option can be used to override the DNS
configuration passed to the container. Typically this is necessary when the
host DNS configuration is invalid for the container (e.g., 127.0.0.1). When this
is the case the --dns flag is necessary for every run.

The special value none can be specified to disable creation of /etc/resolv.conf in the container by Podman.
The /etc/resolv.conf file in the image is then used without changes.

Note that ipaddr may be added directly to the container’s /etc/resolv.conf.
This is not guaranteed though.  For example, passing a custom network whose dns_enabled is set to true to --network will result in /etc/resolv.conf only referring to the aardvark-dns server.  aardvark-dns then forwards to the supplied ipaddr for all non-container name queries.

This option cannot be combined with --network that is set to none.

Note: this option takes effect only during RUN instructions in the build.
It does not affect /etc/resolv.conf in the final image.



--dns-option=option

Set custom DNS options to be used during the build.



--dns-search=domain

Set custom DNS search domains to be used during the build.



--env=env[=value]

Add a value (e.g. env=value) to the built image.  Can be used multiple times.
If neither = nor a value are specified, but env is set in the current
environment, the value from the current environment is added to the image.
To remove an environment variable from the built image, use the --unsetenv
option.



--file, -f=Containerfile

Specifies a Containerfile which contains instructions for building the image,
either a local file or an http or https URL.  If more than one
Containerfile is specified, FROM instructions are only be accepted from the
last specified file.

If a build context is not specified, and at least one Containerfile is a
local file, the directory in which it resides is used as the build
context.

Specifying the option -f - causes the Containerfile contents to be read from stdin.



--force-rm

Always remove intermediate containers after a build, even if the build fails (default true).



--format

Control the format for the built image’s manifest and configuration data.
Recognized formats include oci (OCI image-spec v1.0, the default) and
docker (version 2, using schema format 2 for the manifest).

Note: You can also override the default format by setting the BUILDAH_FORMAT
environment variable.  export BUILDAH_FORMAT=docker



--from

Overrides the first FROM instruction within the Containerfile.  If there are multiple
FROM instructions in a Containerfile, only the first is changed.

With the remote podman client, not all container transports work as
expected. For example, oci-archive:/x.tar references /x.tar on the remote
machine instead of on the client. When using podman remote clients it is
best to restrict use to containers-storage, and docker:// transports.



--group-add=group | keep-groups

Assign additional groups to the primary user running within the container process.


	keep-groups is a special flag that tells Podman to keep the supplementary group access.




Allows container to use the user’s supplementary group access. If file systems or
devices are only accessible by the rootless user’s group, this flag tells the OCI
runtime to pass the group access into the container. Currently only available
with the crun OCI runtime. Note: keep-groups is exclusive, other groups cannot be specified
with this flag. (Not available for remote commands, including Mac and Windows (excluding WSL2) machines)



--help, -h

Print usage statement



--hooks-dir=path

Each *.json file in the path configures a hook for buildah build containers. For more details on the syntax of the JSON files and the semantics of hook injection. Buildah currently support both the 1.0.0 and 0.1.0 hook schemas, although the 0.1.0 schema is deprecated.

This option may be set multiple times; paths from later options have higher precedence.

For the annotation conditions, buildah uses any annotations set in the generated OCI configuration.

For the bind-mount conditions, only mounts explicitly requested by the caller via --volume are considered. Bind mounts that buildah inserts by default (e.g. /dev/shm) are not considered.

If --hooks-dir is unset for root callers, Buildah currently defaults to /usr/share/containers/oci/hooks.d and /etc/containers/oci/hooks.d in order of increasing precedence. Using these defaults is deprecated. Migrate to explicitly setting --hooks-dir.



--http-proxy

By default proxy environment variables are passed into the container if set
for the Podman process. This can be disabled by setting the value to false.
The environment variables passed in include http_proxy,
https_proxy, ftp_proxy, no_proxy, and also the upper case versions of
those. This option is only needed when the host system must use a proxy but
the container does not use any proxy. Proxy environment variables specified
for the container in any other way overrides the values that have
been passed through from the host. (Other ways to specify the proxy for the
container include passing the values with the --env flag, or hard coding the
proxy environment at container build time.)
When used with the remote client it uses the proxy environment variables
that are set on the server process.

Defaults to true.



--identity-label

Adds default identity label io.buildah.version if set. (default true).



--ignorefile

Path to an alternative .containerignore file.



--iidfile=ImageIDfile

Write the built image’s ID to the file.  When --platform is specified more than once, attempting to use this option triggers an error.



--inherit-annotations=bool-value

Inherit the annotations from the base image or base stages. (default true).
Use cases which set this flag to false may need to do the same for the
--created-annotation flag.



--inherit-labels

Inherit the labels from the base image or base stages. (default true).



--ipc=how

Sets the configuration for IPC namespaces when handling RUN instructions.
The configured value can be “” (the empty string) or “container” to indicate
that a new IPC namespace is created, or it can be “host” to indicate
that the IPC namespace in which podman itself is being run is reused,
or it can be the path to an IPC namespace which is already in use by
another process.



--isolation=type

Controls what type of isolation is used for running processes as part of RUN
instructions.  Recognized types include oci (OCI-compatible runtime, the
default), rootless (OCI-compatible runtime invoked using a modified
configuration and its --rootless option enabled, with --no-new-keyring
--no-pivot added to its create invocation, with network and UTS namespaces
disabled, and IPC, PID, and user namespaces enabled; the default for
unprivileged users), and chroot (an internal wrapper that leans more toward
chroot(1) than container technology).

Note: You can also override the default isolation type by setting the
BUILDAH_ISOLATION environment variable.  export BUILDAH_ISOLATION=oci



--jobs=number

Run up to N concurrent stages in parallel.  If the number of jobs is greater
than 1, stdin is read from /dev/null.  If 0 is specified, then there is
no limit in the number of jobs that run in parallel.



--label=label

Add an image label (e.g. label=value) to the image metadata. Can be used
multiple times.

Users can set a special LABEL io.containers.capabilities=CAP1,CAP2,CAP3 in
a Containerfile that specifies the list of Linux capabilities required for the
container to run properly. This label specified in a container image tells
Podman to run the container with just these capabilities. Podman launches the
container with just the specified capabilities, as long as this list of
capabilities is a subset of the default list.

If the specified capabilities are not in the default set, Podman prints an error
message and runs the container with the default capabilities.



--layer-label=label[=value]

Add an intermediate image label (e.g. label=value) to the intermediate
image metadata. It can be used multiple times.

If label is named, but neither = nor a value is provided, then
the label is set to an empty value.



--layers

Cache intermediate images during the build process (Default is true).

Note: You can also override the default value of layers by setting the
BUILDAH_LAYERS environment variable. export BUILDAH_LAYERS=true



--logfile=filename

Log output which is sent to standard output and standard error to the
specified file instead of to standard output and standard error.
This option is not supported on the remote client, including Mac and Windows (excluding WSL2) machines.



--logsplit=bool-value

If --logfile and --platform are specified, the --logsplit option allows
end-users to split the log file for each platform into different files in the
following format: ${logfile}_${platform-os}_${platform-arch}.
This option is not supported on the remote client, including Mac and Windows
(excluding WSL2) machines.



--manifest=manifest

Name of the manifest list to which the image is added. Creates the manifest list if it does not exist. This option is useful for building multi architecture images.



--memory, -m=number[unit]

Memory limit. A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

Allows the memory available to a container to be constrained. If the host
supports swap memory, then the -m memory setting can be larger than physical
RAM. If a limit of 0 is specified (not using -m), the container’s memory is
not limited. The actual limit may be rounded up to a multiple of the operating
system’s page size (the value is very large, that’s millions of trillions).

This option is not supported on cgroups V1 rootless systems.



--memory-swap=number[unit]

A limit value equal to memory plus swap.
A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

Must be used with the -m (--memory) flag.
The argument value must be larger than that of
-m (--memory) By default, it is set to double
the value of --memory.

Set number to -1 to enable unlimited swap.

This option is not supported on cgroups V1 rootless systems.



--network=mode, --net

Sets the configuration for network namespaces when handling RUN instructions.

Valid mode values are:


	none: no networking.


	host: use the Podman host network stack. Note: the host mode gives the
container full access to local system services such as D-bus and is therefore
considered insecure.


	ns:path: path to a network namespace to join.


	private: create a new namespace for the container (default)


	<network name|ID>: Join the network with the given name or ID, e.g. use --network mynet to join the network with the name mynet. Only supported for rootful users.


	slirp4netns[:OPTIONS,…]: use slirp4netns(1) to create a user network stack. It is possible to specify these additional options, they can also be set with network_cmd_options in containers.conf:


	allow_host_loopback=true|false: Allow slirp4netns to reach the host loopback IP (default is 10.0.2.2 or the second IP from slirp4netns cidr subnet when changed, see the cidr option below). The default is false.


	mtu=MTU: Specify the MTU to use for this network. (Default is 65520).


	cidr=CIDR: Specify ip range to use for this network. (Default is 10.0.2.0/24).


	enable_ipv6=true|false: Enable IPv6. Default is true. (Required for outbound_addr6).


	outbound_addr=INTERFACE: Specify the outbound interface slirp binds to (ipv4 traffic only).


	outbound_addr=IPv4: Specify the outbound ipv4 address slirp binds to.


	outbound_addr6=INTERFACE: Specify the outbound interface slirp binds to (ipv6 traffic only).


	outbound_addr6=IPv6: Specify the outbound ipv6 address slirp binds to.






	pasta[:OPTIONS,…]: use pasta(1) to create a user-mode networking
stack. 

This is the default for rootless containers and only supported in rootless mode. 

By default, IPv4 and IPv6 addresses and routes, as well as the pod interface
name, are copied from the host. If port forwarding isn’t configured, ports
are forwarded dynamically as services are bound on either side (init
namespace or container namespace). Port forwarding preserves the original
source IP address. Options described in pasta(1) can be specified as
comma-separated arguments. 

In terms of pasta(1) options, --config-net is given by default, in
order to configure networking when the container is started, and
--no-map-gw is also assumed by default, to avoid direct access from
container to host using the gateway address. The latter can be overridden
by passing --map-gw in the pasta-specific options (despite not being an
actual pasta(1) option). 

Also, -t none and -u none are passed to disable
automatic port forwarding based on bound ports. Similarly, -T none and
-U none are given to disable the same functionality from container to
host. 

Some examples:


	pasta:--map-gw: Allow the container to directly reach the host using the
gateway address.


	pasta:--mtu,1500: Specify a 1500 bytes MTU for the tap interface in
the container.


	pasta:--ipv4-only,-a,10.0.2.0,-n,24,-g,10.0.2.2,--dns-forward,10.0.2.3,-m,1500,--no-ndp,--no-dhcpv6,--no-dhcp,
equivalent to default slirp4netns(1) options: disable IPv6, assign
10.0.2.0/24 to the tap0 interface in the container, with gateway
10.0.2.3, enable DNS forwarder reachable at 10.0.2.3, set MTU to 1500
bytes, disable NDP, DHCPv6 and DHCP support.


	pasta:-I,tap0,--ipv4-only,-a,10.0.2.0,-n,24,-g,10.0.2.2,--dns-forward,10.0.2.3,--no-ndp,--no-dhcpv6,--no-dhcp,
equivalent to default slirp4netns(1) options with Podman overrides: same as
above, but leave the MTU to 65520 bytes


	pasta:-t,auto,-u,auto,-T,auto,-U,auto: enable automatic port forwarding
based on observed bound ports from both host and container sides


	pasta:-T,5201: enable forwarding of TCP port 5201 from container to
host, using the loopback interface instead of the tap interface for improved
performance










--no-cache

Do not use existing cached images for the container build. Build from the start with a new set of cached layers.



--no-hostname

Do not create the /etc/hostname file in the containers.

By default, Podman manages the /etc/hostname file, adding the container’s own hostname.  When the --no-hostname option is set, the image’s /etc/hostname will be preserved unmodified if it exists.



--no-hosts

Do not modify the /etc/hosts file in the container.

Podman assumes control over the container’s /etc/hosts file by
default and adds entries for the container’s name (see --name option) and
hostname (see --hostname option), the internal host.containers.internal
and host.docker.internal hosts, as well as any hostname added using the
--add-host option. Refer to the --add-host option for details. Passing
--no-hosts disables this, so that the image’s /etc/hosts file is kept
unmodified. The same can be achieved globally by setting no_hosts=true in
containers.conf.

This option conflicts with --add-host.



--omit-history

Omit build history information in the built image. (default false).

This option is useful for the cases where end users explicitly
want to set --omit-history to omit the optional History from
built images or when working with images built using build tools that
do not include History information in their images.



--os=string

Set the OS of the image to be built, and that of the base image to be pulled, if the build uses one, instead of using the current operating system of the build host. Unless overridden, subsequent lookups of the same image in the local storage matches this OS, regardless of the host.



--os-feature=feature

Set the name of a required operating system feature for the image which is built.  By default, if the image is not based on scratch, the base image’s required OS feature list is kept, if the base image specified any.  This option is typically only meaningful when the image’s OS is Windows.

If feature has a trailing -, then the feature is removed from the set of required features which is listed in the image.



--os-version=version

Set the exact required operating system version for the image which is built.  By default, if the image is not based on scratch, the base image’s required OS version is kept, if the base image specified one.  This option is typically only meaningful when the image’s OS is Windows, and is typically set in Windows base images, so using this option is usually unnecessary.



--output, -o=output-opts

Output destination (format: type=local,dest=path)

The --output (or -o) option extends the default behavior of building a container image by allowing users to export the contents of the image as files on the local filesystem, which can be useful for generating local binaries, code generation, etc. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)

The value for --output is a comma-separated sequence of key=value pairs, defining the output type and options.

Supported keys are:


	dest: Destination path for exported output. Valid value is absolute or relative path, - means the standard output.


	type: Defines the type of output to be used. Valid values is documented below.




Valid type values are:


	local: write the resulting build files to a directory on the client-side.


	tar: write the resulting files as a single tarball (.tar).




If no type is specified, the value defaults to local.
Alternatively, instead of a comma-separated sequence, the value of --output can be just a destination (in the dest format) (e.g. --output some-path, --output -) where --output some-path is treated as if type=local and --output - is treated as if type=tar.



--pid=pid

Sets the configuration for PID namespaces when handling RUN instructions.
The configured value can be “” (the empty string) or “container” to indicate that a new PID namespace is created, or it can be “host” to indicate that the PID namespace in which podman itself is being run is reused, or it can be the path to a PID namespace which is already in use by another
process.



--platform=os/arch[/variant][,…]

Set the os/arch of the built image (and its base image, when using one)
to the provided value instead of using the current operating system and
architecture of the host (for example linux/arm).  Unless overridden,
subsequent lookups of the same image in the local storage matches this
platform, regardless of the host.

If --platform is set, then the values of the --arch, --os, and
--variant options is overridden.

The --platform option can be specified more than once, or given a
comma-separated list of values as its argument.  When more than one platform is
specified, the --manifest option is used instead of the --tag
option.

Os/arch pairs are those used by the Go Programming Language.  In several cases
the arch value for a platform differs from one produced by other tools such as
the arch command.  Valid OS and architecture name combinations are listed as
values for $GOOS and $GOARCH at https://golang.org/doc/install/source#environment,
and can also be found by running go tool dist list.

While podman build is happy to use base images and build images for any
platform that exists, RUN instructions are unable to succeed without
the help of emulation provided by packages like qemu-user-static.



--pull=policy

Pull image policy. The default is missing.


	always: Always pull the image and throw an error if the pull fails.


	missing: Only pull the image when it does not exist in the local containers storage.  Throw an error if no image is found and the pull fails.


	never: Never pull the image but use the one from the local containers storage.  Throw an error when no image is found.


	newer: Pull if the image on the registry is newer than the one in the local containers storage.  An image is considered to be newer when the digests are different.  Comparing the time stamps is prone to errors.  Pull errors are suppressed if a local image was found.






--quiet, -q

Suppress output messages which indicate which instruction is being processed, and of progress when pulling images from a registry, and when writing the output image.



--retry=attempts

Number of times to retry pulling or pushing images between the registry and
local storage in case of failure. Default is 3.



--retry-delay=duration

Duration of delay between retry attempts when pulling or pushing images between
the registry and local storage in case of failure. The default is to start at two seconds and then exponentially back off. The delay is used when this value is set, and no exponential back off occurs.



--rewrite-timestamp

When generating new layers for the image, ensure that no newly added content
bears a timestamp later than the value used by the --source-date-epoch
flag, if one was provided, by replacing any timestamps which are later than
that value, with that value.



--rm

Remove intermediate containers after a successful build (default true).



--runtime=path

The path to an alternate OCI-compatible runtime, which is used to run
commands specified by the RUN instruction.

Note: You can also override the default runtime by setting the BUILDAH_RUNTIME environment variable.  export BUILDAH_RUNTIME=/usr/local/bin/runc



--runtime-flag=flag

Adds global flags for the container runtime. To list the supported flags, please consult the manpages of the selected container runtime.

Default runtime flags can be added in containers.conf.

Note: Do not pass the leading -- to the flag. To pass the runc flag --log-format json to buildah build, the option given is --runtime-flag log-format=json.



--sbom=preset

Generate SBOMs (Software Bills Of Materials) for the output image by scanning
the working container and build contexts using the named combination of scanner
image, scanner commands, and merge strategy.  Must be specified with one or
more of --sbom-image-output, --sbom-image-purl-output, --sbom-output,
and --sbom-purl-output.  Recognized presets, and the set of options which
they equate to:


	“syft”, “syft-cyclonedx”:
--sbom-scanner-image=ghcr.io/anchore/syft
--sbom-scanner-command=”/syft scan -q dir:{ROOTFS} --output cyclonedx-json={OUTPUT}”
--sbom-scanner-command=”/syft scan -q dir:{CONTEXT} --output cyclonedx-json={OUTPUT}”
--sbom-merge-strategy=merge-cyclonedx-by-component-name-and-version


	“syft-spdx”:
--sbom-scanner-image=ghcr.io/anchore/syft
--sbom-scanner-command=”/syft scan -q dir:{ROOTFS} --output spdx-json={OUTPUT}”
--sbom-scanner-command=”/syft scan -q dir:{CONTEXT} --output spdx-json={OUTPUT}”
--sbom-merge-strategy=merge-spdx-by-package-name-and-versioninfo


	“trivy”, “trivy-cyclonedx”:
--sbom-scanner-image=ghcr.io/aquasecurity/trivy
--sbom-scanner-command=”trivy filesystem -q {ROOTFS} --format cyclonedx --output {OUTPUT}”
--sbom-scanner-command=”trivy filesystem -q {CONTEXT} --format cyclonedx --output {OUTPUT}”
--sbom-merge-strategy=merge-cyclonedx-by-component-name-and-version


	“trivy-spdx”:
--sbom-scanner-image=ghcr.io/aquasecurity/trivy
--sbom-scanner-command=”trivy filesystem -q {ROOTFS} --format spdx-json --output {OUTPUT}”
--sbom-scanner-command=”trivy filesystem -q {CONTEXT} --format spdx-json --output {OUTPUT}”
--sbom-merge-strategy=merge-spdx-by-package-name-and-versioninfo






--sbom-image-output=path

When generating SBOMs, store the generated SBOM in the specified path in the
output image.  There is no default.



--sbom-image-purl-output=path

When generating SBOMs, scan them for PURL (package
URL [https://github.com/package-url/purl-spec/blob/master/PURL-SPECIFICATION.rst])
information, and save a list of found PURLs to the specified path in the output
image.  There is no default.



--sbom-merge-strategy=method

If more than one --sbom-scanner-command value is being used, use the
specified method to merge the output from later commands with output from
earlier commands.  Recognized values include:


	cat
Concatenate the files.


	merge-cyclonedx-by-component-name-and-version
Merge the “component” fields of JSON documents, ignoring values from
documents when the combination of their “name” and “version” values is
already present.  Documents are processed in the order in which they are
generated, which is the order in which the commands that generate them
were specified.


	merge-spdx-by-package-name-and-versioninfo
Merge the “package” fields of JSON documents, ignoring values from
documents when the combination of their “name” and “versionInfo” values is
already present.  Documents are processed in the order in which they are
generated, which is the order in which the commands that generate them
were specified.






--sbom-output=file

When generating SBOMs, store the generated SBOM in the named file on the local
filesystem.  There is no default.



--sbom-purl-output=file

When generating SBOMs, scan them for PURL (package
URL [https://github.com/package-url/purl-spec/blob/master/PURL-SPECIFICATION.rst])
information, and save a list of found PURLs to the named file in the local
filesystem.  There is no default.



--sbom-scanner-command=image

Generate SBOMs by running the specified command from the scanner image.  If
multiple commands are specified, they are run in the order in which they are
specified.  These text substitutions are performed:


	{ROOTFS}
The root of the built image’s filesystem, bind mounted.


	{CONTEXT}
The build context and additional build contexts, bind mounted.


	{OUTPUT}
The name of a temporary output file, to be read and merged with others or copied elsewhere.






--sbom-scanner-image=image

Generate SBOMs using the specified scanner image.



--secret=id=id[,src=envOrFile][,env=ENV][,type=file | env]

Pass secret information to be used in the Containerfile for building images
in a safe way that will not end up stored in the final image, or be seen in other stages.
The value of the secret will be read from an environment variable or file named
by the “id” option, or named by the “src” option if it is specified, or from an
environment variable specified by the “env” option. See EXAMPLES.
The secret will be mounted in the container at /run/secrets/id by default.

To later use the secret, use the --mount flag in a RUN instruction within a Containerfile:

RUN --mount=type=secret,id=mysecret cat /run/secrets/mysecret

The location of the secret in the container can be overridden using the
“target”, “dst”, or “destination” option of the RUN --mount flag.

RUN --mount=type=secret,id=mysecret,target=/run/secrets/myothersecret cat /run/secrets/myothersecret

Note: changing the contents of secret files will not trigger a rebuild of layers that use said secrets.



--security-opt=option

Security Options


	apparmor=unconfined : Turn off apparmor confinement for the container


	apparmor=alternate-profile : Set the apparmor confinement profile for the
container


	label=user:USER     : Set the label user for the container processes


	label=role:ROLE     : Set the label role for the container processes


	label=type:TYPE     : Set the label process type for the container processes


	label=level:LEVEL   : Set the label level for the container processes


	label=filetype:TYPE : Set the label file type for the container files


	label=disable       : Turn off label separation for the container


	no-new-privileges   : Disable container processes from gaining additional privileges


	seccomp=unconfined : Turn off seccomp confinement for the container


	seccomp=profile.json :  JSON file to be used as the seccomp filter for the container.






--shm-size=number[unit]

Size of /dev/shm. A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).
If the unit is omitted, the system uses bytes. If the size is omitted, the default is 64m.
When size is 0, there is no limit on the amount of memory used for IPC by the container.
This option conflicts with --ipc=host.



--sign-by=fingerprint

Sign the image using a GPG key with the specified FINGERPRINT. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines,)



--skip-unused-stages

Skip stages in multi-stage builds which don’t affect the target stage. (Default: true).



--source-date-epoch=seconds

Set the “created” timestamp for the built image to this number of seconds since
the epoch (Unix time 0, i.e., 00:00:00 UTC on 1 January 1970) (default is to
use the value set in the SOURCE_DATE_EPOCH environment variable, or the
current time if it is not set).

The “created” timestamp is written into the image’s configuration and manifest
when the image is committed, so running the same build two different times
will ordinarily produce images with different sha256 hashes, even if no other
changes were made to the Containerfile and build context.

When this flag is set, a SOURCE_DATE_EPOCH build arg will provide its value
for a stage in which it is declared.

When this flag is set, the image configuration’s “created” timestamp is always
set to the time specified, which should allow for identical images to be built
at different times using the same set of inputs.

When this flag is set, output written as specified to the --output flag
will bear exactly the specified timestamp.

Conflicts with the similar --timestamp flag, which also sets its specified
time on the contents of new layers.



--squash

Squash all of the image’s new layers into a single new layer; any preexisting layers are not squashed.



--squash-all

Squash all of the new image’s layers (including those inherited from a base image) into a single new layer.



--ssh=default | id[=socket>

SSH agent socket or keys to expose to the build.
The socket path can be left empty to use the value of default=$SSH_AUTH_SOCK

To later use the ssh agent, use the --mount option in a RUN instruction within a Containerfile:

RUN --mount=type=ssh,id=id mycmd



--stdin

Pass stdin into the RUN containers. Sometime commands being RUN within a Containerfile
want to request information from the user. For example apt asking for a confirmation for install.
Use --stdin to be able to interact from the terminal during the build.



--tag, -t=imageName

Specifies the name which is assigned to the resulting image if the build process completes successfully.
If imageName does not include a registry name, the registry name localhost is prepended to the image name.



--target=stageName

Set the target build stage to build.  When building a Containerfile with multiple build stages, --target can be used to specify an intermediate build stage by name as the final stage for the resulting image. Commands after the target stage is skipped.



--timestamp=seconds

Set the create timestamp to seconds since epoch to allow for deterministic builds (defaults to current time). By default, the created timestamp is changed and written into the image manifest with every commit, causing the image’s sha256 hash to be different even if the sources are exactly the same otherwise.
When --timestamp is set, the created timestamp is always set to the time specified and therefore not changed, allowing the image’s sha256 hash to remain the same. All files committed to the layers of the image is created with the timestamp.

If the only instruction in a Containerfile is FROM, this flag has no effect.



--tls-verify

Require HTTPS and verify certificates when contacting registries (default: true).
If explicitly set to true, TLS verification is used.
If set to false, TLS verification is not used.
If not specified, TLS verification is used unless the target registry
is listed as an insecure registry in containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]



--ulimit=type=soft-limit[:hard-limit]

Specifies resource limits to apply to processes launched when processing RUN instructions. This option can be specified multiple times.  Recognized resource types include:
“core”: maximum core dump size (ulimit -c)
“cpu”: maximum CPU time (ulimit -t)
“data”: maximum size of a process’s data segment (ulimit -d)
“fsize”: maximum size of new files (ulimit -f)
“locks”: maximum number of file locks (ulimit -x)
“memlock”: maximum amount of locked memory (ulimit -l)
“msgqueue”: maximum amount of data in message queues (ulimit -q)
“nice”: niceness adjustment (nice -n, ulimit -e)
“nofile”: maximum number of open files (ulimit -n)
“nproc”: maximum number of processes (ulimit -u)
“rss”: maximum size of a process’s (ulimit -m)
“rtprio”: maximum real-time scheduling priority (ulimit -r)
“rttime”: maximum amount of real-time execution between blocking syscalls
“sigpending”: maximum number of pending signals (ulimit -i)
“stack”: maximum stack size (ulimit -s)



--unsetannotation=annotation

Unset the image annotation, causing the annotation not to be inherited from the base image.



--unsetenv=env

Unset environment variables from the final image.



--unsetlabel=label

Unset the image label, causing the label not to be inherited from the base image.



--userns=how

Sets the configuration for user namespaces when handling RUN instructions.
The configured value can be “” (the empty string) or “container” to indicate that a new user namespace is created, it can be “host” to indicate that the user namespace in which podman itself is being run is reused, or it can be the path to a user namespace which is already in use by another process.



--userns-gid-map=mapping

Directly specifies a GID mapping to be used to set ownership, at the
filesystem level, on the working container’s contents.
Commands run when handling RUN instructions defaults to being run in
their own user namespaces, configured using the UID and GID maps.

Entries in this map take the form of one or more triples of a starting
in-container GID, a corresponding starting host-level GID, and the number of consecutive IDs which the map entry represents.

This option overrides the remap-gids setting in the options section of /etc/containers/storage.conf.

If this option is not specified, but a global --userns-gid-map setting is supplied, settings from the global option is used.

If none of --userns-uid-map-user, --userns-gid-map-group, or --userns-gid-map are specified, but --userns-uid-map is specified, the GID map is set to use the same numeric values as the UID map.



--userns-gid-map-group=group

Specifies that a GID mapping to be used to set ownership, at the
filesystem level, on the working container’s contents, can be found in entries in the /etc/subgid file which correspond to the specified group.
Commands run when handling RUN instructions defaults to being run in
their own user namespaces, configured using the UID and GID maps.
If --userns-uid-map-user is specified, but --userns-gid-map-group is not specified, podman assumes that the specified user name is also a
suitable group name to use as the default setting for this option.

NOTE: When this option is specified by a rootless user, the specified mappings are relative to the rootless user namespace in the container, rather than being relative to the host as it is when run rootful.



--userns-uid-map=mapping

Directly specifies a UID mapping to be used to set ownership, at the
filesystem level, on the working container’s contents.
Commands run when handling RUN instructions default to being run in
their own user namespaces, configured using the UID and GID maps.

Entries in this map take the form of one or more triples of a starting
in-container UID, a corresponding starting host-level UID, and the number of consecutive IDs which the map entry represents.

This option overrides the remap-uids setting in the options section of /etc/containers/storage.conf.

If this option is not specified, but a global --userns-uid-map setting is supplied, settings from the global option is used.

If none of --userns-uid-map-user, --userns-gid-map-group, or --userns-uid-map are specified, but --userns-gid-map is specified, the UID map is set to use the same numeric values as the GID map.



--userns-uid-map-user=user

Specifies that a UID mapping to be used to set ownership, at the
filesystem level, on the working container’s contents, can be found in entries in the /etc/subuid file which correspond to the specified user.
Commands run when handling RUN instructions defaults to being run in
their own user namespaces, configured using the UID and GID maps.
If --userns-gid-map-group is specified, but --userns-uid-map-user is not specified, podman assumes that the specified group name is also a
suitable user name to use as the default setting for this option.

NOTE: When this option is specified by a rootless user, the specified mappings are relative to the rootless user namespace in the container, rather than being relative to the host as it is when run rootful.



--uts=how

Sets the configuration for UTS namespaces when handling RUN instructions.
The configured value can be “” (the empty string) or “container” to indicate that a new UTS namespace to be created, or it can be “host” to indicate that the UTS namespace in which podman itself is being run is reused, or it can be the path to a UTS namespace which is already in use by another process.



--variant=variant

Set the architecture variant of the image to be built, and that of the base
image to be pulled, if the build uses one, to the provided value instead of
using the architecture variant of the build host.



--volume, -v=[HOST-DIR:CONTAINER-DIR[:OPTIONS]]

Mount a host directory into containers when executing RUN instructions during
the build.

The OPTIONS are a comma-separated list and can be one or more of:


	[rw|ro]


	[z|Z|O]


	[U]


	[[r]shared|[r]slave|[r]private][1]




The CONTAINER-DIR must be an absolute path such as /src/docs. The HOST-DIR
must be an absolute path as well. Podman bind-mounts the HOST-DIR to the
specified path when processing RUN instructions.

You can specify multiple  -v options to mount one or more mounts.

You can add the :ro or :rw suffix to a volume to mount it read-only or
read-write mode, respectively. By default, the volumes are mounted read-write.
See examples.

Chowning Volume Mounts

By default, Podman does not change the owner and group of source volume
directories mounted. When running using user namespaces, the UID and GID inside
the namespace may correspond to another UID and GID on the host.

The :U suffix tells Podman to use the correct host UID and GID based on the
UID and GID within the namespace, to change recursively the owner and group of
the source volume.

Warning use with caution since this modifies the host filesystem.

Labeling Volume Mounts

Labeling systems like SELinux require that proper labels are placed on volume
content mounted into a container. Without a label, the security system might
prevent the processes running inside the container from using the content. By
default, Podman does not change the labels set by the OS.

To change a label in the container context, add one of these two suffixes
:z or :Z to the volume mount. These suffixes tell Podman to relabel file
objects on the shared volumes. The z option tells Podman that two containers
share the volume content. As a result, Podman labels the content with a shared
content label. Shared volume labels allow all containers to read/write content.
The Z option tells Podman to label the content with a private unshared label.
Only the current container can use a private volume.

Note: Do not relabel system files and directories. Relabeling system content
might cause other confined services on the host machine to fail.  For these types
of containers, disabling SELinux separation is recommended.  The option
--security-opt label=disable disables SELinux separation for the container.
For example, if a user wanted to volume mount their entire home directory into the build containers, they need to disable SELinux separation.

$ podman build --security-opt label=disable -v $HOME:/home/user .





Overlay Volume Mounts

The :O flag tells Podman to mount the directory from the host as a
temporary storage using the Overlay file system. The RUN command containers
are allowed to modify contents within the mountpoint and are stored in the
container storage in a separate directory.  In Overlay FS terms the source
directory is the lower, and the container storage directory is the
upper. Modifications to the mount point are destroyed when the RUN command
finishes executing, similar to a tmpfs mount point.

Any subsequent execution of RUN commands sees the original source directory
content, any changes from previous RUN commands no longer exists.

One use case of the overlay mount is sharing the package cache from the
host into the container to allow speeding up builds.

Note:


	Overlay mounts are not currently supported in rootless mode.


	The O flag is not allowed to be specified with the Z or z flags.
Content mounted into the container is labeled with the private label.
On SELinux systems, labels in the source directory needs to be readable
by the container label. If not, SELinux container separation must be disabled
for the container to work.


	Modification of the directory volume mounted into the container with an
overlay mount can cause unexpected failures. Do not modify the directory until
the container finishes running.




By default bind mounted volumes are private. That means any mounts done
inside containers are not be visible on the host and vice versa. This behavior
can be changed by specifying a volume mount propagation property.

When the mount propagation policy is set to shared, any mounts completed
inside the container on that volume is visible to both the host and
container. When the mount propagation policy is set to slave, one way mount
propagation is enabled and any mounts completed on the host for that volume is
visible only inside of the container. To control the mount propagation
property of volume use the :[r]shared, :[r]slave or :[r]private
propagation flag. For mount propagation to work on the source mount point (mount
point where source dir is mounted on) has to have the right propagation properties.
For shared volumes, the source mount point has to be shared. And for slave volumes,
the source mount has to be either shared or slave. [1]

Use df <source-dir> to determine the source mount and then use
findmnt -o TARGET,PROPAGATION <source-mount-dir> to determine propagation
properties of source mount, if findmnt utility is not available, the source
mount point can be determined by looking at the mount entry in
/proc/self/mountinfo. Look at optional fields and see if any propagation
properties are specified.
shared:X means the mount is shared, master:X means the mount is slave
and if nothing is there that means the mount is private. [1]

To change propagation properties of a mount point use the mount command. For
example, to bind mount the source directory /foo do
mount --bind /foo /foo and mount --make-private --make-shared /foo. This
converts /foo into a shared mount point.  The propagation properties of
the source mount can be changed directly. For instance if / is the source
mount for /foo, then use mount --make-shared / to convert / into a
shared mount.




EXAMPLES


Build an image using local Containerfiles

Build image using Containerfile with content from current directory:

$ podman build .





Build image using specified Containerfile with content from current directory:

$ podman build -f Containerfile.simple .





Build image using Containerfile from stdin with content from current directory:

$ cat $HOME/Containerfile | podman build -f - .





Build image using multiple Containerfiles with content from current directory:

$ podman build -f Containerfile.simple -f Containerfile.notsosimple .





Build image with specified Containerfile with content from $HOME directory. Note cpp is applied to Containerfile.in before processing as Containerfile:

$ podman build -f Containerfile.in $HOME





Build image with the specified tag with Containerfile and content from current directory:

$ podman build -t imageName .





Build image ignoring registry verification for any images pulled via the Containerfile:

$ podman build --tls-verify=false -t imageName .





Build image with the specified logging format:

$ podman build --runtime-flag log-format=json .





Build image using debug mode for logging:

$ podman build --runtime-flag debug .





Build image using specified registry attributes when pulling images from the selected Containerfile:

$ podman build --authfile /tmp/auths/myauths.json --cert-dir $HOME/auth --tls-verify=true --creds=username:password -t imageName -f Containerfile.simple .





Build image using specified resource controls when running containers during the build:

$ podman build --memory 40m --cpu-period 10000 --cpu-quota 50000 --ulimit nofile=1024:1028 -t imageName .





Build image using specified SELinux labels and cgroup config running containers during the build:

$ podman build --security-opt label=level:s0:c100,c200 --cgroup-parent /path/to/cgroup/parent -t imageName .





Build image with read-only and SELinux relabeled volume mounted from the host into running containers during the build:

$ podman build --volume /home/test:/myvol:ro,Z -t imageName .





Build image with overlay volume mounted from the host into running containers during the build:

$ podman build -v /var/lib/yum:/var/lib/yum:O -t imageName .





Build image using layers and then removing intermediate containers even if the build fails.

$ podman build --layers --force-rm -t imageName .





Build image ignoring cache and not removing intermediate containers even if the build succeeds:

$ podman build --no-cache --rm=false -t imageName .





Build image using the specified network when running containers during the build:

$ podman build --network mynet .





Build an image using a secret stored in an environment variable or file named mysecret to be used with the instruction RUN --mount=type=secret,id=mysecret cat /run/secrets/mysecret:

$ podman build --secret=id=mysecret .





Build an image using a secret stored in an environment variable named MYSECRET to be used with the instruction RUN --mount=type=secret,id=mysecret cat /run/secrets/mysecret:

$ podman build --secret=id=mysecret,env=MYSECRET .
$ podman build --secret=id=mysecret,src=MYSECRET,type=env .





Build an image using a secret stored in a file named .mysecret to be used with the instruction RUN --mount=type=secret,id=mysecret cat /run/secrets/mysecret:

$ podman build --secret=id=mysecret,src=.mysecret .
$ podman build --secret=id=mysecret,src=.mysecret,type=file .







Building a multi-architecture image using the --manifest option (requires emulation software)

Build image using the specified architectures and link to a single manifest on successful completion:

$ podman build --arch arm --manifest myimage /tmp/mysrc
$ podman build --arch amd64 --manifest myimage /tmp/mysrc
$ podman build --arch s390x --manifest myimage /tmp/mysrc





Similarly build using a single command

$ podman build --platform linux/s390x,linux/ppc64le,linux/amd64 --manifest myimage /tmp/mysrc





Build image using multiple specified architectures and link to single manifest on successful completion:

$ podman build --platform linux/arm64 --platform linux/amd64 --manifest myimage /tmp/mysrc







Building an image using a URL, Git repo, or archive

The build context directory can be specified as a URL to a Containerfile, a
Git repository, or URL to an archive. If the URL is a Containerfile, it is
downloaded to a temporary location and used as the context. When a Git
repository is set as the URL, the repository is cloned locally to a temporary
location and then used as the context. Lastly, if the URL is an archive, it is
downloaded to a temporary location and extracted before being used as the
context.


Building an image using a URL to a Containerfile

Build image from Containerfile downloaded into temporary location used as the build context:

$ podman build https://10.10.10.1/podman/Containerfile







Building an image using a Git repository

Podman clones the specified GitHub repository to a temporary location and
uses it as the context. The Containerfile at the root of the repository is used
and it only works if the GitHub repository is a dedicated repository.

Build image from specified git repository downloaded into temporary location used as the build context:

$ podman build -t hello  https://github.com/containers/PodmanHello.git
$ podman run hello





Note: GitHub does not support using git:// for performing clone operation due to recent changes in their security guidance (https://github.blog/2021-09-01-improving-git-protocol-security-github/). Use an https:// URL if the source repository is hosted on GitHub.



Building an image using a URL to an archive

Podman fetches the archive file, decompresses it, and uses its contents as the
build context. The Containerfile at the root of the archive and the rest of the
archive are used as the context of the build. Passing the
-f PATH/Containerfile option as well tells the system to look for that file
inside the contents of the archive.

$ podman build -f dev/Containerfile https://10.10.10.1/podman/context.tar.gz





Note: supported compression formats are ‘xz’, ‘bzip2’, ‘gzip’ and ‘identity’
(no compression).





Files


.containerignore/.dockerignore

If the file .containerignore or .dockerignore exists in the context directory,
podman build reads its contents. Use the --ignorefile option to override the
.containerignore path location.
Podman uses the content to exclude files and directories from the context
directory, when executing COPY and ADD directives in the
Containerfile/Dockerfile

The .containerignore and .dockerignore files use the same syntax; if both
are in the context directory, podman build only uses .containerignore.

Users can specify a series of Unix shell globs in a .containerignore file to
identify files/directories to exclude.

Podman supports a special wildcard string ** which matches any number of
directories (including zero). For example, **/*.go excludes all files that
end with .go that are found in all directories.

Example .containerignore file:

# exclude this content for image
*/*.c
**/output*
src





*/*.c
Excludes files and directories whose names ends with .c in any top level
subdirectory. For example, the source file include/rootless.c.

**/output*
Excludes files and directories starting with output from any directory.

src
Excludes files named src and the directory src as well as any content in it.

Lines starting with ! (exclamation mark) can be used to make exceptions to
exclusions. The following is an example .containerignore file that uses this
mechanism:

*.doc
!Help.doc





Exclude all doc files except Help.doc from the image.

This functionality is compatible with the handling of .containerignore files
described here: containerignore(5) [https://github.com/containers/common/blob/main/docs/containerignore.5.md]



registries.conf (/etc/containers/registries.conf)

registries.conf is the configuration file which specifies which container
registries is consulted when completing image names which do not include
a registry or domain portion.
See containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]




Troubleshooting


lastlog sparse file

Using a useradd command within a Containerfile with a large UID/GID creates
a large sparse file /var/log/lastlog.  This can cause the
build to hang forever.  Go language does not support sparse files correctly,
which can lead to some huge files being created in the container image.

When using the useradd command within the build script, pass the
--no-log-init or -l option to the useradd command.  This option tells
useradd to stop creating the lastlog file.




SEE ALSO

podman(1), buildah(1) [https://github.com/containers/buildah/blob/main/docs/buildah.1.md], containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md], containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md], crun(1) [https://github.com/containers/crun/blob/main/crun.1.md], runc(8) [https://github.com/opencontainers/runc/blob/main/man/runc.8.md], useradd(8) [https://www.unix.com/man-page/redhat/8/useradd], podman-ps(1), podman-rm(1), Containerfile(5) [https://github.com/containers/common/blob/main/docs/Containerfile.5.md], containerignore(5) [https://github.com/containers/common/blob/main/docs/containerignore.5.md]


Troubleshooting

See podman-troubleshooting(7) [https://github.com/containers/podman/blob/main/troubleshooting.md]
for solutions to common issues.

See podman-rootless(7) [https://github.com/containers/podman/blob/main/rootless.md]
for rootless issues.




HISTORY

Aug 2020, Additional options and .containerignore added by Dan Walsh <dwalsh@redhat.com>

May 2018, Minor revisions added by Joe Doss <joe@solidadmin.com>

December 2017, Originally compiled by Tom Sweeney <tsweeney@redhat.com>



FOOTNOTES

[bookmark: Footnote1]1: The Podman project is committed to inclusivity, a
core value of open source. The master and slave mount propagation
terminology used here is problematic and divisive, and needs to be changed.
However, these terms are currently used within the Linux kernel and must be
used as-is at this time. When the kernel maintainers rectify this usage,
Podman will follow suit immediately.
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NAME

podman-commit - Create new image based on the changed container



SYNOPSIS

podman commit [options] container [image]

podman container commit [options] container [image]



DESCRIPTION

podman commit creates an image based on a changed container. The author of the image can be set using the --author OPTION. Various image instructions can be configured with the --change OPTION and a commit message can be set using the --message OPTION. The container and its processes aren’t paused while the image is committed. If this is not desired, the --pause OPTION can be set to true. When the commit is complete, Podman prints out the ID of the new image.

If image does not begin with a registry name component, localhost is added to the name.
If image is not provided, the values for the REPOSITORY and TAG values of the created image is set to <none>.



OPTIONS


--author, -a=author

Set the author for the committed image.



--change, -c=instruction

Apply the following possible instructions to the created image:


	CMD


	ENTRYPOINT


	ENV


	EXPOSE


	LABEL


	ONBUILD


	STOPSIGNAL


	USER


	VOLUME


	WORKDIR




Can be set multiple times.



--config=ConfigBlobFile

Merge the container configuration from the specified file into the configuration for the image
as it is being committed. The file contents should be a JSON-encoded version of
a Schema2Config structure, which is defined at
https://github.com/containers/image/blob/v5.29.0/manifest/docker_schema2.go#L67.



--format, -f=oci | docker

Set the format of the image manifest and metadata.  The currently supported formats are oci and docker.

The default is oci.



--iidfile=ImageIDfile

Write the image ID to the file.



--include-volumes

Include in the committed image any volumes added to the container by the --volume or --mount OPTIONS to the podman create and podman run commands.

The default is false.



--message, -m=message

Set commit message for committed image.

IMPORTANT: The message field is not supported in oci format.



--pause, -p

Pause the container when creating an image.

The default is false.



--quiet, -q

Suppresses output.

The default is false.



--squash, -s

Squash newly built layers into a single new layer.

The default is false.




EXAMPLES

Create image from container with entrypoint and label:

$ podman commit --change CMD=/bin/bash --change ENTRYPOINT=/bin/sh --change "LABEL blue=image" reverent_golick image-committed
Getting image source signatures
Copying blob sha256:b41deda5a2feb1f03a5c1bb38c598cbc12c9ccd675f438edc6acd815f7585b86
 25.80 MB / 25.80 MB [======================================================] 0s
Copying config sha256:c16a6d30f3782288ec4e7521c754acc29d37155629cb39149756f486dae2d4cd
 448 B / 448 B [============================================================] 0s
Writing manifest to image destination
Storing signatures
e3ce4d93051ceea088d1c242624d659be32cf1667ef62f1d16d6b60193e2c7a8





Create image from container with commit message:

$ podman commit -q --message "committing container to image"
reverent_golick image-committed
e3ce4d93051ceea088d1c242624d659be32cf1667ef62f1d16d6b60193e2c7a8





Create image from container with author:

$ podman commit -q --author "firstName lastName" reverent_golick image-committed
e3ce4d93051ceea088d1c242624d659be32cf1667ef62f1d16d6b60193e2c7a8





Pause running container while creating image:

$ podman commit -q --pause=true containerID image-committed
e3ce4d93051ceea088d1c242624d659be32cf1667ef62f1d16d6b60193e2c7a8





Create image from container with default image tag:

$ podman commit containerID
e3ce4d93051ceea088d1c242624d659be32cf1667ef62f1d16d6b60193e2c7a8





Create image from container with default required capabilities:

$ podman commit -q --change LABEL=io.containers.capabilities=setuid,setgid epic_nobel privimage
400d31a3f36dca751435e80a0e16da4859beb51ff84670ce6bdc5edb30b94066







SEE ALSO

podman(1), podman-run(1), podman-create(1)


Troubleshooting

See podman-troubleshooting(7) [https://github.com/containers/podman/blob/main/troubleshooting.md]
for solutions to common issues.




HISTORY

December 2017, Originally compiled by Urvashi Mohnani umohnani@redhat.com
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NAME

podman-completion - Generate shell completion scripts



SYNOPSIS

podman completion [options]   bash | zsh | fish | powershell



DESCRIPTION

podman completion generates shell completion scripts for a variety of shells. Supported shells are bash, zsh, fish and powershell.

These script are used by the shell to provide suggestions and complete commands when the command is typed and [TAB] is pressed.

Usually these scripts are automatically installed via the package manager.



OPTIONS


--file, -f=file

Write the generated output to a file.



--no-desc

Do not provide description in the completions.

The default is false.




Installation


BASH

bash-completion has to be installed on the system.

To load the completion script into the current session run:

source <(podman completion bash)





To make it available for all bash sessions run:

podman completion -f /etc/bash_completion.d/podman bash







ZSH

Shell completion needs to be already enabled in the environment. The following can be executed:

echo "autoload -U compinit; compinit" >> ~/.zshrc





To make it available for all zsh sessions run:

podman completion -f "${fpath[1]}/_podman" zsh





Once the shell is reloaded the auto-completion works.



FISH

To load the completion script into the current session run:

podman completion fish | source





To make it available for all fish sessions run:

podman completion -f ~/.config/fish/completions/podman.fish fish







POWERSHELL

To load the completion script into the current session run:

podman.exe completion powershell | Out-String | Invoke-Expression





To make it available in all powershell sessions that a user has, write the
completion output to a file and source that to the user’s powershell profile.
More information about profiles is available with Get-Help about_Profiles.




SEE ALSO

podman(1), zsh(1), fish(1), powershell(1)
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NAME

podman-compose - Run Compose workloads via an external compose provider



SYNOPSIS

podman compose [options] [command [arg …]]



DESCRIPTION

podman compose is a thin wrapper around an external compose provider such as docker-compose or podman-compose.  This means that podman compose is executing another tool that implements the compose functionality but sets up the environment in a way to let the compose provider communicate transparently with the local Podman socket.  The specified options as well as the command and argument are passed directly to the compose provider.

The default compose providers are docker-compose and podman-compose.  If installed, docker-compose takes precedence since it is the original implementation of the Compose specification and is widely used on the supported platforms (i.e., Linux, Mac OS, Windows).

If you want to change the default behavior or have a custom installation path for your provider of choice, please change the compose_providers field in containers.conf(5) to compose_providers = ["/path/to/provider"]. You may also set the PODMAN_COMPOSE_PROVIDER environment variable.

By default, podman compose will emit a warning saying that it executes an external command. This warning can be disabled by setting compose_warning_logs to false in containers.conf(5) or setting the PODMAN_COMPOSE_WARNING_LOGS environment variable to false. See the man page for containers.conf(5) for more information.



OPTIONS

To see supported options of the installed compose provider, please run podman compose --help.



SEE ALSO

podman(1), containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md]
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NAME

podman-container-checkpoint - Checkpoint one or more running containers



SYNOPSIS

podman container checkpoint [options] container [container …]



DESCRIPTION

podman container checkpoint checkpoints all the processes in one or more containers. A container can be restored from a checkpoint with podman-container-restore. The container IDs or names are used as input.

IMPORTANT: If the container is using systemd as entrypoint checkpointing the container might not be possible.



OPTIONS


--all, -a

Checkpoint all running containers.

The default is false.

IMPORTANT: This OPTION does not need a container name or ID as input argument.



--compress, -c=zstd | none | gzip

Specify the compression algorithm used for the checkpoint archive created
with the --export, -e OPTION. Possible algorithms are zstd, none
and gzip.

One possible reason to use none is to enable faster creation of checkpoint
archives. Not compressing the checkpoint archive can result in faster checkpoint
archive creation.

The default is zstd.



--create-image=image

Create a checkpoint image from a running container. This is a standard OCI image
created in the local image store. It consists of a single layer that contains
all of the checkpoint files. The content of this image layer is in the same format as a
checkpoint created with --export. A checkpoint image can be pushed to a
standard container registry and pulled on a different system to enable container
migration. In addition, the image can be exported with podman image save and
inspected with podman inspect. Inspecting a checkpoint image displays
additional information, stored as annotations, about the host environment used
to do the checkpoint:


	io.podman.annotations.checkpoint.name: Human-readable name of the original
container.


	io.podman.annotations.checkpoint.rawImageName: Unprocessed name of the
image used to create the original container (as specified by the user).


	io.podman.annotations.checkpoint.rootfsImageID: ID of the image used to
create the original container.


	io.podman.annotations.checkpoint.rootfsImageName: Image name used to
create the original container.


	io.podman.annotations.checkpoint.podman.version: Version of Podman used to
create the checkpoint.


	io.podman.annotations.checkpoint.criu.version: Version of CRIU used to
create the checkpoint.


	io.podman.annotations.checkpoint.runtime.name: Container runtime (e.g.,
runc, crun) used to create the checkpoint.


	io.podman.annotations.checkpoint.runtime.version: Version of the container
runtime used to create the checkpoint.


	io.podman.annotations.checkpoint.conmon.version: Version of conmon used
with the original container.


	io.podman.annotations.checkpoint.host.arch: CPU architecture of the host
on which the checkpoint was created.


	io.podman.annotations.checkpoint.host.kernel: Version of Linux kernel
of the host where the checkpoint was created.


	io.podman.annotations.checkpoint.cgroups.version: cgroup version used by
the host where the checkpoint was created.


	io.podman.annotations.checkpoint.distribution.version: Version of host
distribution on which the checkpoint was created.


	io.podman.annotations.checkpoint.distribution.name: Name of host
distribution on which the checkpoint was created.






--export, -e=archive

Export the checkpoint to an archive. The archive type is specified with
--compress. The exported checkpoint can be used to import the container on
another system and thus enabling container live migration. This checkpoint
archive also includes all changes to the container’s root file-system, if not
explicitly disabled using --ignore-rootfs.



--file-locks

Checkpoint a container with file locks. If an application running in the container
is using file locks, this OPTION is required during checkpoint and restore. Otherwise
checkpointing containers with file locks is expected to fail. If file locks are not
used, this option is ignored.

The default is false.



--ignore-rootfs

If a checkpoint is exported to an archive it is possible with the help of --ignore-rootfs to explicitly disable including changes to the root file-system into the checkpoint archive file.

The default is false.

IMPORTANT: This OPTION only works in combination with --export, -e.



--ignore-volumes

This OPTION must be used in combination with the --export, -e OPTION.
When this OPTION is specified, the content of volumes associated with
the container is not included into the checkpoint archive.

The default is false.



--keep, -k

Keep all temporary log and statistics files created by CRIU during checkpointing. These files are not deleted if checkpointing fails for further debugging. If checkpointing succeeds these files are theoretically not needed, but if these files are needed Podman can keep the files for further analysis.

The default is false.



--latest, -l

Instead of providing the container ID or name, use the last created container. The default is false.
IMPORTANT: This OPTION is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines. This OPTION does not need a container name or ID as input argument.



--leave-running, -R

Leave the container running after checkpointing instead of stopping it.

The default is false.



--pre-checkpoint, -P

Dump the container’s memory information only, leaving the container running. Later
operations supersedes prior dumps.

The default is false.

The functionality to only checkpoint the memory of the container and in a second
checkpoint only write out the memory pages which have changed since the first
checkpoint relies on the Linux kernel’s soft-dirty bit, which is not available
on all systems as it depends on the system architecture and the configuration
of the Linux kernel. Podman verifies if the current system supports this
functionality and return an error if the current system does not support it.



--print-stats

Print out statistics about checkpointing the container(s). The output is
rendered in a JSON array and contains information about how much time different
checkpoint operations required. Many of the checkpoint statistics are created
by CRIU and just passed through to Podman. The following information is provided
in the JSON array:


	podman_checkpoint_duration: Overall time (in microseconds) needed to create
all checkpoints.


	runtime_checkpoint_duration: Time (in microseconds) the container runtime
needed to create the checkpoint.


	freezing_time: Time (in microseconds) CRIU needed to pause (freeze) all
processes in the container (measured by CRIU).


	frozen_time: Time (in microseconds) all processes in the container were
paused (measured by CRIU).


	memdump_time: Time (in microseconds) needed to extract all required memory
pages from all container processes (measured by CRIU).


	memwrite_time: Time (in microseconds) needed to write all required memory
pages to the corresponding checkpoint image files (measured by CRIU).


	pages_scanned: Number of memory pages scanned to determine if they need
to be checkpointed (measured by CRIU).


	pages_written: Number of memory pages actually written to the checkpoint
image files (measured by CRIU).




The default is false.



--tcp-established

Checkpoint a container with established TCP connections. If the checkpoint
image contains established TCP connections, this OPTION is required during
restore. Defaults to not checkpointing containers with established TCP
connections.

The default is false.



--with-previous

Check out the container with previous criu image files in pre-dump. It only works on runc 1.0-rc3 or higher.

The default is false.

IMPORTANT: This OPTION is not available with --pre-checkpoint.

This option requires that the option --pre-checkpoint has been used before on the
same container. Without an existing pre-checkpoint, this option fails.

Also see --pre-checkpoint for additional information about --pre-checkpoint
availability on different systems.




EXAMPLES

Make a checkpoint for the container “mywebserver”.

# podman container checkpoint mywebserver





Create a checkpoint image for the container “mywebserver”.

# podman container checkpoint --create-image mywebserver-checkpoint-1 mywebserver





Dumps the container’s memory information of the latest container into an archive.

# podman container checkpoint -P -e pre-checkpoint.tar.zst -l





Keep the container’s memory information from an older dump and add the new container’s memory information.

# podman container checkpoint --with-previous -e checkpoint.tar.zst -l





Dump the container’s memory information of the latest container into an archive with the specified compress method.

# podman container checkpoint -l --compress=none --export=dump.tar
# podman container checkpoint -l --compress=gzip --export=dump.tar.gz







SEE ALSO

podman(1), podman-container-restore(1), criu(8)



HISTORY

September 2018, Originally compiled by Adrian Reber areber@redhat.com
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NAME

podman-container-cleanup - Clean up the container’s network and mountpoints



SYNOPSIS

podman container cleanup [options] container [container …]



DESCRIPTION

podman container cleanup cleans up exited containers by removing all mountpoints and network configurations from the host. The container name or ID can be used. The cleanup command does not remove the containers. Running containers are not cleaned up.

Sometimes container mount points and network stacks can remain if the podman command was killed or the container ran in daemon mode. This command is automatically executed when containers are run in daemon mode by the conmon process when the container exits.



OPTIONS


--all, -a

Clean up all containers.

The default is false.

IMPORTANT: This OPTION does not need a container name or ID as input argument.



--exec=session

Clean up an exec session for a single container.
It can only be specified if a single container is being cleaned up (conflicts with --all as such). If --rm is not specified, temporary files for the exec session are cleaned up; if it is, the exec session is removed from the container.

IMPORTANT: Conflicts with --rmi as the container is not being cleaned up so the image cannot be removed.



--latest, -l

Instead of providing the container ID or name, use the last created container. The default is false.
IMPORTANT: This OPTION is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines. This OPTION does not need a container name or ID as input argument.



--rm

After cleanup, remove the container entirely.

The default is false.



--rmi

After cleanup, remove the image entirely.

The default is false.




EXAMPLES

Clean up the container “mywebserver”.

$ podman container cleanup mywebserver





Clean up the containers with the names “mywebserver”, “myflaskserver”, “860a4b23”.

$ podman container cleanup mywebserver myflaskserver 860a4b23







SEE ALSO

podman(1), podman-container(1), conmon(8) [https://github.com/containers/conmon/blob/main/docs/conmon.8.md]



HISTORY

Jun 2018, Originally compiled by Dan Walsh dwalsh@redhat.com
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NAME

podman-container-clone - Create a copy of an existing container



SYNOPSIS

podman container clone [options] container name image



DESCRIPTION

podman container clone creates a copy of a container, recreating the original with an identical configuration. This command takes three arguments: the first being the container ID or name to clone, the second argument in this command can change the name of the clone from the default of $ORIGINAL_NAME-clone, and the third is a new image to use in the cloned container.



OPTIONS


--blkio-weight=weight

Block IO relative weight. The weight is a value between 10 and 1000.

This option is not supported on cgroups V1 rootless systems.



--blkio-weight-device=device:weight

Block IO relative device weight.



--cpu-period=limit

Set the CPU period for the Completely Fair Scheduler (CFS), which is a
duration in microseconds. Once the container’s CPU quota is used up, it will not
be scheduled to run until the current period ends. Defaults to 100000
microseconds.

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.

If none is specified, the original container’s cpu period is used



--cpu-quota=limit

Limit the CPU Completely Fair Scheduler (CFS) quota.

Limit the container’s CPU usage. By default, containers run with the full
CPU resource. The limit is a number in microseconds. If a number is provided,
the container is allowed to use that much CPU time until the CPU period
ends (controllable via --cpu-period).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.

If none is specified, the original container’s CPU quota are used.



--cpu-rt-period=microseconds

Limit the CPU real-time period in microseconds.

Limit the container’s Real Time CPU usage. This option tells the kernel to restrict the container’s Real Time CPU usage to the period specified.

This option is only supported on cgroups V1 rootful systems.

If none is specified, the original container’s CPU runtime period is used.



--cpu-rt-runtime=microseconds

Limit the CPU real-time runtime in microseconds.

Limit the containers Real Time CPU usage. This option tells the kernel to limit the amount of time in a given CPU period Real Time tasks may consume. Ex:
Period of 1,000,000us and Runtime of 950,000us means that this container can consume 95% of available CPU and leave the remaining 5% to normal priority tasks.

The sum of all runtimes across containers cannot exceed the amount allotted to the parent cgroup.

This option is only supported on cgroups V1 rootful systems.



--cpu-shares, -c=shares

CPU shares (relative weight).

By default, all containers get the same proportion of CPU cycles. This
proportion can be modified by changing the container’s CPU share weighting
relative to the combined weight of all the running containers.
Default weight is 1024.

The proportion only applies when CPU-intensive processes are running.
When tasks in one container are idle, other containers can use the
left-over CPU time. The actual amount of CPU time varies depending on
the number of containers running on the system.

For example, consider three containers, one has a cpu-share of 1024 and
two others have a cpu-share setting of 512. When processes in all three
containers attempt to use 100% of CPU, the first container receives
50% of the total CPU time. If a fourth container is added with a cpu-share
of 1024, the first container only gets 33% of the CPU. The remaining containers
receive 16.5%, 16.5% and 33% of the CPU.

On a multi-core system, the shares of CPU time are distributed over all CPU
cores. Even if a container is limited to less than 100% of CPU time, it can
use 100% of each individual CPU core.

For example, consider a system with more than three cores.
If the container C0 is started with --cpu-shares=512 running one process,
and another container C1 with --cpu-shares=1024 running two processes,
this can result in the following division of CPU shares:



	PID

	container

	CPU

	CPU share





	100

	C0

	0

	100% of CPU0



	101

	C1

	1

	100% of CPU1



	102

	C1

	2

	100% of CPU2






On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.

If none are specified, the original container’s CPU shares are used.



--cpus

Set a number of CPUs for the container that overrides the original containers CPU limits. If none are specified, the original container’s Nano CPUs are used.

This is shorthand
for --cpu-period and --cpu-quota, so only --cpus or either both the --cpu-period and --cpu-quota options can be set.

This option is not supported on cgroups V1 rootless systems.



--cpuset-cpus=number

CPUs in which to allow execution. Can be specified as a comma-separated list
(e.g. 0,1), as a range (e.g. 0-3), or any combination thereof
(e.g. 0-3,7,11-15).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.

If none are specified, the original container’s CPUset is used.



--cpuset-mems=nodes

Memory nodes (MEMs) in which to allow execution (0-3, 0,1). Only effective on
NUMA systems.

If there are four memory nodes on the system (0-3), use --cpuset-mems=0,1
then processes in the container only uses memory from the first
two memory nodes.

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.

If none are specified, the original container’s CPU memory nodes are used.



--destroy

Remove the original container that we are cloning once used to mimic the configuration.



--device-read-bps=path:rate

Limit read rate (in bytes per second) from a device (e.g. --device-read-bps=/dev/sda:1mb).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--device-write-bps=path:rate

Limit write rate (in bytes per second) to a device (e.g. --device-write-bps=/dev/sda:1mb).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--force, -f

Force removal of the original container that we are cloning. Can only be used in conjunction with --destroy.



--memory, -m=number[unit]

Memory limit. A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

Allows the memory available to a container to be constrained. If the host
supports swap memory, then the -m memory setting can be larger than physical
RAM. If a limit of 0 is specified (not using -m), the container’s memory is
not limited. The actual limit may be rounded up to a multiple of the operating
system’s page size (the value is very large, that’s millions of trillions).

This option is not supported on cgroups V1 rootless systems.

If no memory limits are specified, the original container’s memory limits are used.



--memory-reservation=number[unit]

Memory soft limit. A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

After setting memory reservation, when the system detects memory contention
or low memory, containers are forced to restrict their consumption to their
reservation. So always set the value below --memory, otherwise the
hard limit takes precedence. By default, memory reservation is the same
as memory limit.

This option is not supported on cgroups V1 rootless systems.

If unspecified, memory reservation is the same as memory limit from the
container being cloned.



--memory-swap=number[unit]

A limit value equal to memory plus swap.
A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

Must be used with the -m (--memory) flag.
The argument value must be larger than that of
-m (--memory) By default, it is set to double
the value of --memory.

Set number to -1 to enable unlimited swap.

This option is not supported on cgroups V1 rootless systems.

If unspecified, the container being cloned is used to derive
the swap value.



--memory-swappiness=number

Tune a container’s memory swappiness behavior. Accepts an integer between 0 and 100.

This flag is only supported on cgroups V1 rootful systems.



--name

Set a custom name for the cloned container. The default if not specified is of the syntax: <ORIGINAL_NAME>-clone



--pod=name

Clone the container in an existing pod.  It is helpful to move a container to an
existing pod.  The container joins the pod shared namespaces, losing its configuration
that conflicts with the shared namespaces.



--run

When set to true, this flag runs the newly created container after the
clone process has completed, this specifies a detached running mode.




EXAMPLES

Clone specified container into a new container:

# podman container clone d0cf1f782e2ed67e8c0050ff92df865a039186237a4df24d7acba5b1fa8cc6e7
6b2c73ff8a1982828c9ae2092954bcd59836a131960f7e05221af9df5939c584





Clone specified container into a newly named container:

# podman container clone --name=clone d0cf1f782e2ed67e8c0050ff92df865a039186237a4df24d7acba5b1fa8cc6e7
6b2c73ff8a1982828c9ae2092954bcd59836a131960f7e05221af9df5939c584





Replace specified container with selected resource constraints into a new container, removing original container:

# podman container clone --destroy --cpus=5 d0cf1f782e2ed67e8c0050ff92df865a039186237a4df24d7acba5b1fa8cc6e7
6b2c73ff8a1982828c9ae2092954bcd59836a131960f7e05221af9df5939c584





Clone specified container giving a new name and then replacing the image of the original container with the specified image name:

# podman container clone 2d4d4fca7219b4437e0d74fcdc272c4f031426a6eacd207372691207079551de new_name fedora
Resolved "fedora" as an alias (/etc/containers/registries.conf.d/shortnames.conf)
Trying to pull registry.fedoraproject.org/fedora:latest...
Getting image source signatures
Copying blob c6183d119aa8 done
Copying config e417cd49a8 done
Writing manifest to image destination
Storing signatures
5a9b7851013d326aa4ac4565726765901b3ecc01fcbc0f237bc7fd95588a24f9







SEE ALSO

podman-create(1), cgroups(7) [https://man7.org/linux/man-pages/man7/cgroups.7.html]



HISTORY

January 2022, Originally written by Charlie Doern cdoern@redhat.com
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NAME

podman-container-diff - Inspect changes on a container’s filesystem



SYNOPSIS

podman container diff [options] container [container]



DESCRIPTION

Displays changes on a container’s filesystem. The container is compared to its parent layer or the second argument when given.

The output is prefixed with the following symbols:



	Symbol

	Description





	A

	A file or directory was added.



	D

	A file or directory was deleted.



	C

	A file or directory was changed.








OPTIONS


--format

Alter the output into a different format. The only valid format for podman container diff is json.



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)




EXAMPLES

# podman container diff container1
C /usr
C /usr/local
C /usr/local/bin
A /usr/local/bin/docker-entrypoint.sh





$ podman container diff --format json container1 container2
{
     "added": [
          "/test"
     ]
}





$ podman container diff --latest
C /etc







SEE ALSO

podman(1), podman-container(1)



HISTORY

July 2021, Originally compiled by Paul Holzinger pholzing@redhat.com
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NAME

podman-container-exists - Check if a container exists in local storage



SYNOPSIS

podman container exists [options] container



DESCRIPTION

podman container exists checks if a container exists in local storage. The container ID or name is used as input. Podman returns an exit code
of 0 when the container is found.  A 1 is returned otherwise. An exit code of 125 indicates there was an issue accessing the local storage.



OPTIONS


--external

Check for external containers as well as Podman containers. These external containers are generally created via other container technology such as Buildah or CRI-O.

The default is false.

-h, --help

Prints usage statement.

The default is false.




EXAMPLES

Check if a container called “webclient” exists in local storage. Here, the container does exist.

$ podman container exists webclient
$ echo $?
0





Check if a container called “webbackend” exists in local storage. Here, the container does not exist.

$ podman container exists webbackend
$ echo $?
1





Check if a container called “ubi8-working-container” created via Buildah exists in local storage. Here, the container does not exist.

$ podman container exists --external ubi8-working-container
$ echo $?
1







SEE ALSO

podman(1)



HISTORY

November 2018, Originally compiled by Brent Baude bbaude@redhat.com
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NAME

podman-container-inspect - Display a container’s configuration



SYNOPSIS

podman container inspect [options] container [container …]



DESCRIPTION

This displays the low-level information on containers identified by name or ID. By default, this renders
all results in a JSON array. If a format is specified, the given template is executed for each result.



OPTIONS


--format, -f=format

Format the output using the given Go template.
The keys of the returned JSON can be used as the values for the --format flag (see examples below).

Valid placeholders for the Go template are listed below:



	Placeholder

	Description





	.AppArmorProfile

	AppArmor profile (string)



	.Args

	Command-line arguments (array of strings)



	.BoundingCaps

	Bounding capability set (array of strings)



	.Config …

	Structure with config info



	.ConmonPidFile

	Path to file containing conmon pid (string)



	.Created …

	Container creation time (string, ISO3601)



	.Dependencies

	Dependencies (array of strings)



	.Driver

	Storage driver (string)



	.EffectiveCaps

	Effective capability set (array of strings)



	.ExecIDs

	Exec IDs (array of strings)



	.GraphDriver …

	Further details of graph driver (struct)



	.HostConfig …

	Host config details (struct)



	.HostnamePath

	Path to file containing hostname (string)



	.HostsPath

	Path to container /etc/hosts file (string)



	.ID

	Container ID (full 64-char hash)



	.Image

	Container image ID (64-char hash)



	.ImageDigest

	Container image digest (sha256:+64-char hash)



	.ImageName

	Container image name (string)



	.IsInfra

	Is this an infra container? (string: true/false)



	.IsService

	Is this a service container? (string: true/false)



	.KubeExitCodePropagation

	Kube exit-code propagation (string)



	.LockNumber

	Number of the container’s Libpod lock



	.MountLabel

	SELinux label of mount (string)



	.Mounts

	Mounts (array of strings)



	.Name

	Container name (string)



	.Namespace

	Container namespace (string)



	.NetworkSettings …

	Network settings (struct)



	.OCIConfigPath

	Path to OCI config file (string)



	.OCIRuntime

	OCI runtime name (string)



	.Path

	Path to container command (string)



	.PidFile

	Path to file containing container PID (string)



	.Pod

	Parent pod (string)



	.ProcessLabel

	SELinux label of process (string)



	.ResolvConfPath

	Path to container’s resolv.conf file (string)



	.RestartCount

	Number of times container has been restarted (int)



	.Rootfs

	Container rootfs (string)



	.SizeRootFs

	Size of rootfs, in bytes [1]



	.SizeRw

	Size of upper (R/W) container layer, in bytes [1]



	.State …

	Container state info (struct)



	.StaticDir

	Path to container metadata dir (string)



	.UseImageHostname

	Use /etc/hostname from the image if it exists? (string: true/false)



	

	



	.UseImageHosts

	Use /etc/hosts from the image? (string: true/false)



	

	






[1] This format specifier requires the --size option



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)



--size, -s

In addition to normal output, display the total file size if the type is a container.




EXAMPLES

Inspect the specified container and print its information in json format.

$ podman container inspect foobar
[
    {
        "Id": "99f66530fe9c7249f7cf29f78e8661669d5831cbe4ee80ea757d5e922dd6a8a6",
        "Created": "2021-09-16T06:09:08.936623325-04:00",
        "Path": "echo",
        "Args": [
            "hi"
        ],
        "State": {
            "OciVersion": "1.0.2-dev",
            "Status": "exited",
            "Running": false,
            "Paused": false,
            "Restarting": false,
            "OOMKilled": false,
            "Dead": false,
            "Pid": 0,
            "ExitCode": 0,
            "Error": "",
            "StartedAt": "2021-09-16T06:09:09.033564436-04:00",
            "FinishedAt": "2021-09-16T06:09:09.036184314-04:00",
            "Healthcheck": {
                "Status": "",
                "FailingStreak": 0,
                "Log": null
            }
        },
        "Image": "14119a10abf4669e8cdbdff324a9f9605d99697215a0d21c360fe8dfa8471bab",
        "ImageName": "docker.io/library/alpine:latest",
        "Rootfs": "",
        "Pod": "",
        "ResolvConfPath": "/run/user/3267/containers/overlay-containers/99f66530fe9c7249f7cf29f78e8661669d5831cbe4ee80ea757d5e922dd6a8a6/userdata/resolv.conf",
        "HostnamePath": "/run/user/3267/containers/overlay-containers/99f66530fe9c7249f7cf29f78e8661669d5831cbe4ee80ea757d5e922dd6a8a6/userdata/hostname",
        "HostsPath": "/run/user/3267/containers/overlay-containers/99f66530fe9c7249f7cf29f78e8661669d5831cbe4ee80ea757d5e922dd6a8a6/userdata/hosts",
        "StaticDir": "/home/dwalsh/.local/share/containers/storage/overlay-containers/99f66530fe9c7249f7cf29f78e8661669d5831cbe4ee80ea757d5e922dd6a8a6/userdata",
        "OCIConfigPath": "/home/dwalsh/.local/share/containers/storage/overlay-containers/99f66530fe9c7249f7cf29f78e8661669d5831cbe4ee80ea757d5e922dd6a8a6/userdata/config.json",
        "OCIRuntime": "crun",
        "ConmonPidFile": "/run/user/3267/containers/overlay-containers/99f66530fe9c7249f7cf29f78e8661669d5831cbe4ee80ea757d5e922dd6a8a6/userdata/conmon.pid",
        "PidFile": "/run/user/3267/containers/overlay-containers/99f66530fe9c7249f7cf29f78e8661669d5831cbe4ee80ea757d5e922dd6a8a6/userdata/pidfile",
        "Name": "foobar",
        "RestartCount": 0,
        "Driver": "overlay",
        "MountLabel": "system_u:object_r:container_file_t:s0:c25,c695",
        "ProcessLabel": "system_u:system_r:container_t:s0:c25,c695",
        "AppArmorProfile": "",
        "EffectiveCaps": [
            "CAP_CHOWN",
            "CAP_DAC_OVERRIDE",
            "CAP_FOWNER",
            "CAP_FSETID",
            "CAP_KILL",
            "CAP_NET_BIND_SERVICE",
            "CAP_SETFCAP",
            "CAP_SETGID",
            "CAP_SETPCAP",
            "CAP_SETUID",
        ],
        "BoundingCaps": [
            "CAP_CHOWN",
            "CAP_DAC_OVERRIDE",
            "CAP_FOWNER",
            "CAP_FSETID",
            "CAP_KILL",
            "CAP_NET_BIND_SERVICE",
            "CAP_SETFCAP",
            "CAP_SETGID",
            "CAP_SETPCAP",
            "CAP_SETUID",
        ],
        "ExecIDs": [],
        "GraphDriver": {
            "Name": "overlay",
            "Data": {
                "LowerDir": "/home/dwalsh/.local/share/containers/storage/overlay/e2eb06d8af8218cfec8210147357a68b7e13f7c485b991c288c2d01dc228bb68/diff",
                "UpperDir": "/home/dwalsh/.local/share/containers/storage/overlay/8f3d70434a3db17410ec4710caf4f251f3e4ed0a96a08124e4b3d4af0a0ea300/diff",
                "WorkDir": "/home/dwalsh/.local/share/containers/storage/overlay/8f3d70434a3db17410ec4710caf4f251f3e4ed0a96a08124e4b3d4af0a0ea300/work"
            }
        },
        "Mounts": [],
        "Dependencies": [],
        "NetworkSettings": {
            "EndpointID": "",
            "Gateway": "",
            "IPAddress": "",
            "IPPrefixLen": 0,
            "IPv6Gateway": "",
            "GlobalIPv6Address": "",
            "GlobalIPv6PrefixLen": 0,
            "MacAddress": "",
            "Bridge": "",
            "SandboxID": "",
            "HairpinMode": false,
            "LinkLocalIPv6Address": "",
            "LinkLocalIPv6PrefixLen": 0,
            "Ports": {},
            "SandboxKey": ""
        },
        "Namespace": "",
        "IsInfra": false,
        "Config": {
            "Hostname": "99f66530fe9c",
            "Domainname": "",
            "User": "",
            "AttachStdin": false,
            "AttachStdout": false,
            "AttachStderr": false,
            "Tty": false,
            "OpenStdin": false,
            "StdinOnce": false,
            "Env": [
                "PATH=/usr/local/sbin:/usr/local/bin:/usr/sbin:/usr/bin:/sbin:/bin",
                "TERM=xterm",
                "container=podman",
                "HOME=/root",
                "HOSTNAME=99f66530fe9c"
            ],
            "Cmd": [
                "echo",
                "hi"
            ],
            "Image": "docker.io/library/alpine:latest",
            "Volumes": null,
            "WorkingDir": "/",
            "Entrypoint": "",
            "OnBuild": null,
            "Labels": null,
            "Annotations": {
                "io.container.manager": "libpod",
                "io.kubernetes.cri-o.Created": "2021-09-16T06:09:08.936623325-04:00",
                "org.opencontainers.image.stopSignal": "15"
            },
            "StopSignal": 15,
            "CreateCommand": [
                "podman",
                "run",
                "--name",
                "foobar",
                "alpine",
                "echo",
                "hi"
            ],
            "Timezone": "local",
            "Umask": "0022",
            "Timeout": 0,
            "StopTimeout": 10
        },
        "HostConfig": {
            "Binds": [],
            "CgroupManager": "systemd",
            "CgroupMode": "private",
            "ContainerIDFile": "",
            "LogConfig": {
                "Type": "journald",
                "Config": null,
                "Path": "",
                "Tag": "",
                "Size": "0B"
            },
            "NetworkMode": "slirp4netns",
            "PortBindings": {},
            "RestartPolicy": {
                "Name": "",
                "MaximumRetryCount": 0
            },
            "AutoRemove": false,
            "VolumeDriver": "",
            "VolumesFrom": null,
            "CapAdd": [],
            "CapDrop": [],
            "Dns": [],
            "DnsOptions": [],
            "DnsSearch": [],
            "ExtraHosts": [],
            "GroupAdd": [],
            "IpcMode": "shareable",
            "Cgroup": "",
            "Cgroups": "default",
            "Links": null,
            "OomScoreAdj": 0,
            "PidMode": "private",
            "Privileged": false,
            "PublishAllPorts": false,
            "ReadonlyRootfs": false,
            "SecurityOpt": [],
            "Tmpfs": {},
            "UTSMode": "private",
            "UsernsMode": "",
            "ShmSize": 65536000,
            "Runtime": "oci",
            "ConsoleSize": [
                0,
                0
            ],
            "Isolation": "",
            "CpuShares": 0,
            "Memory": 0,
            "NanoCpus": 0,
            "CgroupParent": "user.slice",
            "BlkioWeight": 0,
            "BlkioWeightDevice": null,
            "BlkioDeviceReadBps": null,
            "BlkioDeviceWriteBps": null,
            "BlkioDeviceReadIOps": null,
            "BlkioDeviceWriteIOps": null,
            "CpuPeriod": 0,
            "CpuQuota": 0,
            "CpuRealtimePeriod": 0,
            "CpuRealtimeRuntime": 0,
            "CpusetCpus": "",
            "CpusetMems": "",
            "Devices": [],
            "DiskQuota": 0,
            "KernelMemory": 0,
            "MemoryReservation": 0,
            "MemorySwap": 0,
            "MemorySwappiness": 0,
            "OomKillDisable": false,
            "PidsLimit": 2048,
            "Ulimits": [],
            "CpuCount": 0,
            "CpuPercent": 0,
            "IOMaximumIOps": 0,
            "IOMaximumBandwidth": 0,
            "CgroupConf": null
        }
    }
]





Inspect the specified container for the Image Name it is based on.

$ podman container inspect nervous_fermi --format "{{.ImageName}}"
registry.access.redhat.com/ubi8:latest





Inspect the specified container for the GraphDriver Name it is running with.

$ podman container inspect foobar --format "{{.GraphDriver.Name}}"
overlay





Inspect the latest container created for its EffectiveCaps field. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)

$ podman container inspect --latest --format {{.EffectiveCaps}}
[CAP_CHOWN CAP_DAC_OVERRIDE CAP_FOWNER CAP_FSETID CAP_KILL CAP_NET_BIND_SERVICE CAP_SETFCAP CAP_SETGID CAP_SETPCAP CAP_SETUID]







SEE ALSO

podman(1), podman-container(1), podman-inspect(1)



HISTORY

Sep 2021, Originally compiled by Dan Walsh dwalsh@redhat.com
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NAME

podman-container-prune - Remove all stopped containers from local storage



SYNOPSIS

podman container prune [options]



DESCRIPTION

podman container prune removes all stopped containers from local storage.



OPTIONS


--filter=filters

Provide filter values.

The filters argument format is of key=value. If there is more than one filter, then pass multiple OPTIONS: --filter foo=bar --filter bif=baz.

Supported filters:



	Filter

	Description





	label

	Only remove containers, with (or without, in the case of label!=[…] is used) the specified labels.



	until

	Only remove containers created before given timestamp.






The label filter accepts two formats. One is the label=key or label=key=value, which removes containers with the specified labels. The other format is the label!=key or label!=key=value, which removes containers without the specified labels.

The until filter can be Unix timestamps, date formatted timestamps, or Go duration strings (e.g. 10m, 1h30m) computed relative to the machine’s time.



--force, -f

Do not provide an interactive prompt for container removal.

The default is false.

-h, --help

Print usage statement.

The default is false.




EXAMPLES

Remove all stopped containers from local storage:

$ podman container prune
WARNING! This will remove all stopped containers.
Are you sure you want to continue? [y/N] y
878392adf2e6c5c9bb1fc19b69d37d2e98c8abf9d539c0bce4b15b46bbcce471
37664467fbe3618bf9479c34393ac29c02696675addf1750f9e346581636cde7
ed0c6468b8e1cb641b4621d1fe30cb477e1fefc5c0bceb66feaf2f7cb50e5962
6ac6c8f0067b7a4682e6b8e18902665b57d1a0e07e885d9abcd382232a543ccd
fff1c5b6c3631746055ec40598ce8ecaa4b82aef122f9e3a85b03b55c0d06c23
602d343cd47e7cb3dfc808282a9900a3e4555747787ec6723bb68cedab8384d5





Remove all stopped containers from local storage without confirmation:

$ podman container prune -f
878392adf2e6c5c9bb1fc19b69d37d2e98c8abf9d539c0bce4b15b46bbcce471
37664467fbe3618bf9479c34393ac29c02696675addf1750f9e346581636cde7
ed0c6468b8e1cb641b4621d1fe30cb477e1fefc5c0bceb66feaf2f7cb50e5962
6ac6c8f0067b7a4682e6b8e18902665b57d1a0e07e885d9abcd382232a543ccd
fff1c5b6c3631746055ec40598ce8ecaa4b82aef122f9e3a85b03b55c0d06c23
602d343cd47e7cb3dfc808282a9900a3e4555747787ec6723bb68cedab8384d5





Remove all stopped containers from local storage created before the last 10 minutes:

$ podman container prune --filter until="10m"
WARNING! This will remove all stopped containers.
Are you sure you want to continue? [y/N] y
3d366295e33d8cc612c4d873199bacadd55088d90d17dcafaa9a2d317ad50b4e







SEE ALSO

podman(1), podman-ps(1)



HISTORY

December 2018, Originally compiled by Brent Baude bbaude@redhat.com

December 2020, converted filter information from docs.docker.com documentation by Dan Walsh dwalsh@redhat.com
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NAME

podman-container-restore - Restore one or more containers from a checkpoint



SYNOPSIS

podman container restore [options] name […]



DESCRIPTION

podman container restore restores a container from a container checkpoint or
checkpoint image. The container IDs, image IDs or names are used as input.



OPTIONS


--all, -a

Restore all checkpointed containers.

The default is false.

IMPORTANT: This OPTION does not need a container name or ID as input argument.



--file-locks

Restore a container with file locks. This option is required to
restore file locks from a checkpoint image. If the checkpoint image
does not contain file locks, this option is ignored. Defaults to not
restoring file locks.

The default is false.



--ignore-rootfs

If a container is restored from a checkpoint tar.gz file it is possible that it also contains all root file-system changes. With --ignore-rootfs it is possible to explicitly disable applying these root file-system changes to the restored container.

The default is false.

IMPORTANT: This OPTION is only available in combination with --import, -i.



--ignore-static-ip

If the container was started with --ip the restored container also tries to use that
IP address and restore fails if that IP address is already in use. This can happen, if
a container is restored multiple times from an exported checkpoint with --name, -n.

Using --ignore-static-ip tells Podman to ignore the IP address if it was configured
with --ip during container creation.

The default is false.



--ignore-static-mac

If the container was started with --mac-address the restored container also
tries to use that MAC address and restore fails if that MAC address is already
in use. This can happen, if a container is restored multiple times from an
exported checkpoint with --name, -n.

Using --ignore-static-mac tells Podman to ignore the MAC address if it was
configured with --mac-address during container creation.

The default is false.



--ignore-volumes

This option must be used in combination with the --import, -i option.
When restoring containers from a checkpoint tar.gz file with this option,
the content of associated volumes are not restored.

The default is false.



--import, -i=file

Import a checkpoint tar.gz file, which was exported by Podman. This can be used
to import a checkpointed container from another host.

IMPORTANT: This OPTION does not need a container name or ID as input argument.

During the import of a checkpoint file Podman selects the same container runtime
which was used during checkpointing. This is especially important if a specific
(non-default) container runtime was specified during container creation. Podman
also aborts the restore if the container runtime specified during restore does
not much the container runtime used for container creation.



--import-previous=file

Import a pre-checkpoint tar.gz file which was exported by Podman. This option
must be used with -i or --import. It only works on runc 1.0-rc3 or higher.
IMPORTANT: This OPTION is not supported on the remote client, including Mac and Windows (excluding WSL2) machines.



--keep, -k

Keep all temporary log and statistics files created by CRIU during
checkpointing as well as restoring. These files are not deleted if restoring
fails for further debugging. If restoring succeeds these files are
theoretically not needed, but if these files are needed Podman can keep the
files for further analysis. This includes the checkpoint directory with all
files created during checkpointing. The size required by the checkpoint
directory is roughly the same as the amount of memory required by the
processes in the checkpointed container.

Without the --keep, -k option, the checkpoint is consumed and cannot be used again.

The default is false.



--latest, -l

Instead of providing the container ID or name, use the last created container. The default is false.
IMPORTANT: This OPTION is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines. This OPTION does not need a container name or ID as input argument.



--name, -n=name

If a container is restored from a checkpoint tar.gz file it is possible to rename it with --name, -n. This way it is possible to restore a container from a checkpoint multiple times with different
names.

If the --name, -n option is used, Podman does not attempt to assign the same IP
address to the container it was using before checkpointing as each IP address can only
be used once, and the restored container has another IP address. This also means
that --name, -n cannot be used in combination with --tcp-established.

IMPORTANT: This OPTION is only available for a checkpoint image or in combination
with --import, -i.



--pod=name

Restore a container into the pod name. The destination pod for this restore
has to have the same namespaces shared as the pod this container was checkpointed
from (see podman pod create --share).

IMPORTANT: This OPTION is only available for a checkpoint image or in combination
with --import, -i.

This option requires at least CRIU 3.16.



--print-stats

Print out statistics about restoring the container(s). The output is
rendered in a JSON array and contains information about how much time different
restore operations required. Many of the restore statistics are created
by CRIU and just passed through to Podman. The following information is provided
in the JSON array:


	podman_restore_duration: Overall time (in microseconds) needed to restore
all checkpoints.


	runtime_restore_duration: Time (in microseconds) the container runtime
needed to restore the checkpoint.


	forking_time: Time (in microseconds) CRIU needed to create (fork) all
processes in the restored container (measured by CRIU).


	restore_time: Time (in microseconds) CRIU needed to restore all processes
in the container (measured by CRIU).


	pages_restored: Number of memory pages restored (measured by CRIU).




The default is false.



--publish, -p=port

Replaces the ports that the container publishes, as configured during the
initial container start, with a new set of port forwarding rules.

For more details, see podman run --publish.



--tcp-close

Restore a container and close all TCP connections. This option is useful
when TCP connections are not needed after restore or when connections
will be reestablished by the application. If the checkpoint image was created with
--tcp-close, this option should be used during restore.

The default is false.



--tcp-established

Restore a container with established TCP connections. If the checkpoint image
contains established TCP connections, this option is required during restore.
If the checkpoint image does not contain established TCP connections this
option is ignored. Defaults to not restoring containers with established TCP
connections.

The default is false.




EXAMPLES

Restore the container “mywebserver”.

# podman container restore mywebserver





Import a checkpoint file and a pre-checkpoint file.

# podman container restore --import-previous pre-checkpoint.tar.gz --import checkpoint.tar.gz





Start the container “mywebserver”. Make a checkpoint of the container and export it. Restore the container with other port ranges from the exported file.

$ podman run --rm -p 2345:80 -d webserver
# podman container checkpoint -l --export=dump.tar
# podman container restore -p 5432:8080 --import=dump.tar





Start a container with the name “foobar-1”. Create a checkpoint image “foobar-checkpoint”. Restore the container from the checkpoint image with a different name.

# podman run --name foobar-1 -d webserver
# podman container checkpoint --create-image foobar-checkpoint foobar-1
# podman inspect foobar-checkpoint
# podman container restore --name foobar-2 foobar-checkpoint
# podman container restore --name foobar-3 foobar-checkpoint







SEE ALSO

podman(1), podman-container-checkpoint(1), podman-run(1), podman-pod-create(1), criu(8)
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NAME

podman-container-runlabel - Execute a command as described by a container-image label



SYNOPSIS

podman container runlabel [options] label image [arg…]



DESCRIPTION

podman container runlabel reads the specified label of the image and executes it as command on the host.  If the label does not exist, Podman exits with an error.  Additional arguments are appended to the command.

Historically, container images describe the contents (e.g., layers) and how a container runtime (e.g., crun(1) or runc(1)) executes the container.  For instance, an image may set the environment and the command in its configuration.  However, a container image cannot directly specify how a container engine such as Podman executes it.  For instance, an image configuration does not include information about log drivers, namespaces, or which capabilities it needs to run correctly.

podman container runlabel addresses the limitation of container images in a simple yet efficient way.  Podman reads the contents of the label and interpret it as a command that is executed on the host.  This way an image can describe exactly how it is executed by Podman.  For instance, a label with the content /usr/bin/podman run -d --pid=host --privileged \${IMAGE} instructs the image to be executed in a detached, privileged container that is using the PID namespace of the host.  This lifts the self-description of a container image from “what” to “how”.

Note that the runlabel command is intended to be run in trusted environments exclusively.  Using the command on untrusted images is not recommended.



VARIABLES

The contents of a label may refer to the following variables which is substituted while processing the label.

IMAGE
The name of the image.  When executing podman container runlabel label fedora the IMAGE variable is replaced with fedora.  Valid formats are IMAGE, $IMAGE, ${IMAGE} and =IMAGE.

NAME
As specified by the --name option.  The format is identical to the one of the IMAGE attribute.

PWD
Will be replaced with the current working directory.



OPTIONS


--authfile=path

Path of the authentication file. Default is ${XDG_RUNTIME_DIR}/containers/auth.json on Linux, and $HOME/.config/containers/auth.json on Windows/macOS.
The file is created by podman login. If the authorization state is not found there, $HOME/.docker/config.json is checked, which is set using docker login.

Note: There is also the option to override the default path of the authentication file by setting the REGISTRY_AUTH_FILE environment variable. This can be done with export REGISTRY_AUTH_FILE=path.



--cert-dir=path

Use certificates at path (*.crt, *.cert, *.key) to connect to the registry. (Default: /etc/containers/certs.d)
For details, see containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md].
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--creds=[username[:password]]

The [username[:password]] to use to authenticate with the registry, if required.
If one or both values are not supplied, a command line prompt appears and the
value can be entered. The password is entered without echo.

Note that the specified credentials are only used to authenticate against
target registries.  They are not used for mirrors or when the registry gets
rewritten (see containers-registries.conf(5)); to authenticate against those
consider using a containers-auth.json(5) file.



--display

Display the label’s value of the image having populated its environment variables.  The runlabel command is not executed if --display is specified.



--help, -h

Print usage statement



--name, -n=name

Use this name for creating content for the container.  If not specified, name defaults to the name of the image.



--quiet, -q

Suppress output information when pulling images



--replace

If a container exists with the current name, it is stopped, deleted and a new container is created from this image.



--tls-verify

Require HTTPS and verify certificates when contacting registries (default: true).
If explicitly set to true, TLS verification is used.
If set to false, TLS verification is not used.
If not specified, TLS verification is used unless the target registry
is listed as an insecure registry in containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]




EXAMPLES

Execute the run label of an image called foobar.

$ podman container runlabel run foobar





Execute the install label of an image called foobar with additional arguments.

$ podman container runlabel install foobar apples oranges





Display the contents of the run label of image foobar.

$ podman container runlabel --display run foobar





Re-run a container using a label that sets a fixed container name. The --replace flag ensures any existing container is removed first.

$ podman ps -a
CONTAINER ID  IMAGE                             COMMAND               CREATED         STATUS                     PORTS       NAMES
1254c038d892  docker.io/library/busybox:latest  echo Hello from r...  26 seconds ago  Exited (0) 26 seconds ago              test-runlabel

$ podman container runlabel --replace RUN runlabel-test
Hello from runlabel

$ podman ps -a
CONTAINER ID  IMAGE                             COMMAND               CREATED        STATUS                    PORTS       NAMES
28efd9600d0c  docker.io/library/busybox:latest  echo Hello from r...  4 seconds ago  Exited (0) 4 seconds ago              test-runlabel






This command is useful when the label uses a fixed name (e.g., --name mycontainer) and you want to repeatedly run it without manually removing the previous container.



SEE ALSO

podman(1), crun(1) [https://github.com/containers/crun/blob/main/crun.1.md], runc(8) [https://github.com/opencontainers/runc/blob/main/man/runc.8.md], containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md], containers-auth.json(5) [https://github.com/containers/image/blob/main/docs/containers-auth.json.5.md], containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]
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NAME

podman-container - Manage containers



SYNOPSIS

podman container subcommand



DESCRIPTION

The container command allows management of containers



COMMANDS



	Command

	Man Page

	Description





	attach

	podman-attach(1)

	Attach to a running container.



	checkpoint

	podman-container-checkpoint(1)

	Checkpoint one or more running containers.



	cleanup

	podman-container-cleanup(1)

	Clean up the container’s network and mountpoints.



	clone

	podman-container-clone(1)

	Create a copy of an existing container.



	commit

	podman-commit(1)

	Create new image based on the changed container.



	cp

	podman-cp(1)

	Copy files/folders between a container and the local filesystem.



	create

	podman-create(1)

	Create a new container.



	diff

	podman-container-diff(1)

	Inspect changes on a container’s filesystem



	exec

	podman-exec(1)

	Execute a command in a running container.



	exists

	podman-container-exists(1)

	Check if a container exists in local storage



	export

	podman-export(1)

	Export a container’s filesystem contents as a tar archive.



	init

	podman-init(1)

	Initialize a container



	inspect

	podman-container-inspect(1)

	Display a container’s configuration.



	kill

	podman-kill(1)

	Kill the main process in one or more containers.



	list

	podman-ps(1)

	List the containers on the system.(alias ls)



	logs

	podman-logs(1)

	Display the logs of a container.



	mount

	podman-mount(1)

	Mount a working container’s root filesystem.



	pause

	podman-pause(1)

	Pause one or more containers.



	port

	podman-port(1)

	List port mappings for the container.



	prune

	podman-container-prune(1)

	Remove all stopped containers from local storage.



	ps

	podman-ps(1)

	Print out information about containers.



	rename

	podman-rename(1)

	Rename an existing container.



	restart

	podman-restart(1)

	Restart one or more containers.



	restore

	podman-container-restore(1)

	Restore one or more containers from a checkpoint.



	rm

	podman-rm(1)

	Remove one or more containers.



	run

	podman-run(1)

	Run a command in a container.



	runlabel

	podman-container-runlabel(1)

	Execute a command as described by a container-image label.



	start

	podman-start(1)

	Start one or more containers.



	stats

	podman-stats(1)

	Display a live stream of one or more container’s resource usage statistics.



	stop

	podman-stop(1)

	Stop one or more running containers.



	top

	podman-top(1)

	Display the running processes of a container.



	unmount

	podman-unmount(1)

	Unmount a working container’s root filesystem.(Alias unmount)



	unpause

	podman-unpause(1)

	Unpause one or more containers.



	update

	podman-update(1)

	Update the cgroup configuration of a given container.



	wait

	podman-wait(1)

	Wait on one or more containers to stop and print their exit codes.








SEE ALSO

podman(1), podman-exec(1), podman-run(1)
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NAME

podman-cp - Copy files/folders between a container and the local filesystem



SYNOPSIS

podman cp [options] [container:]src_path [container:]dest_path

podman container cp [options] [container:]src_path [container:]dest_path



DESCRIPTION

podman cp allows copying the contents of src_path to the dest_path. Files can be copied from a container to the local machine and vice versa or between two containers.
If - is specified for either the SRC_PATH or DEST_PATH, one can also stream a tar archive from STDIN or to STDOUT.

The containers can be either running or stopped and the src_path or dest_path can be a file or directory.

IMPORTANT: The podman cp command assumes container paths are relative to the container’s root directory (/), which means supplying the initial forward slash is optional and therefore sees compassionate_darwin:/tmp/foo/myfile.txt and compassionate_darwin:tmp/foo/myfile.txt as identical.

Local machine paths can be an absolute or relative value.
The command interprets a local machine’s relative paths as relative to the current working directory where podman cp is run.

Assuming a path separator of /, a first argument of src_path and second argument of dest_path, the behavior is as follows:

src_path specifies a file:


	dest_path does not exist


	the file is saved to a file created at dest_path (note that parent directory must exist).






	dest_path exists and is a file


	the destination is overwritten with the source file’s contents.






	dest_path exists and is a directory


	the file is copied into this directory using the base name from src_path.








src_path specifies a directory:


	dest_path does not exist


	dest_path is created as a directory and the contents of the source directory are copied into this directory.






	dest_path exists and is a file


	Error condition: cannot copy a directory to a file.






	dest_path exists and is a directory


	src_path ends with /


	the source directory is copied into this directory.






	src_path ends with /. (i.e., slash followed by dot)


	the content of the source directory is copied into this directory.












The command requires src_path and dest_path to exist according to the above rules.

If src_path is local and is a symbolic link, the symbolic target, is copied by default.

A colon ( : ) is used as a delimiter between a container and its path, it can also be used when specifying paths to a src_path or dest_path on a local machine, for example, file:name.txt.

IMPORTANT: while using a colon ( : ) in a local machine path, one must be explicit with a relative or absolute path, for example: /path/to/file:name.txt or ./file:name.txt

Using - as the src_path streams the contents of STDIN as a tar archive. The command extracts the content of the tar to the DEST_PATH in the container. In this case, dest_path must specify a directory. Using - as the dest_path streams the contents of the resource (can be a directory) as a tar archive to STDOUT.

Note that podman cp ignores permission errors when copying from a running rootless container.  The TTY devices inside a rootless container are owned by the host’s root user and hence cannot be read inside the container’s user namespace.

Further note that podman cp does not support globbing (e.g., cp dir/*.txt).  To copy multiple files from the host to the container use xargs(1) or find(1) (or similar tools for chaining commands) in conjunction with podman cp.  To copy multiple files from the container to the host, use podman mount CONTAINER and operate on the returned mount point instead (see ALTERNATIVES below).



OPTIONS


--archive, -a

Archive mode (copy all UID/GID information).
When set to true, files copied to a container have changed ownership to the primary UID/GID of the container.
When set to false, maintain UID/GID from archive sources instead of changing them to the primary UID/GID of the destination container.
The default is true.



--overwrite

Allow directories to be overwritten with non-directories and vice versa.  By default, podman cp errors out when attempting to overwrite, for instance, a regular file with a directory.




ALTERNATIVES

Podman has much stronger capabilities than just podman cp to achieve copying files between the host and containers.

Using standard podman-mount(1) and podman-unmount(1) takes advantage of the entire Linux tool chain, rather than just cp.

Copying contents out of a container or into a container can be achieved with a few simple commands. For example:

To copy the /etc/foobar directory out of a container and onto /tmp on the host, the following commands can be executed:

mnt=$(podman mount CONTAINERID)
cp -R ${mnt}/etc/foobar /tmp
podman umount CONTAINERID





To untar a tar ball into a container, following commands can be executed:

mnt=$(podman mount CONTAINERID)
tar xf content.tgz -C ${mnt}
podman umount CONTAINERID





To install a package into a container that
does not have dnf installed, following commands can be executed:

mnt=$(podman mount CONTAINERID)
dnf install --installroot=${mnt} httpd
chroot ${mnt} rm -rf /var/log/dnf /var/cache/dnf
podman umount CONTAINERID





By using podman mount and podman unmount, one can use all of the
standard Linux tools for moving files into and out of containers, not just
the cp command.



EXAMPLES

Copy a file from the host to a container:

podman cp /myapp/app.conf containerID:/myapp/app.conf





Copy a file from a container to a directory on another container:

podman cp containerID1:/myfile.txt containerID2:/tmp





Copy a directory on a container to a directory on the host:

podman cp containerID:/myapp/ /myapp/





Copy the contents of a directory on a container to a directory on the host:

podman cp containerID:/home/myuser/. /home/myuser/





Copy a directory on a container into a directory on another:

podman cp containerA:/myapp containerB:/newapp





Stream a tar archive from STDIN to a container:

podman cp - containerID:/myfiles.tar.gz < myfiles.tar.gz







SEE ALSO

podman(1), podman-mount(1), podman-unmount(1)
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NAME

podman-create - Create a new container



SYNOPSIS

podman create [options] image [command [arg …]]

podman container create [options] image [command [arg …]]



DESCRIPTION

Creates a writable container layer over the specified image and prepares it for
running the specified command. The container ID is then printed to STDOUT. This
is similar to podman run -d except the container is never started. Use the
podman start container command to start the container at any point.

The initial status of the container created with podman create is ‘created’.

Default settings for flags are defined in containers.conf. Most settings for
remote connections use the server’s containers.conf, except when documented in
man pages.



IMAGE

The image is specified using transport:path format. If no transport is specified, the docker (container registry)
transport is used by default. For remote Podman, including Mac and Windows (excluding WSL2) machines, docker is the only allowed transport.

dir:path
An existing local directory path storing the manifest, layer tarballs and signatures as individual files. This
is a non-standardized format, primarily useful for debugging or noninvasive container inspection.

$ podman save --format docker-dir fedora -o /tmp/fedora
$ podman create dir:/tmp/fedora echo hello





docker://docker-reference (Default)
An image reference stored in  a remote container image registry. Example: “quay.io/podman/stable:latest”.
The reference can include a path to a specific registry; if it does not, the
registries listed in registries.conf is queried to find a matching image.
By default, credentials from podman login (stored at
$XDG_RUNTIME_DIR/containers/auth.json by default) is used to authenticate;
otherwise it falls back to using credentials in $HOME/.docker/config.json.

$ podman create registry.fedoraproject.org/fedora:latest echo hello





docker-archive:path[:docker-reference]
An image stored in the docker save formatted file. docker-reference is only used when creating such a
file, and it must not contain a digest.

$ podman save --format docker-archive fedora -o /tmp/fedora
$ podman create docker-archive:/tmp/fedora echo hello





Note: On remote clients, including Mac and Windows (excluding WSL2) machines, this transport is not supported.

docker-daemon:docker-reference
An image in docker-reference format stored in the docker daemon internal storage. The docker-reference can also be an image ID (docker-daemon:algo:digest).

$ sudo docker pull fedora
$ sudo podman create docker-daemon:docker.io/library/fedora echo hello





Note: On remote clients, including Mac and Windows (excluding WSL2) machines, this transport is not supported.

oci-archive:path:tag
An image in a directory compliant with the “Open Container Image Layout Specification” at the specified path
and specified with a tag.

$ podman save --format oci-archive fedora -o /tmp/fedora
$ podman create oci-archive:/tmp/fedora echo hello





Note: On remote clients, including Mac and Windows (excluding WSL2) machines, this transport is not supported.



OPTIONS


--add-host=hostname[;hostname[;…]]:ip

Add a custom host-to-IP mapping to the container’s /etc/hosts file.

The option takes one or multiple semicolon-separated hostnames to be mapped to
a single IPv4 or IPv6 address, separated by a colon. It can also be used to
overwrite the IP addresses of hostnames Podman adds to /etc/hosts by default
(also see the --name and --hostname options). This option can be
specified multiple times to add additional mappings to /etc/hosts. It
conflicts with the --no-hosts option and conflicts with no_hosts=true in
containers.conf.

Instead of an IP address, the special flag host-gateway can be given. This
resolves to an IP address the container can use to connect to the host. The
IP address chosen depends on your network setup, thus there’s no guarantee that
Podman can determine the host-gateway address automatically, which will then
cause Podman to fail with an error message. You can overwrite this IP address
using the host_containers_internal_ip option in containers.conf.

The host-gateway address is also used by Podman to automatically add the
host.containers.internal and host.docker.internal hostnames to /etc/hosts.
You can prevent that by either giving the --no-hosts option, or by setting
host_containers_internal_ip=”none” in containers.conf. If no host-gateway
address was configured manually and Podman fails to determine the IP address
automatically, Podman will silently skip adding these internal hostnames to
/etc/hosts. If Podman is running in a virtual machine using podman machine
(this includes Mac and Windows hosts), Podman will silently skip adding the
internal hostnames to /etc/hosts, unless an IP address was configured
manually; the internal hostnames are resolved by the gvproxy DNS resolver
instead.

Podman will use the /etc/hosts file of the host as a basis by default, i.e.
any hostname present in this file will also be present in the /etc/hosts file
of the container. A different base file can be configured using the
base_hosts_file config in containers.conf.



--annotation=key=value

Add an annotation to the container. This option can be set multiple times.



--arch=ARCH

Override the architecture, defaults to hosts, of the image to be pulled. For example, arm.
Unless overridden, subsequent lookups of the same image in the local storage matches this architecture, regardless of the host.



--attach, -a=stdin | stdout | stderr

Attach to STDIN, STDOUT or STDERR.

In foreground mode (the default when -d
is not specified), podman run can start the process in the container
and attach the console to the process’s standard input, output, and
error. It can even pretend to be a TTY (this is what most command-line
executables expect) and pass along signals. The -a option can be set for
each of stdin, stdout, and stderr.



--authfile=path

Path of the authentication file. Default is ${XDG_RUNTIME_DIR}/containers/auth.json on Linux, and $HOME/.config/containers/auth.json on Windows/macOS.
The file is created by podman login. If the authorization state is not found there, $HOME/.docker/config.json is checked, which is set using docker login.

Note: There is also the option to override the default path of the authentication file by setting the REGISTRY_AUTH_FILE environment variable. This can be done with export REGISTRY_AUTH_FILE=path.



--blkio-weight=weight

Block IO relative weight. The weight is a value between 10 and 1000.

This option is not supported on cgroups V1 rootless systems.



--blkio-weight-device=device:weight

Block IO relative device weight.



--cap-add=capability

Add Linux capabilities.

Granting additional capabilities increases the privileges of the
processes running inside the container and potentially allow it to
break out of confinement.  Capabilities like CAP_SYS_ADMIN,
CAP_SYS_PTRACE, CAP_MKNOD and CAP_SYS_MODULE are particularly
dangerous when they are not used within a user namespace.  Please
refer to user_namespaces(7) for a more detailed explanation of the
interaction between user namespaces and capabilities.

Before adding any capability, review its security implications and
ensure it is really necessary for the container’s functionality.  See
capabilities(7) for more information.



--cap-drop=capability

Drop Linux capabilities.



--cert-dir=path

Use certificates at path (*.crt, *.cert, *.key) to connect to the registry. (Default: /etc/containers/certs.d)
For details, see containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md].
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--cgroup-conf=KEY=VALUE

When running on cgroup v2, specify the cgroup file to write to and its value. For example --cgroup-conf=memory.high=1073741824 sets the memory.high limit to 1GB.



--cgroup-parent=path

Path to cgroups under which the cgroup for the container is created. If the
path is not absolute, the path is considered to be relative to the cgroups path
of the init process. Cgroups are created if they do not already exist.



--cgroupns=mode

Set the cgroup namespace mode for the container.


	host: use the host’s cgroup namespace inside the container.


	container:id: join the namespace of the specified container.


	private: create a new cgroup namespace.


	ns:path: join the namespace at the specified path.




If the host uses cgroups v1, the default is set to host. On cgroups v2, the default is private.



--cgroups=how

Determines whether the container creates cgroups.

Default is enabled.

The enabled option creates a new cgroup under the cgroup-parent.
The disabled option forces the container to not create cgroups, and thus conflicts with cgroup options (--cgroupns and --cgroup-parent).
The no-conmon option disables a new cgroup only for the conmon process.
The split option splits the current cgroup in two sub-cgroups: one for conmon and one for the container payload. It is not possible to set --cgroup-parent with split.



--chrootdirs=path

Path to a directory inside the container that is treated as a chroot directory.
Any Podman managed file (e.g., /etc/resolv.conf, /etc/hosts, /etc/hostname) that is mounted into the root directory is mounted into that location as well.
Multiple directories are separated with a comma.



--cidfile=file

Write the container ID to file.  The file is removed along with the container, except
when used with podman --remote run on detached containers.



--conmon-pidfile=file

Write the pid of the conmon process to a file. As conmon runs in a separate process than Podman, this is necessary when using systemd to restart Podman containers.
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--cpu-period=limit

Set the CPU period for the Completely Fair Scheduler (CFS), which is a
duration in microseconds. Once the container’s CPU quota is used up, it will not
be scheduled to run until the current period ends. Defaults to 100000
microseconds.

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpu-quota=limit

Limit the CPU Completely Fair Scheduler (CFS) quota.

Limit the container’s CPU usage. By default, containers run with the full
CPU resource. The limit is a number in microseconds. If a number is provided,
the container is allowed to use that much CPU time until the CPU period
ends (controllable via --cpu-period).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpu-rt-period=microseconds

Limit the CPU real-time period in microseconds.

Limit the container’s Real Time CPU usage. This option tells the kernel to restrict the container’s Real Time CPU usage to the period specified.

This option is only supported on cgroups V1 rootful systems.



--cpu-rt-runtime=microseconds

Limit the CPU real-time runtime in microseconds.

Limit the containers Real Time CPU usage. This option tells the kernel to limit the amount of time in a given CPU period Real Time tasks may consume. Ex:
Period of 1,000,000us and Runtime of 950,000us means that this container can consume 95% of available CPU and leave the remaining 5% to normal priority tasks.

The sum of all runtimes across containers cannot exceed the amount allotted to the parent cgroup.

This option is only supported on cgroups V1 rootful systems.



--cpu-shares, -c=shares

CPU shares (relative weight).

By default, all containers get the same proportion of CPU cycles. This
proportion can be modified by changing the container’s CPU share weighting
relative to the combined weight of all the running containers.
Default weight is 1024.

The proportion only applies when CPU-intensive processes are running.
When tasks in one container are idle, other containers can use the
left-over CPU time. The actual amount of CPU time varies depending on
the number of containers running on the system.

For example, consider three containers, one has a cpu-share of 1024 and
two others have a cpu-share setting of 512. When processes in all three
containers attempt to use 100% of CPU, the first container receives
50% of the total CPU time. If a fourth container is added with a cpu-share
of 1024, the first container only gets 33% of the CPU. The remaining containers
receive 16.5%, 16.5% and 33% of the CPU.

On a multi-core system, the shares of CPU time are distributed over all CPU
cores. Even if a container is limited to less than 100% of CPU time, it can
use 100% of each individual CPU core.

For example, consider a system with more than three cores.
If the container C0 is started with --cpu-shares=512 running one process,
and another container C1 with --cpu-shares=1024 running two processes,
this can result in the following division of CPU shares:



	PID

	container

	CPU

	CPU share





	100

	C0

	0

	100% of CPU0



	101

	C1

	1

	100% of CPU1



	102

	C1

	2

	100% of CPU2






On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpus=number

Number of CPUs. The default is 0.0 which means no limit. This is shorthand
for --cpu-period and --cpu-quota, therefore the option cannot be specified with
--cpu-period or --cpu-quota.

On some systems, changing the CPU limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpuset-cpus=number

CPUs in which to allow execution. Can be specified as a comma-separated list
(e.g. 0,1), as a range (e.g. 0-3), or any combination thereof
(e.g. 0-3,7,11-15).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpuset-mems=nodes

Memory nodes (MEMs) in which to allow execution (0-3, 0,1). Only effective on
NUMA systems.

If there are four memory nodes on the system (0-3), use --cpuset-mems=0,1
then processes in the container only uses memory from the first
two memory nodes.

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--creds=[username[:password]]

The [username[:password]] to use to authenticate with the registry, if required.
If one or both values are not supplied, a command line prompt appears and the
value can be entered. The password is entered without echo.

Note that the specified credentials are only used to authenticate against
target registries.  They are not used for mirrors or when the registry gets
rewritten (see containers-registries.conf(5)); to authenticate against those
consider using a containers-auth.json(5) file.



--decryption-key=key[:passphrase]

The [key[:passphrase]] to be used for decryption of images. Key can point to keys and/or certificates. Decryption is tried with all keys. If the key is protected by a passphrase, it is required to be passed in the argument and omitted otherwise.



--device=host-device[:container-device][:permissions]

Add a host device to the container. Optional permissions parameter
can be used to specify device permissions by combining
r for read, w for write, and m for mknod(2).

Example: --device=/dev/sdc:/dev/xvdc:rwm.

Note: if host-device is a symbolic link then it is resolved first.
The container only stores the major and minor numbers of the host device.

Podman may load kernel modules required for using the specified
device. The devices that Podman loads modules for when necessary are:
/dev/fuse.

In rootless mode, the new device is bind mounted in the container from the host
rather than Podman creating it within the container space. Because the bind
mount retains its SELinux label on SELinux systems, the container can get
permission denied when accessing the mounted device. Modify SELinux settings to
allow containers to use all device labels via the following command:

$ sudo setsebool -P  container_use_devices=true

Note: if the user only has access rights via a group, accessing the device
from inside a rootless container fails. Use the --group-add keep-groups
flag to pass the user’s supplementary group access into the container.



--device-cgroup-rule=”type major:minor mode”

Add a rule to the cgroup allowed devices list. The rule is expected to be
in the format specified in the Linux kernel documentation
admin-guide/cgroup-v1/devices [https://www.kernel.org/doc/html/latest/admin-guide/cgroup-v1/devices.html]:


	type: a (all), c (char), or b (block);


	major and minor: either a number, or * for all;


	mode: a composition of r (read), w (write), and m (mknod(2)).






--device-read-bps=path:rate

Limit read rate (in bytes per second) from a device (e.g. --device-read-bps=/dev/sda:1mb).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--device-read-iops=path:rate

Limit read rate (in IO operations per second) from a device (e.g. --device-read-iops=/dev/sda:1000).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--device-write-bps=path:rate

Limit write rate (in bytes per second) to a device (e.g. --device-write-bps=/dev/sda:1mb).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--device-write-iops=path:rate

Limit write rate (in IO operations per second) to a device (e.g. --device-write-iops=/dev/sda:1000).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--disable-content-trust

This is a Docker-specific option to disable image verification to a container
registry and is not supported by Podman. This option is a NOOP and provided
solely for scripting compatibility.



--dns=ipaddr

Set custom DNS servers.

This option can be used to override the DNS
configuration passed to the container. Typically this is necessary when the
host DNS configuration is invalid for the container (e.g., 127.0.0.1). When this
is the case the --dns flag is necessary for every run.

The special value none can be specified to disable creation of /etc/resolv.conf in the container by Podman.
The /etc/resolv.conf file in the image is then used without changes.

Note that ipaddr may be added directly to the container’s /etc/resolv.conf.
This is not guaranteed though.  For example, passing a custom network whose dns_enabled is set to true to --network will result in /etc/resolv.conf only referring to the aardvark-dns server.  aardvark-dns then forwards to the supplied ipaddr for all non-container name queries.

This option cannot be combined with --network that is set to none or container:id.



--dns-option=option

Set custom DNS options. Invalid if using --dns-option with --network that is set to none or container:id.



--dns-search=domain

Set custom DNS search domains. Invalid if using --dns-search with --network that is set to none or container:id.
Use --dns-search=. to remove the search domain.



--entrypoint=”command” | ‘[“command”, “arg1”, …]’

Override the default ENTRYPOINT from the image.

The ENTRYPOINT of an image is similar to a COMMAND
because it specifies what executable to run when the container starts, but it is
(purposely) more difficult to override. The ENTRYPOINT gives a container its
default nature or behavior. When the ENTRYPOINT is set, the
container runs as if it were that binary, complete with default options. More options can be
passed in via the COMMAND. But, if a user wants to run
something else inside the container, the --entrypoint option allows a new
ENTRYPOINT to be specified.

Specify multi option commands in the form of a JSON string.



--env, -e=env

Set environment variables.

This option allows arbitrary environment variables that are available for the process to be launched inside of the container. If an environment variable is specified without a value, Podman checks the host environment for a value and set the variable only if it is set on the host. As a special case, if an environment variable ending in * is specified without a value, Podman searches the host environment for variables starting with the prefix and adds those variables to the container.

See Environment note below for precedence and examples.



--env-file=file

Read in a line-delimited file of environment variables.

See Environment note below for precedence and examples.



--env-host

Use host environment inside of the container. See Environment note below for precedence. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--env-merge=env

Preprocess default environment variables for the containers. For example
if image contains environment variable hello=world user can preprocess
it using --env-merge hello=${hello}-some so new value is hello=world-some.

Please note that if the environment variable hello is not present in the image,
then it’ll be replaced by an empty string and so using --env-merge hello=${hello}-some
would result in the new value of hello=-some, notice the leading - delimiter.



--expose=port[/protocol]

Expose a port or a range of ports (e.g. --expose=3300-3310).
The protocol can be tcp, udp or sctp and if not given tcp is assumed.
This option matches the EXPOSE instruction for image builds and has no effect on
the actual networking rules unless -P/--publish-all is used to forward to all
exposed ports from random host ports. To forward specific ports from the host
into the container use the -p/--publish option instead.



--gidmap=[flags]container_uid:from_uid[:amount]

Run the container in a new user namespace using the supplied GID mapping. This
option conflicts with the --userns and --subgidname options. This
option provides a way to map host GIDs to container GIDs in the same way as
--uidmap maps host UIDs to container UIDs. For details see --uidmap.

Note: the --gidmap option cannot be called in conjunction with the --pod option as a gidmap cannot be set on the container level when in a pod.



--gpus=ENTRY

GPU devices to add to the container (‘all’ to pass all GPUs) Currently only
Nvidia devices are supported.



--group-add=group | keep-groups

Assign additional groups to the primary user running within the container process.


	keep-groups is a special flag that tells Podman to keep the supplementary group access.




Allows container to use the user’s supplementary group access. If file systems or
devices are only accessible by the rootless user’s group, this flag tells the OCI
runtime to pass the group access into the container. Currently only available
with the crun OCI runtime. Note: keep-groups is exclusive, other groups cannot be specified
with this flag. (Not available for remote commands, including Mac and Windows (excluding WSL2) machines)



--group-entry=ENTRY

Customize the entry that is written to the /etc/group file within the container when --user is used.

The variables $GROUPNAME, $GID, and $USERLIST are automatically replaced with their value at runtime if present.



--health-cmd=”command” | ‘[“command”, “arg1”, …]’

Set or alter a healthcheck command for a container. The command is a command to be executed inside the
container that determines the container health. The command is required for other healthcheck options
to be applied. A value of none disables existing healthchecks.

Multiple options can be passed in the form of a JSON array; otherwise, the command is interpreted
as an argument to /bin/sh -c.

Note: The default values are used even if healthcheck is configured in the image.



--health-interval=interval

Set an interval for the healthchecks. An interval of disable results in no automatic timer setup. The default is 30s.

Note: This parameter will overwrite related healthcheck configuration from the image.



--health-log-destination=directory_path

Set the destination of the HealthCheck log. Directory path, local or events_logger (local use container state file) (Default: local)


	local: (default) HealthCheck logs are stored in overlay containers. (For example: $runroot/healthcheck.log)


	directory: creates a log file named <container-ID>-healthcheck.log with HealthCheck logs in the specified directory.


	events_logger: The log will be written with logging mechanism set by events_logger. It also saves the log to a default directory, for performance on a system with a large number of logs.






--health-max-log-count=number of stored logs

Set maximum number of attempts in the HealthCheck log file. (‘0’ value means an infinite number of attempts in the log file) (Default: 5 attempts)



--health-max-log-size=size of stored logs

Set maximum length in characters of stored HealthCheck log. (“0” value means an infinite log length) (Default: 500 characters)



--health-on-failure=action

Action to take once the container transitions to an unhealthy state.  The default is none.


	none: Take no action.


	kill: Kill the container.


	restart: Restart the container.  Do not combine the restart action with the --restart flag.  When running inside of a systemd unit, consider using the kill or stop action instead to make use of systemd’s restart policy.


	stop: Stop the container.






--health-retries=retries

The number of retries allowed before a healthcheck is considered to be unhealthy. The default value is 3.

Note: This parameter can overwrite the healthcheck configuration from the image.



--health-start-period=period

The initialization time needed for a container to bootstrap. The value can be expressed in time format like
2m3s. The default value is 0s.

Note: The health check command is executed as soon as a container is started, if the health check is successful
the container’s health state will be updated to healthy. However, if the health check fails, the health state will
stay as starting until either the health check is successful or until the --health-start-period time is over. If the
health check command fails after the --health-start-period time is over, the health state will be updated to unhealthy.
The health check command is executed periodically based on the value of --health-interval.

Note: This parameter will overwrite related healthcheck configuration from the image.



--health-startup-cmd=”command” | ‘[“command”, “arg1”, …]’

Set a startup healthcheck command for a container. This command is executed inside the container and is used to gate the regular
healthcheck. When the startup command succeeds, the regular healthcheck begins and the startup healthcheck ceases. Optionally,
if the command fails for a set number of attempts, the container is restarted. A startup healthcheck can be used to ensure that
containers with an extended startup period are not marked as unhealthy until they are fully started. Startup healthchecks can only be
used when a regular healthcheck (from the container’s image or the --health-cmd option) is also set.



--health-startup-interval=interval

Set an interval for the startup healthcheck. An interval of disable results in no automatic timer setup. The default is 30s.



--health-startup-retries=retries

The number of attempts allowed before the startup healthcheck restarts the container. If set to 0, the container is never restarted. The default is 0.



--health-startup-success=retries

The number of successful runs required before the startup healthcheck succeeds and the regular healthcheck begins. A value
of 0 means that any success begins the regular healthcheck. The default is 0.



--health-startup-timeout=timeout

The maximum time a startup healthcheck command has to complete before it is marked as failed. The value can be expressed in a time
format like 2m3s. The default value is 30s.



--health-timeout=timeout

The maximum time allowed to complete the healthcheck before an interval is considered failed. Like start-period, the
value can be expressed in a time format such as 1m22s. The default value is 30s.

Note: A timeout marks the healthcheck as failed. If the healthcheck command itself runs longer than the specified timeout,
it will be sent a SIGKILL signal.

Note: This parameter will overwrite related healthcheck configuration from the image.



--help

Print usage statement



--hostname, -h=name

Set the container’s hostname inside the container.

This option can only be used with a private UTS namespace --uts=private
(default). If --pod is given and the pod shares the same UTS namespace
(default), the pod’s hostname is used. The given hostname is also added to the
/etc/hosts file using the container’s primary IP address (also see the
--add-host option).



--hosts-file=path | none | image

Base file to create the /etc/hosts file inside the container. This must either
be an absolute path to a file on the host system, or one of the following
special flags:
“”      Follow the base_hosts_file configuration in containers.conf (the default)
none  Do not use a base file (i.e. start with an empty file)
image Use the container image’s /etc/hosts file as base file



--hostuser=name

Add a user account to /etc/passwd from the host to the container. The Username
or UID must exist on the host system.



--http-proxy

By default proxy environment variables are passed into the container if set
for the Podman process. This can be disabled by setting the value to false.
The environment variables passed in include http_proxy,
https_proxy, ftp_proxy, no_proxy, and also the upper case versions of
those. This option is only needed when the host system must use a proxy but
the container does not use any proxy. Proxy environment variables specified
for the container in any other way overrides the values that have
been passed through from the host. (Other ways to specify the proxy for the
container include passing the values with the --env flag, or hard coding the
proxy environment at container build time.)
When used with the remote client it uses the proxy environment variables
that are set on the server process.

Defaults to true.



--image-volume=bind | tmpfs | ignore

Tells Podman how to handle the builtin image volumes. Default is bind.


	bind: An anonymous named volume is created and mounted into the container.


	tmpfs: The volume is mounted onto the container as a tmpfs, which allows the users to create
content that disappears when the container is stopped.


	ignore: All volumes are just ignored and no action is taken.






--init

Run an init inside the container that forwards signals and reaps processes.
The container-init binary is mounted at /run/podman-init.
Mounting over /run breaks container execution.



--init-ctr=type

(Pods only).
When using pods, create an init style container, which is run after the infra container is started
but before regular pod containers are started.  Init containers are useful for running
setup operations for the pod’s applications.

Valid values for init-ctr type are always or once.  The always value
means the container runs with each and every pod start, whereas the once
value means the container only runs once when the pod is started and then the container is removed.

Init containers are only run on pod start.  Restarting a pod does not execute
any init containers.  Furthermore, init containers can only be created in a
pod when that pod is not running.



--init-path=path

Path to the container-init binary.



--interactive, -i

When set to true, make stdin available to the contained process. If false, the stdin of the contained process is empty and immediately closed.

If attached, stdin is piped to the contained process. If detached, reading stdin will block until later attached.

Caveat: Podman will consume input from stdin as soon as it becomes available, even if the contained process doesn’t request it.



--ip=ipv4

Specify a static IPv4 address for the container, for example 10.88.64.128.
This option can only be used if the container is joined to only a single network - i.e., --network=network-name is used at most once -
and if the container is not joining another container’s network namespace via --network=container:id.
The address must be within the network’s IP address pool (default 10.88.0.0/16).

To specify multiple static IP addresses per container, set multiple networks using the --network option with a static IP address specified for each using the ip mode for that option.



--ip6=ipv6

Specify a static IPv6 address for the container, for example fd46:db93:aa76:ac37::10.
This option can only be used if the container is joined to only a single network - i.e., --network=network-name is used at most once -
and if the container is not joining another container’s network namespace via --network=container:id.
The address must be within the network’s IPv6 address pool.

To specify multiple static IPv6 addresses per container, set multiple networks using the --network option with a static IPv6 address specified for each using the ip6 mode for that option.



--ipc=ipc

Set the IPC namespace mode for a container. The default is to create
a private IPC namespace.


	“”: Use Podman’s default, defined in containers.conf.


	container:id: reuses another container’s shared memory, semaphores, and message queues


	host: use the host’s shared memory, semaphores, and message queues inside the container. Note: the host mode gives the container full access to local shared memory and is therefore considered insecure.


	none:  private IPC namespace, with /dev/shm not mounted.


	ns:path: path to an IPC namespace to join.


	private: private IPC namespace.


	shareable: private IPC namespace with a possibility to share it with other containers.






--label, -l=key=value

Add metadata to a container.



--label-file=file

Read in a line-delimited file of labels.



--link-local-ip=ip

Not implemented.



--log-driver=driver

Logging driver for the container. Currently available options are k8s-file, journald, none, passthrough and passthrough-tty, with json-file aliased to k8s-file for scripting compatibility. (Default journald).

The podman info command below displays the default log-driver for the system.

$ podman info --format '{{ .Host.LogDriver }}'
journald





The passthrough driver passes down the standard streams (stdin, stdout, stderr) to the
container.  It is not allowed with the remote Podman client, including Mac and Windows (excluding WSL2) machines, and on a tty, since it is
vulnerable to attacks via TIOCSTI.

The passthrough-tty driver is the same as passthrough except that it also allows it to be used on a TTY if the user really wants it.



--log-opt=name=value

Logging driver specific options.

Set custom logging configuration. The following names are supported:

path: specify a path to the log file
(e.g. --log-opt path=/var/log/container/mycontainer.json);

max-size: specify a max size of the log file
(e.g. --log-opt max-size=10mb);

tag: specify a custom log tag for the container
(e.g. --log-opt tag=”{{.ImageName}}”.
It supports the same keys as podman inspect --format.
This option is currently supported only by the journald log driver.



--mac-address=address

Container network interface MAC address (e.g. 92:d0:c6:0a:29:33)
This option can only be used if the container is joined to only a single network - i.e., --network=network-name is used at most once -
and if the container is not joining another container’s network namespace via --network=container:id.

Remember that the MAC address in an Ethernet network must be unique.
The IPv6 link-local address is based on the device’s MAC address
according to RFC4862.

To specify multiple static MAC addresses per container, set multiple networks using the --network option with a static MAC address specified for each using the mac mode for that option.



--memory, -m=number[unit]

Memory limit. A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

Allows the memory available to a container to be constrained. If the host
supports swap memory, then the -m memory setting can be larger than physical
RAM. If a limit of 0 is specified (not using -m), the container’s memory is
not limited. The actual limit may be rounded up to a multiple of the operating
system’s page size (the value is very large, that’s millions of trillions).

This option is not supported on cgroups V1 rootless systems.



--memory-reservation=number[unit]

Memory soft limit. A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

After setting memory reservation, when the system detects memory contention
or low memory, containers are forced to restrict their consumption to their
reservation. So always set the value below --memory, otherwise the
hard limit takes precedence. By default, memory reservation is the same
as memory limit.

This option is not supported on cgroups V1 rootless systems.



--memory-swap=number[unit]

A limit value equal to memory plus swap.
A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

Must be used with the -m (--memory) flag.
The argument value must be larger than that of
-m (--memory) By default, it is set to double
the value of --memory.

Set number to -1 to enable unlimited swap.

This option is not supported on cgroups V1 rootless systems.



--memory-swappiness=number

Tune a container’s memory swappiness behavior. Accepts an integer between 0 and 100.

This flag is only supported on cgroups V1 rootful systems.



--mount=type=TYPE,TYPE-SPECIFIC-OPTION[,…]

Attach a filesystem mount to the container.

Current supported mount TYPEs are artifact, bind, devpts, glob, image, ramfs, tmpfs and volume.

Options common to all mount types:


	src, source: mount source spec for bind, glob, and volume.
Mandatory for artifact, bind, glob, image and volume.


	dst, dest, destination, target: mount destination spec.




When source globs are specified without the destination directory,
the files and directories are mounted with their complete path
within the container. When the destination is specified, the
files and directories matching the glob on the base file name
on the destination directory are mounted. The option
type=glob,src=/foo*,destination=/tmp/bar tells container engines
to mount host files matching /foo* to the /tmp/bar/
directory in the container.

Options specific to type=artifact:


	digest: If the artifact source contains multiple blobs a digest can be
specified to only mount the one specific blob with the digest.


	title: If the artifact source contains multiple blobs a title can be set
which is compared against org.opencontainers.image.title annotation.


	name: This can be used to overwrite the filename we use inside the container
for mounting. On a single blob artifact the name is used as is if dst is a
directory and otherwise ignored. With a multi blob artifact the name will be
used with an index suffix <name>-x where x is the layer index in the artifact
starting with 0.




The src argument contains the name of the artifact, which must already exist locally.
The dst argument contains the target path, if the path in the container is a
directory the blob title (org.opencontainers.image.title annotation) will be used as
filename and joined to the path. If the annotation does not exist the digest will be
used as filename instead. This results in all blobs of the artifact mounted into the
container at the given path.

However, if the dst path is an existing file in the container, then the blob will be
mounted directly on it. This only works when the artifact contains a single blob
or when either digest or title are specified.

If the dst path does not already exist in the container then if the artifact contains
a single blob it behaves like existing file case and mounts directly to that path.
If the artifact has more than one blob it works like the existing directory case and
mounts each blob as file within the dst path.

Options specific to type=volume:


	ro, readonly: true or false (default if unspecified: false).


	U, chown: true or false (default if unspecified: false). Recursively change the owner and group of the source volume based on the UID and GID of the container.


	subpath: Mount only a specific subpath within the volume, instead of the whole volume.


	idmap: If specified, create an idmapped mount to the target user namespace in the container.
The idmap option is only supported by Podman in rootful mode. The Linux kernel does not allow the use of idmapped file systems for unprivileged users.
The idmap option supports a custom mapping that can be different than the user namespace used by the container.
The mapping can be specified after the idmap option like: idmap=uids=0-1-10#10-11-10;gids=0-100-10.  For each triplet, the first value is the
start of the backing file system IDs that are mapped to the second value on the host.  The length of this mapping is given in the third value.
Multiple ranges are separated with #.  If the specified mapping is prepended with a ‘@’, then the mapping is considered relative to the container
user namespace. The host ID for the mapping is changed to account for the relative position of the container user in the container user namespace.




Options specific to type=image:


	rw, readwrite: true or false (default if unspecified: false).


	subpath: Mount only a specific path within the image, instead of the whole image.




Options specific to bind and glob:


	ro, readonly: true or false (default if unspecified: false).


	bind-propagation: shared, slave, private, unbindable, rshared, rslave, runbindable, or rprivate (default).[1] See also mount(2).


	bind-nonrecursive: do not set up a recursive bind mount. By default it is recursive.


	relabel: shared, private.


	idmap: true or false (default if unspecified: false).  If true, create an idmapped mount to the target user namespace in the container. The idmap option is only supported by Podman in rootful mode.


	U, chown: true or false (default if unspecified: false). Recursively change the owner and group of the source volume based on the UID and GID of the container.


	no-dereference: do not dereference symlinks but copy the link source into the mount destination.




Options specific to type=tmpfs and ramfs:


	ro, readonly: true or false (default if unspecified: false).


	tmpfs-size: Size of the tmpfs/ramfs mount, in bytes. Unlimited by default in Linux.


	tmpfs-mode: Octal file mode of the tmpfs/ramfs (e.g. 700 or 0700.).


	tmpcopyup: Enable copyup from the image directory at the same location to the tmpfs/ramfs. Used by default.


	noatime: Disable updating file access times when the file is read.


	notmpcopyup: Disable copying files from the image to the tmpfs/ramfs.


	U, chown: true or false (default if unspecified: false). Set the uid and gid options for the tmpfs filesystem based on the UID and GID of the container. This is not recursive.




Options specific to type=devpts:


	uid: numeric UID of the file owner (default: 0).


	gid: numeric GID of the file owner (default: 0).


	mode: octal permission mask for the file (default: 600).


	max: maximum number of PTYs (default: 1048576).




Examples:


	type=bind,source=/path/on/host,destination=/path/in/container


	type=bind,src=/path/on/host,dst=/path/in/container,relabel=shared


	type=bind,src=/path/on/host,dst=/path/in/container,relabel=shared,U=true


	type=devpts,destination=/dev/pts


	type=glob,src=/usr/lib/libfoo*,destination=/usr/lib,ro=true


	type=image,source=fedora,destination=/fedora-image,rw=true


	type=ramfs,tmpfs-size=512M,destination=/path/in/container


	type=tmpfs,tmpfs-size=512M,destination=/path/in/container


	type=tmpfs,destination=/path/in/container,noswap


	type=artifact,src=quay.io/libpod/testartifact:20250206-single,dst=/data


	type=artifact,src=quay.io/libpod/testartifact:20250206-multi,dst=/data,title=test1


	type=volume,src=test_vol,dst=/data,subpath=/code/docs






--name=name

Assign a name to the container.

The operator can identify a container in three ways:


	UUID long identifier (“f78375b1c487e03c9438c729345e54db9d20cfa2ac1fc3494b6eb60872e74778”);


	UUID short identifier (“f78375b1c487”);


	Name (“jonah”).




Podman generates a UUID for each container, and if no name is assigned to the
container using --name, Podman generates a random string name. The name can
be useful as a more human-friendly way to identify containers. This works for
both background and foreground containers. The container’s name is also added
to the /etc/hosts file using the container’s primary IP address (also see the
--add-host option).



--network=mode, --net

Set the network mode for the container.

Valid mode values are:


	bridge[:OPTIONS,…]: Create a network stack on the default bridge. This is the default for rootful containers. It is possible to specify these additional options:


	alias=name: Add network-scoped alias for the container.


	ip=IPv4: Specify a static IPv4 address for this container.


	ip6=IPv6: Specify a static IPv6 address for this container.


	mac=MAC: Specify a static MAC address for this container.


	interface_name=name: Specify a name for the created network interface inside the container.


	host_interface_name=name: Specify a name for the created network interface outside the container.




Any other options will be passed through to netavark without validation. This can be useful to pass arguments to netavark plugins.

For example, to set a static ipv4 address and a static mac address, use --network bridge:ip=10.88.0.10,mac=44:33:22:11:00:99.



	<network name or ID>[:OPTIONS,…]: Connect to a user-defined network; this is the network name or ID from a network created by podman network create. It is possible to specify the same options described under the bridge mode above. Use the --network option multiple times to specify additional networks. 

For backwards compatibility it is also possible to specify comma-separated networks on the first --network argument, however this prevents you from using the options described under the bridge section above.


	none: Create a network namespace for the container but do not configure network interfaces for it, thus the container has no network connectivity.


	container:id: Reuse another container’s network stack.


	host: Use the host’s network namespace for the container instead of creating an isolated namespace. Warning: This gives the container full access to abstract Unix domain sockets and to TCP/UDP sockets bound to localhost. Since these mechanisms are often used to prevent access to sensitive system services, isolating them from access by external entities, use of this option may be considered a security vulnerability.


	ns:path: Path to a network namespace to join.


	private: Create a new namespace for the container. This uses the bridge mode for rootful containers and slirp4netns for rootless ones.


	slirp4netns[:OPTIONS,…]: use slirp4netns(1) to create a user network stack. It is possible to specify these additional options, they can also be set with network_cmd_options in containers.conf:


	allow_host_loopback=true|false: Allow slirp4netns to reach the host loopback IP (default is 10.0.2.2 or the second IP from slirp4netns cidr subnet when changed, see the cidr option below). The default is false.


	mtu=MTU: Specify the MTU to use for this network. (Default is 65520).


	cidr=CIDR: Specify ip range to use for this network. (Default is 10.0.2.0/24).


	enable_ipv6=true|false: Enable IPv6. Default is true. (Required for outbound_addr6).


	outbound_addr=INTERFACE: Specify the outbound interface slirp binds to (ipv4 traffic only).


	outbound_addr=IPv4: Specify the outbound ipv4 address slirp binds to.


	outbound_addr6=INTERFACE: Specify the outbound interface slirp binds to (ipv6 traffic only).


	outbound_addr6=IPv6: Specify the outbound ipv6 address slirp binds to.


	port_handler=rootlesskit: Use rootlesskit for port forwarding. Default. 

Note: Rootlesskit changes the source IP address of incoming packets to an IP address in the container network namespace, usually 10.0.2.100. If the application requires the real source IP address, e.g. web server logs, use the slirp4netns port handler. The rootlesskit port handler is also used for rootless containers when connected to user-defined networks.


	port_handler=slirp4netns: Use the slirp4netns port forwarding, it is slower than rootlesskit but preserves the correct source IP address. This port handler cannot be used for user-defined networks.






	pasta[:OPTIONS,…]: use pasta(1) to create a user-mode networking
stack. 

This is the default for rootless containers and only supported in rootless mode. 

By default, IPv4 and IPv6 addresses and routes, as well as the pod interface
name, are copied from the host. Port forwarding preserves the original
source IP address. Options described in pasta(1) can be specified as
comma-separated arguments. 

In terms of pasta(1) options, --config-net is given by default, in
order to configure networking when the container is started, and
--no-map-gw is also assumed by default, to avoid direct access from
container to host using the gateway address. The latter can be overridden
by passing --map-gw in the pasta-specific options (despite not being an
actual pasta(1) option). 

For better integration with DNS handling, --dns-forward 169.254.1.1 is passed,
and this address is added to resolv.conf(5) as first resolver. It is possible to pass
--dns-forward explicitly in case a different IP address should be used.
To make the host.containers.internal /etc/hosts entry work and allow connections
to the host, --map-guest-addr 169.254.1.2 is passed. Again, it can be set
explicitly to choose a different IP address. 

Also, -t none and -u none are passed if, respectively, no TCP or
UDP port forwarding from host to container is configured (via Podman’s
--publish or by passing the pasta -t/-u options directly),
to disable automatic port forwarding based on bound ports. Similarly, -T none
and -U none are given to disable the same functionality from container to
host. 

All options can also be set in containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md];
see the pasta_options key under the network section in that file. 

Some examples:


	pasta:--map-gw: Allow the container to directly reach the host using the
gateway address.


	pasta:--mtu,1500: Specify a 1500 bytes MTU for the tap interface in
the container.


	pasta:--ipv4-only,-a,10.0.2.0,-n,24,-g,10.0.2.2,--dns-forward,10.0.2.3,-m,1500,--no-ndp,--no-dhcpv6,--no-dhcp,
equivalent to default slirp4netns(1) options: disable IPv6, assign
10.0.2.0/24 to the tap0 interface in the container, with gateway
10.0.2.3, enable DNS forwarder reachable at 10.0.2.3, set MTU to 1500
bytes, disable NDP, DHCPv6 and DHCP support.


	pasta:-I,tap0,--ipv4-only,-a,10.0.2.0,-n,24,-g,10.0.2.2,--dns-forward,10.0.2.3,--no-ndp,--no-dhcpv6,--no-dhcp,
equivalent to default slirp4netns(1) options with Podman overrides: same as
above, but leave the MTU to 65520 bytes


	pasta:-t,auto,-u,auto,-T,auto,-U,auto: enable automatic port forwarding
based on observed bound ports from both host and container sides


	pasta:-T,5201: enable forwarding of TCP port 5201 from container to
host, using the loopback interface instead of the tap interface for improved
performance








Invalid if using --dns, --dns-option, or --dns-search with --network set to none or container:id.

If used together with --pod, the container does not join the pod’s network namespace.



--network-alias=alias

Add a network-scoped alias for the container, setting the alias for all networks that the container joins. To set a
name only for a specific network, use the alias option as described under the --network option.
If the network has DNS enabled (podman network inspect -f {{.DNSEnabled}} <name>),
these aliases can be used for name resolution on the given network. This option can be specified multiple times.
NOTE: When using CNI a container only has access to aliases on the first network that it joins. This limitation does
not exist with netavark/aardvark-dns.



--no-healthcheck

Disable any defined healthchecks for container.



--no-hostname

Do not create the /etc/hostname file in the containers.

By default, Podman manages the /etc/hostname file, adding the container’s own hostname.  When the --no-hostname option is set, the image’s /etc/hostname will be preserved unmodified if it exists.



--no-hosts

Do not modify the /etc/hosts file in the container.

Podman assumes control over the container’s /etc/hosts file by
default and adds entries for the container’s name (see --name option) and
hostname (see --hostname option), the internal host.containers.internal
and host.docker.internal hosts, as well as any hostname added using the
--add-host option. Refer to the --add-host option for details. Passing
--no-hosts disables this, so that the image’s /etc/hosts file is kept
unmodified. The same can be achieved globally by setting no_hosts=true in
containers.conf.

This option conflicts with --add-host.



--oom-kill-disable

Whether to disable OOM Killer for the container or not.

This flag is not supported on cgroups V2 systems.



--oom-score-adj=num

Tune the host’s OOM preferences for containers (accepts values from -1000 to 1000).

When running in rootless mode, the specified value can’t be lower than
the oom_score_adj for the current process. In this case, the
oom-score-adj is clamped to the current process value.



--os=OS

Override the OS, defaults to hosts, of the image to be pulled. For example, windows.
Unless overridden, subsequent lookups of the same image in the local storage matches this OS, regardless of the host.



--passwd-entry=ENTRY

Customize the entry that is written to the /etc/passwd file within the container when --passwd is used.

The variables $USERNAME, $UID, $GID, $NAME, $HOME are automatically replaced with their value at runtime.



--personality=persona

Personality sets the execution domain via Linux personality(2).



--pid=mode

Set the PID namespace mode for the container.
The default is to create a private PID namespace for the container.


	container:id: join another container’s PID namespace;


	host: use the host’s PID namespace for the container. Note the host mode gives the container full access to local PID and is therefore considered insecure;


	ns:path: join the specified PID namespace;


	private: create a new namespace for the container (default).






--pidfile=path

When the pidfile location is specified, the container process’ PID is written to the pidfile. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)
If the pidfile option is not specified, the container process’ PID is written to /run/containers/storage/${storage-driver}-containers/$CID/userdata/pidfile.

After the container is started, the location for the pidfile can be discovered with the following podman inspect command:

$ podman inspect --format '{{ .PidFile }}' $CID
/run/containers/storage/${storage-driver}-containers/$CID/userdata/pidfile







--pids-limit=limit

Tune the container’s pids limit. Set to -1 to have unlimited pids for the container. The default is 2048 on systems that support “pids” cgroup controller.



--platform=OS/ARCH

Specify the platform for selecting the image.  (Conflicts with --arch and --os)
The --platform option can be used to override the current architecture and operating system.
Unless overridden, subsequent lookups of the same image in the local storage matches this platform, regardless of the host.



--pod=name

Run container in an existing pod. Podman makes the pod automatically if the pod name is prefixed with new:.
To make a pod with more granular options, use the podman pod create command before creating a container.
When a container is run with a pod with an infra-container, the infra-container is started first.



--pod-id-file=file

Run container in an existing pod and read the pod’s ID from the specified file.
When a container is run within a pod which has an infra-container, the infra-container starts first.



--privileged

Give extended privileges to this container. The default is false.

By default, Podman containers are unprivileged (=false) and cannot, for
example, modify parts of the operating system. This is because by default a
container is only allowed limited access to devices. A “privileged” container
is given the same access to devices as the user launching the container, with
the exception of virtual consoles (/dev/tty\d+) when running in systemd
mode (--systemd=always).

A privileged container turns off the security features that isolate the
container from the host. Dropped Capabilities, limited devices, read-only mount
points, Apparmor/SELinux separation, and Seccomp filters are all disabled.
Due to the disabled security features, the privileged field should almost never
be set as containers can easily break out of confinement.

Containers running in a user namespace (e.g., rootless containers) cannot have
more privileges than the user that launched them.



--publish, -p=[[ip:][hostPort]:]containerPort[/protocol]

Publish a container’s port, or range of ports, to the host.

Both hostPort and containerPort can be specified as a range of ports.
When specifying ranges for both, the number of container ports in the
range must match the number of host ports in the range.

If host IP is set to 0.0.0.0 or not set at all, the port is bound on all IPs on the host.

By default, Podman publishes TCP ports. To publish a UDP port instead, give
udp as protocol. To publish both TCP and UDP ports, set --publish twice,
with tcp, and udp as protocols respectively. Rootful containers can also
publish ports using the sctp protocol.

Host port does not have to be specified (e.g. podman run -p 127.0.0.1::80).
If it is not, the container port is randomly assigned a port on the host.

Use podman port to see the actual mapping: podman port $CONTAINER $CONTAINERPORT.

Port publishing is only supported for containers utilizing their own network namespace
through bridge networks, or the pasta and slirp4netns network modes.

Note: If a container runs within a pod, it is not necessary to publish the port for
the containers in the pod. The port must only be published by the pod itself. Pod network
stacks act like the network stack on the host - when there are a variety of containers in the pod,
and programs in the container, all sharing a single interface and IP address, and
associated ports. If one container binds to a port, no other container can use that port
within the pod while it is in use. Containers in the pod can also communicate over localhost
by having one container bind to localhost in the pod, and another connect to that port.



--publish-all, -P

Publish all exposed ports to random ports on the host interfaces. The default is false.

When set to true, publish all exposed ports to the host interfaces.
If the operator uses -P (or -p) then Podman makes the
exposed port accessible on the host and the ports are available to any
client that can reach the host.

When using this option, Podman binds any exposed port to a random port on the host
within an ephemeral port range defined by /proc/sys/net/ipv4/ip_local_port_range.
To find the mapping between the host ports and the exposed ports, use podman port.



--pull=policy

Pull image policy. The default is missing.


	always: Always pull the image and throw an error if the pull fails.


	missing: Pull the image only when the image is not in the local containers storage.  Throw an error if no image is found and the pull fails.


	never: Never pull the image but use the one from the local containers storage.  Throw an error if no image is found.


	newer: Pull if the image on the registry is newer than the one in the local containers storage.  An image is considered to be newer when the digests are different.  Comparing the time stamps is prone to errors.  Pull errors are suppressed if a local image was found.






--quiet, -q

Suppress output information when pulling images



--rdt-class=intel-rdt-class-of-service

Rdt-class sets the class of service (CLOS or COS) for the container to run in. Based on the Cache Allocation Technology (CAT) feature that is part of Intel’s Resource Director Technology (RDT) feature set, all container processes will run within the pre-configured COS, representing a part of the cache. The COS has to be created and configured using a pseudo file system (usually mounted at /sys/fs/resctrl) that the resctrl kernel driver provides. Assigning the container to a COS requires root privileges and thus doesn’t work in a rootless environment. Currently, the feature is only supported using runc as a runtime. See https://docs.kernel.org/arch/x86/resctrl.html for more details on creating a COS before a container can be assigned to it.



--read-only

Mount the container’s root filesystem as read-only.

By default, container root filesystems are writable, allowing processes
to write files anywhere. By specifying the --read-only flag, the containers root filesystem are mounted read-only prohibiting any writes.



--read-only-tmpfs

When running --read-only containers, mount a read-write tmpfs on /dev, /dev/shm, /run, /tmp, and /var/tmp. The default is true.



	--read-only

	--read-only-tmpfs

	/

	/run, /tmp, /var/tmp





	true

	true

	r/o

	r/w



	true

	false

	r/o

	r/o



	false

	false

	r/w

	r/w



	false

	true

	r/w

	r/w






When --read-only=true and --read-only-tmpfs=true additional tmpfs are mounted on
the /tmp, /run, and /var/tmp directories.

When --read-only=true and --read-only-tmpfs=false /dev and /dev/shm are marked
Read/Only and no tmpfs are mounted on /tmp, /run and /var/tmp. The directories
are exposed from the underlying image, meaning they are read-only by default.
This makes the container totally read-only. No writable directories exist within
the container. In this mode writable directories need to be added via external
volumes or mounts.

By default, when --read-only=false, the /dev and /dev/shm are read/write, and the /tmp, /run, and /var/tmp are read/write directories from the container image.



--replace

If another container with the same name already exists, replace and remove it. The default is false.



--requires=container

Specify one or more requirements.
A requirement is a dependency container that is started before this container.
Containers can be specified by name or ID, with multiple containers being separated by commas.



--restart=policy

Restart policy to follow when containers exit.
Restart policy does not take effect if a container is stopped via the podman kill or podman stop commands.

Valid policy values are:


	no                       : Do not restart containers on exit


	never                    : Synonym for no; do not restart containers on exit


	on-failure[:max_retries] : Restart containers when they exit with a non-zero exit code, retrying indefinitely or until the optional max_retries count is hit


	always                   : Restart containers when they exit, regardless of status, retrying indefinitely


	unless-stopped           : Restart containers when they exit, unless the container was explicitly stopped by the user. After a system reboot, containers with this policy will be restarted by podman-restart.service only if they were not explicitly stopped by the user before the reboot. This differs from always, which restarts containers after a system reboot regardless of whether they were user-stopped




Podman provides a systemd unit file, podman-restart.service, which restarts containers after a system reboot.

When running containers in systemd services, use the restart functionality provided by systemd.
In other words, do not use this option in a container unit, instead set the Restart= systemd directive in the [Service] section.
See podman-systemd.unit(5) and systemd.service(5).



--retry=attempts

Number of times to retry pulling or pushing images between the registry and
local storage in case of failure. Default is 3.



--retry-delay=duration

Duration of delay between retry attempts when pulling or pushing images between
the registry and local storage in case of failure. The default is to start at two seconds and then exponentially back off. The delay is used when this value is set, and no exponential back off occurs.



--rm

Automatically remove the container and any anonymous unnamed volume associated with
the container when it exits. The default is false.



--rootfs

If specified, the first argument refers to an exploded container on the file system.

This is useful to run a container without requiring any image management, the rootfs
of the container is assumed to be managed externally.

Overlay Rootfs Mounts

The :O flag tells Podman to mount the directory from the rootfs path as
storage using the overlay file system. The container processes
can modify content within the mount point which is stored in the
container storage in a separate directory. In overlay terms, the source
directory is the lower, and the container storage directory is the
upper. Modifications to the mount point are destroyed when the container
finishes executing, similar to a tmpfs mount point being unmounted.

Note: On SELinux systems, the rootfs needs the correct label, which is by default
unconfined_u:object_r:container_file_t:s0.

idmap

If idmap is specified, create an idmapped mount to the target user
namespace in the container.
The idmap option supports a custom mapping that can be different than the user
namespace used by the container.  The mapping can be specified after the idmap
option like: idmap=uids=0-1-10#10-11-10;gids=0-100-10.  For each triplet, the
first value is the start of the backing file system IDs that are mapped to the
second value on the host.  The length of this mapping is given in the third value.
Multiple ranges are separated with #.



--sdnotify=container | conmon | healthy | ignore

Determines how to use the NOTIFY_SOCKET, as passed with systemd and Type=notify.

Default is container, which means allow the OCI runtime to proxy the socket into the
container to receive ready notification. Podman sets the MAINPID to conmon’s pid.
The conmon option sets MAINPID to conmon’s pid, and sends READY when the container
has started. The socket is never passed to the runtime or the container.
The healthy option sets MAINPID to conmon’s pid, and sends READY when the container
has turned healthy; requires a healthcheck to be set. The socket is never passed to the runtime or the container.
The ignore option removes NOTIFY_SOCKET from the environment for itself and child processes,
for the case where some other process above Podman uses NOTIFY_SOCKET and Podman does not use it.



--seccomp-policy=policy

Specify the policy to select the seccomp profile. If set to image, Podman looks for a “io.containers.seccomp.profile” label in the container-image config and use its value as a seccomp profile. Otherwise, Podman follows the default policy by applying the default profile unless specified otherwise via --security-opt seccomp as described below.

Note that this feature is experimental and may change in the future.



--secret=secret[,opt=opt …]

Give the container access to a secret. Can be specified multiple times.

A secret is a blob of sensitive data which a container needs at runtime but
is not stored in the image or in source control, such as usernames and passwords,
TLS certificates and keys, SSH keys or other important generic strings or binary content (up to 512 kB in size).

When secrets are specified as type mount, the secrets are copied and mounted into the container when a container is created.
When secrets are specified as type env, the secret is set as an environment variable within the container.
Secrets are written in the container at the time of container creation, and modifying the secret using podman secret commands
after the container is created affects the secret inside the container.

Secrets and its storage are managed using the podman secret command.

Secret Options


	type=mount|env    : How the secret is exposed to the container.
mount mounts the secret into the container as a file.
env exposes the secret as an environment variable.
Defaults to mount.


	target=target     : Target of secret.
For mounted secrets, this is the path to the secret inside the container.
If a fully qualified path is provided, the secret is mounted at that location.
Otherwise, the secret is mounted to
/run/secrets/target for Linux containers or
/var/run/secrets/target for FreeBSD containers.
If the target is not set, the secret is mounted to /run/secrets/secretname by default.
For env secrets, this is the environment variable key. Defaults to secretname.


	uid=0             : UID of secret. Defaults to 0. Mount secret type only.


	gid=0             : GID of secret. Defaults to 0. Mount secret type only.


	mode=0            : Mode of secret. Defaults to 0444. Mount secret type only.




Examples

Mount at /my/location/mysecret with UID 1:

--secret mysecret,target=/my/location/mysecret,uid=1





Mount at /run/secrets/customtarget with mode 0777:

--secret mysecret,target=customtarget,mode=0777





Create a secret environment variable called ENVSEC:

--secret mysecret,type=env,target=ENVSEC







--security-opt=option

Security Options


	apparmor=unconfined : Turn off apparmor confinement for the container


	apparmor=alternate-profile : Set the apparmor confinement profile for the container


	label=user:USER: Set the label user for the container processes


	label=role:ROLE: Set the label role for the container processes


	label=type:TYPE: Set the label process type for the container processes


	label=level:LEVEL: Set the label level for the container processes


	label=filetype:TYPE: Set the label file type for the container files


	label=disable: Turn off label separation for the container




Note: Labeling can be disabled for all containers by setting label=false in the containers.conf (/etc/containers/containers.conf or $HOME/.config/containers/containers.conf) file.


	label=nested: Allows SELinux modifications within the container. Containers are allowed to modify SELinux labels on files and processes, as long as SELinux policy allows. Without nested, containers view SELinux as disabled, even when it is enabled on the host. Containers are prevented from setting any labels.


	mask=/path/1:/path/2: The paths to mask separated by a colon. A masked path cannot be accessed inside the container.


	no-new-privileges: Disable container processes from gaining additional privileges through the execve(2) system call (e.g. via setuid or setgid bits, or via file capabilities). Programs that rely on setuid/setgid bits set on their executable to change user id or group id are no longer able to do so, and any file capabilities added to the executable (e.g. via setcap) are not added to the permitted capability set. For more details, see: https://docs.kernel.org/userspace-api/no_new_privs.html.


	seccomp=unconfined: Turn off seccomp confinement for the container.


	seccomp=profile.json: JSON file to be used as a seccomp filter. Note that the io.podman.annotations.seccomp annotation is set with the specified value as shown in podman inspect.


	proc-opts=OPTIONS : Comma-separated list of options to use for the /proc mount. More details
for the possible mount options are specified in the proc(5) man page.


	unmask=ALL or /path/1:/path/2, or shell expanded paths (/proc/*): Paths to unmask separated by a colon. If set to ALL, it unmasks all the paths that are masked or made read-only by default.
The default masked paths are /proc/acpi, /proc/kcore, /proc/keys, /proc/latency_stats, /proc/sched_debug, /proc/scsi, /proc/timer_list, /proc/timer_stats, /sys/firmware, and /sys/fs/selinux, /sys/devices/virtual/powercap.  The default paths that are read-only are /proc/asound, /proc/bus, /proc/fs, /proc/irq, /proc/sys, /proc/sysrq-trigger, /sys/fs/cgroup.




Note: Labeling can be disabled for all containers by setting label=false in the containers.conf(5) file.



--shm-size=number[unit]

Size of /dev/shm. A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).
If the unit is omitted, the system uses bytes. If the size is omitted, the default is 64m.
When size is 0, there is no limit on the amount of memory used for IPC by the container.
This option conflicts with --ipc=host.



--shm-size-systemd=number[unit]

Size of systemd-specific tmpfs mounts such as /run, /run/lock, /var/log/journal and /tmp.
A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).
If the unit is omitted, the system uses bytes. If the size is omitted, the default is 64m.
When size is 0, the usage is limited to 50% of the host’s available memory.



--stop-signal=signal

Signal to stop a container. Default is SIGTERM.



--stop-timeout=seconds

Timeout to stop a container. Default is 10.
Remote connections use local containers.conf for defaults.



--subgidname=name

Run the container in a new user namespace using the map with name in the /etc/subgid file.
If running rootless, the user needs to have the right to use the mapping. See subgid(5).
This flag conflicts with --userns and --gidmap.



--subuidname=name

Run the container in a new user namespace using the map with name in the /etc/subuid file.
If running rootless, the user needs to have the right to use the mapping. See subuid(5).
This flag conflicts with --userns and --uidmap.



--sysctl=name=value

Configure namespaced kernel parameters at runtime.

For the IPC namespace, the following sysctls are allowed:


	kernel.msgmax


	kernel.msgmnb


	kernel.msgmni


	kernel.sem


	kernel.shmall


	kernel.shmmax


	kernel.shmmni


	kernel.shm_rmid_forced


	Sysctls beginning with fs.mqueue.*




Note: if using the --ipc=host option, the above sysctls are not allowed.

For the network namespace, only sysctls beginning with net.* are allowed.

Note: if using the --network=host option, the above sysctls are not allowed.



--systemd=true | false | always

Run container in systemd mode. The default is true.


	true enables systemd mode only when the command executed inside the container is systemd, /usr/sbin/init,
/sbin/init or /usr/local/sbin/init.


	false disables systemd mode.


	always enforces the systemd mode to be enabled.




Running the container in systemd mode causes the following changes:


	Podman mounts tmpfs file systems on the following directories


	/run


	/run/lock


	/tmp


	/sys/fs/cgroup/systemd (on a cgroup v1 system)


	/var/lib/journal






	Podman sets the default stop signal to SIGRTMIN+3.


	Podman sets container_uuid environment variable in the container to the
first 32 characters of the container ID.


	Podman does not mount virtual consoles (/dev/tty\d+) when running with --privileged.


	On cgroup v2, /sys/fs/cgroup is mounted writable.




This allows systemd to run in a confined container without any modifications.

Note that on SELinux systems, systemd attempts to write to the cgroup
file system. Containers writing to the cgroup file system are denied by default.
The container_manage_cgroup boolean must be enabled for this to be allowed on an SELinux separated system.

setsebool -P container_manage_cgroup true







--timeout=seconds

Maximum time a container is allowed to run before conmon sends it the kill
signal.  By default containers run until they exit or are stopped by
podman stop.



--tls-verify

Require HTTPS and verify certificates when contacting registries (default: true).
If explicitly set to true, TLS verification is used.
If set to false, TLS verification is not used.
If not specified, TLS verification is used unless the target registry
is listed as an insecure registry in containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]



--tmpfs=fs

Create a tmpfs mount.

Mount a temporary filesystem (tmpfs) mount into a container, for example:

$ podman create -d --tmpfs /tmp:rw,size=787448k,mode=1777 my_image





This command mounts a tmpfs at /tmp within the container. The supported mount
options are the same as the Linux default mount flags. If no options are specified,
the system uses the following options:
rw,noexec,nosuid,nodev.



--tty, -t

Allocate a pseudo-TTY. The default is false.

When set to true, Podman allocates a pseudo-tty and attach to the standard
input of the container. This can be used, for example, to run a throwaway
interactive shell.

NOTE: The --tty flag prevents redirection of standard output.  It combines STDOUT and STDERR, it can insert control characters, and it can hang pipes. This option is only used when run interactively in a terminal. When feeding input to Podman, use -i only, not -it.



--tz=timezone

Set timezone in container. This flag takes area-based timezones, GMT time, as well as local, which sets the timezone in the container to match the host machine. See /usr/share/zoneinfo/ for valid timezones.
Remote connections use local containers.conf for defaults



--uidmap=[flags]container_uid:from_uid[:amount]

Run the container in a new user namespace using the supplied UID mapping. This
option conflicts with the --userns and --subuidname options. This
option provides a way to map host UIDs to container UIDs. It can be passed
several times to map different ranges.

The possible values of the optional flags are discussed further down on this page.
The amount value is optional and assumed to be 1 if not given.

The from_uid value is based upon the user running the command, either rootful or rootless users.


	rootful user:  [flags]container_uid:host_uid[:amount]


	rootless user: [flags]container_uid:intermediate_uid[:amount]

Rootful mappings





When podman create is called by a privileged user, the option --uidmap
works as a direct mapping between host UIDs and container UIDs.

host UID -> container UID

The amount specifies the number of consecutive UIDs that is mapped.
If for example amount is 4 the mapping looks like:



	host UID

	container UID





	from_uid

	container_uid



	from_uid + 1

	container_uid + 1



	from_uid + 2

	container_uid + 2



	from_uid + 3

	container_uid + 3






Rootless mappings

When podman create is called by an unprivileged user (i.e. running rootless),
the value from_uid is interpreted as an “intermediate UID”. In the rootless
case, host UIDs are not mapped directly to container UIDs. Instead the mapping
happens over two mapping steps:

host UID -> intermediate UID -> container UID

The --uidmap option only influences the second mapping step.

The first mapping step is derived by Podman from the contents of the file
/etc/subuid and the UID of the user calling Podman.

First mapping step:



	host UID

	intermediate UID





	UID for Podman user

	0



	1st subordinate UID

	1



	2nd subordinate UID

	2



	3rd subordinate UID

	3



	nth subordinate UID

	n






To be able to use intermediate UIDs greater than zero, the user needs to have
subordinate UIDs configured in /etc/subuid. See subuid(5).

The second mapping step is configured with --uidmap.

If for example amount is 5 the second mapping step looks like:



	intermediate UID

	container UID





	from_uid

	container_uid



	from_uid + 1

	container_uid + 1



	from_uid + 2

	container_uid + 2



	from_uid + 3

	container_uid + 3



	from_uid + 4

	container_uid + 4






When running as rootless, Podman uses all the ranges configured in the /etc/subuid file.

The current user ID is mapped to UID=0 in the rootless user namespace.
Every additional range is added sequentially afterward:



	host

	rootless user namespace

	length





	$UID

	0

	1



	1

	$FIRST_RANGE_ID

	$FIRST_RANGE_LENGTH



	1+$FIRST_RANGE_LENGTH

	$SECOND_RANGE_ID

	$SECOND_RANGE_LENGTH






Referencing a host ID from the parent namespace

As a rootless user, the given host ID in --uidmap or --gidmap
is mapped from the intermediate namespace generated by Podman. Sometimes
it is desirable to refer directly at the host namespace. It is possible
to manually do so, by running podman unshare cat /proc/self/gid_map,
finding the desired host id at the second column of the output, and getting
the corresponding intermediate id from the first column.

Podman can perform all that by preceding the host id in the mapping
with the @ symbol. For instance, by specifying --gidmap 100000:@2000:1,
podman will look up the intermediate id corresponding to host id 2000 and
it will map the found intermediate id to the container id 100000. The
given host id must have been subordinated (otherwise it would not be mapped
into the intermediate space in the first place).

If the length is greater than one, for instance with --gidmap 100000:@2000:2,
Podman will map host ids 2000 and 2001 to 100000 and 100001, respectively,
regardless of how the intermediate mapping is defined.

Extending previous mappings

Some mapping modifications may be cumbersome. For instance, a user
starts with a mapping such as --gidmap="0:0:65000", that needs to be
changed such as the parent id 1 is mapped to container id 100000
instead, leaving container id 1 unassigned. The corresponding --gidmap
becomes --gidmap="0:0:1" --gidmap="2:2:65534" --gidmap="100000:1:1".

This notation can be simplified using the + flag, that takes care of
breaking previous mappings removing any conflicting assignment with
the given mapping. The flag is given before the container id
as follows: --gidmap="0:0:65000" --gidmap="+100000:1:1"



	Flag

	Example

	Description





	+

	+100000:1:1

	Extend the previous mapping






This notation leads to gaps in the assignment, so it may be convenient to
fill those gaps afterwards: --gidmap="0:0:65000" --gidmap="+100000:1:1" --gidmap="1:65001:1"

One specific use case for this flag is in the context of rootless
users. A rootless user may specify mappings with the + flag as
in --gidmap="+100000:1:1". Podman will then “fill the gaps” starting
from zero with all the remaining intermediate ids. This is convenient when
a user wants to map a specific intermediate id to a container id, leaving
the rest of subordinate ids to be mapped by Podman at will.

Passing only one of --uidmap or --gidmap

Usually, subordinated user and group ids are assigned simultaneously, and
for any user the subordinated user ids match the subordinated group ids.
For convenience, if only one of --uidmap or --gidmap is given,
podman assumes the mapping refers to both UIDs and GIDs and applies the
given mapping to both. If only one value of the two needs to be changed,
the mappings should include the u or the g flags to specify that
they only apply to UIDs or GIDs and should not be copied over.



	flag

	Example

	Description





	u

	u20000:2000:1

	The mapping only applies to UIDs



	g

	g10000:1000:1

	The mapping only applies to GIDs






For instance given the command

podman create --gidmap "0:0:1000" --gidmap "g2000:2000:1"





Since no --uidmap is given, the --gidmap is copied to --uidmap,
giving a command equivalent to

podman create --gidmap "0:0:1000" --gidmap "2000:2000:1" --uidmap "0:0:1000"





The --gidmap "g2000:2000:1" used the g flag and therefore it was
not copied to --uidmap.

Rootless mapping of additional host GIDs

A rootless user may desire to map a specific host group that has already been
subordinated within /etc/subgid without specifying the rest of the mapping.

This can be done with --gidmap “+gcontainer_gid:@host_gid”

Where:


	The host GID is given through the @ symbol


	The mapping of this GID is not copied over to --usermap thanks to the g flag.


	The rest of the container IDs will be mapped starting from 0 to n,
with all the remaining subordinated GIDs, thanks to the + flag.




For instance, if a user belongs to the group 2000 and that group is
subordinated to that user (with usermod --add-subgids 2000-2000 $USER),
the user can map the group into the container with: --gidmap=+g100000:@2000.

If this mapping is combined with the option, --group-add=keep-groups, the
process in the container will belong to group 100000, and files belonging
to group 2000 in the host will appear as being owned by group 100000
inside the container.

podman run --group-add=keep-groups --gidmap="+g100000:@2000" ...





No subordinate UIDs

Even if a user does not have any subordinate UIDs in  /etc/subuid,
--uidmap can be used to map the normal UID of the user to a
container UID by running podman create --uidmap $container_uid:0:1 --user $container_uid ....

Pods

The --uidmap option cannot be called in conjunction with the --pod option as a uidmap cannot be set on the container level when in a pod.



--ulimit=option

Ulimit options. Sets the ulimits values inside of the container.

--ulimit with a soft and hard limit in the format =
  
    
    

    podman-diff
    

    

    
 
  

    
      
          
            
  
NAME

podman-diff - Inspect changes on a container or image’s filesystem



SYNOPSIS

podman diff [options] container|image [container|image]



DESCRIPTION

Displays changes on a container or image’s filesystem.  The container or image is compared to its parent layer or the second argument when given.

The output is prefixed with the following symbols:



	Symbol

	Description





	A

	A file or directory was added.



	D

	A file or directory was deleted.



	C

	A file or directory was changed.








OPTIONS


--format

Alter the output into a different format.  The only valid format for podman diff is json.



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)




EXAMPLES

Show container-modified files versus the container’s image:

$ podman diff container1
A /myscript.sh





Show container-modified files versus the container’s image in JSON format:

$ podman diff --format json myimage
{
  "changed": [
    "/usr",
    "/usr/local",
    "/usr/local/bin"
  ],
  "added": [
    "/usr/local/bin/docker-entrypoint.sh"
  ]
}





Show the difference between the specified container and the image:

$ podman diff container1 image1
A /test







SEE ALSO

podman(1), podman-container-diff(1), podman-image-diff(1)



HISTORY

August 2017, Originally compiled by Ryan Cole rycole@redhat.com
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NAME

podman-events - Monitor Podman events



SYNOPSIS

podman events [options]

podman system events [options]



DESCRIPTION

Monitor and print events that occur in Podman. Each event includes a timestamp,
a type, a status, name (if applicable), and image (if applicable).  The default logging
mechanism is journald. This can be changed in containers.conf by changing the events_logger
value to file.  Only file and journald are accepted. A none logger is also
available, but this logging mechanism completely disables events; nothing is reported by
podman events.

By default, streaming mode is used, printing new events as they occur.  Previous events can be listed via --since and --until.

The container event type reports the follow statuses:


	attach


	checkpoint


	cleanup


	commit


	connect


	create


	died


	disconnect


	exec


	exec_died


	exited


	export


	import


	init


	kill


	mount


	pause


	prune


	remove


	rename


	restart


	restore


	start


	stop


	sync


	unmount


	unpause


	update




The pod event type reports the follow statuses:


	create


	kill


	pause


	remove


	start


	stop


	unpause




The image event type reports the following statuses:


	loadFromArchive,


	mount


	pull


	pull-error


	push


	remove


	save


	tag


	unmount


	untag




The system type reports the following statuses:


	refresh


	renumber




The volume type reports the following statuses:


	create


	prune


	remove




The secret type reports the following statuses:


	create


	remove




The network type reports the following statuses:


	create


	connect


	disconnect


	remove





Verbose Create Events

Setting events_container_create_inspect_data=true in containers.conf(5) instructs Podman to create more verbose container-create events which include a JSON payload with detailed information about the containers.  The JSON payload is identical to the one of podman-container-inspect(1).  The associated field in journald is named PODMAN_CONTAINER_INSPECT_DATA.




OPTIONS


--filter, -f=filter

Filter events that are displayed.  They must be in the format of “filter=value”.  The following
filters are supported:



	Filter

	Description





	container

	[Name or ID] Container’s name or ID



	event

	event_status (described above)



	image

	[Name or ID] Image name or ID



	label

	[key] or [key=value] label



	pod

	[Name or ID] Pod name or ID



	volume

	[Name or ID] Volume name or ID



	type

	Event_type (described above)






In the case where an ID is used, the ID may be in its full or shortened form.  The “die” event is mapped to “died” for Docker compatibility.



--format

Format the output to JSON Lines or using the given Go template.



	Placeholder

	Description





	.Attributes …

	created_at, _by, labels, and more (map[])



	.ContainerExitCode

	Exit code (int)



	.ContainerInspectData

	Payload of the container’s inspect



	.Error

	Error message in case the event status is an error (e.g. pull-error)



	.HealthStatus

	Health Status (string)



	.ID

	Container ID (full 64-bit SHA)



	.Image

	Name of image being run (string)



	.Name

	Container name (string)



	.Network

	Name of network being used (string)



	.PodID

	ID of pod associated with container, if any



	.Status

	Event status (e.g., create, start, died, …)



	.Time

	Event timestamp (string)



	.TimeNano

	Event timestamp with nanosecond precision (int64)



	.Type

	Event type (e.g., image, container, pod, …)








--help

Print usage statement.



--no-trunc

Do not truncate the output (default true).



--since=timestamp

Show all events created since the given timestamp



--stream

Stream events and do not exit after reading the last known event (default true).



--until=timestamp

Show all events created until the given timestamp

The since and until values can be RFC3339Nano time stamps or a Go duration string such as 10m, 5h. If no
since or until values are provided, only new events are shown.




JOURNALD IDENTIFIERS

The journald events-backend of Podman uses the following journald identifiers.  You can use the identifiers to filter Podman events directly with journalctl.



	Identifier

	Description





	SYSLOG_IDENTIFIER

	Always set to “podman”



	PODMAN_EVENT

	The event status as described above



	PODMAN_TYPE

	The event type as described above



	PODMAN_TIME

	The time stamp when the event was written



	PODMAN_NAME

	Name of the event object (e.g., container, image)



	PODMAN_ID

	ID of the event object (e.g., container, image)



	PODMAN_EXIT_CODE

	Exit code of the container



	PODMAN_POD_ID

	Pod ID of the container



	PODMAN_LABELS

	Labels of the container



	PODMAN_HEALTH_STATUS

	Health status of the container



	PODMAN_CONTAINER_INSPECT_DATA

	The JSON payload of podman-inspect as described above



	PODMAN_NETWORK_NAME

	The name of the network








EXAMPLES

Show Podman events:

$ podman events
2019-03-02 10:33:42.312377447 -0600 CST container create 34503c192940 (image=docker.io/library/alpine:latest, name=friendly_allen)
2019-03-02 10:33:46.958768077 -0600 CST container init 34503c192940 (image=docker.io/library/alpine:latest, name=friendly_allen)
2019-03-02 10:33:46.973661968 -0600 CST container start 34503c192940 (image=docker.io/library/alpine:latest, name=friendly_allen)
2019-03-02 10:33:50.833761479 -0600 CST container stop 34503c192940 (image=docker.io/library/alpine:latest, name=friendly_allen)
2019-03-02 10:33:51.047104966 -0600 CST container cleanup 34503c192940 (image=docker.io/library/alpine:latest, name=friendly_allen)





Show only Podman container create events:

$ podman events -f event=create
2019-03-02 10:36:01.375685062 -0600 CST container create 20dc581f6fbf (image=docker.io/library/alpine:latest, name=sharp_morse)
2019-03-02 10:36:08.561188337 -0600 CST container create 58e7e002344c (image=registry.k8s.io/pause:3.1, name=3e701f270d54-infra)
2019-03-02 10:36:13.146899437 -0600 CST volume create cad6dc50e087 (image=, name=cad6dc50e0879568e7d656bd004bd343d6035e7fc4024e1711506fe2fd459e6f)
2019-03-02 10:36:29.978806894 -0600 CST container create d81e30f1310f (image=docker.io/library/busybox:latest, name=musing_newton)





Show only Podman pod create events:

$ podman events --filter event=create --filter type=pod
2019-03-02 10:44:29.601746633 -0600 CST pod create 1df5ebca7b44 (image=, name=confident_hawking)
2019-03-02 10:44:42.374637304 -0600 CST pod create ca731231718e (image=, name=webapp)
2019-03-02 10:44:47.486759133 -0600 CST pod create 71e807fc3a8e (image=, name=reverent_swanson)





Show only Podman events created in the last five minutes:

$ sudo podman events --since 5m
2019-03-02 10:44:29.598835409 -0600 CST container create b629d10d3831 (image=registry.k8s.io/pause:3.1, name=1df5ebca7b44-infra)
2019-03-02 10:44:29.601746633 -0600 CST pod create 1df5ebca7b44 (image=, name=confident_hawking)
2019-03-02 10:44:42.371100253 -0600 CST container create 170a0f457d00 (image=registry.k8s.io/pause:3.1, name=ca731231718e-infra)
2019-03-02 10:44:42.374637304 -0600 CST pod create ca731231718e (image=, name=webapp)





Show Podman events in JSON Lines format:

$ podman events --format json
{"ID":"683b0909d556a9c02fa8cd2b61c3531a965db42158627622d1a67b391964d519","Image":"localhost/myshdemo:latest","Name":"agitated_diffie","Status":"cleanup","Time":"2019-04-27T22:47:00.849932843-04:00","Type":"container"}
{"ID":"a0f8ab051bfd43f9c5141a8a2502139707e4b38d98ac0872e57c5315381e88ad","Image":"docker.io/library/alpine:latest","Name":"friendly_tereshkova","Status":"unmount","Time":"2019-04-28T13:43:38.063017276-04:00","Type":"container"}







SEE ALSO

podman(1), containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md]



HISTORY

March 2019, Originally compiled by Brent Baude bbaude@redhat.com
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NAME

podman-exec - Execute a command in a running container



SYNOPSIS

podman exec [options] container command [arg …]

podman container exec [options] container command [arg …]



DESCRIPTION

podman exec executes a command in a running container.



OPTIONS


--cidfile=file

Read the ID of the target container from the specified file.



--detach, -d

Start the exec session, but do not attach to it. The command runs in the background, and the exec session is automatically removed when it completes. The podman exec command prints the ID of the exec session and exits immediately after it starts.



--detach-keys=sequence

Specify the key sequence for detaching a container. Format is a single character [a-Z] or one or more ctrl-<value> characters where <value> is one of: a-z, @, ^, [, , or _. Specifying “” disables this feature. The default is ctrl-p,ctrl-q.

This option can also be set in containers.conf(5) file.



--env, -e=env

Set environment variables.

This option allows arbitrary environment variables that are available for the process to be launched inside of the container. If an environment variable is specified without a value, Podman checks the host environment for a value and set the variable only if it is set on the host. As a special case, if an environment variable ending in * is specified without a value, Podman searches the host environment for variables starting with the prefix and adds those variables to the container.



--env-file=file

Read in a line-delimited file of environment variables.



--interactive, -i

When set to true, make stdin available to the contained process. If false, the stdin of the contained process is empty and immediately closed.

If attached, stdin is piped to the contained process. If detached, reading stdin will block until later attached.

Caveat: Podman will consume input from stdin as soon as it becomes available, even if the contained process doesn’t request it.



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)



--no-session

Do not create a database session for the exec process. This can improve performance but the exec session will not be visible to other podman commands.



--preserve-fd=FD1[,FD2,…]

Pass down to the process the additional file descriptors specified in the comma separated list.  It can be specified multiple times.
This option is only supported with the crun OCI runtime.  It might be a security risk to use this option with other OCI runtimes.

(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--preserve-fds=N

Pass down to the process N additional file descriptors (in addition to 0, 1, 2).
The total FDs are 3+N.
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--privileged

Give extended privileges to this container. The default is false.

By default, Podman containers are unprivileged (=false) and cannot, for
example, modify parts of the operating system. This is because by default a
container is only allowed limited access to devices. A “privileged” container
is given the same access to devices as the user launching the container, with
the exception of virtual consoles (/dev/tty\d+) when running in systemd
mode (--systemd=always).

A privileged container turns off the security features that isolate the
container from the host. Dropped Capabilities, limited devices, read-only mount
points, Apparmor/SELinux separation, and Seccomp filters are all disabled.
Due to the disabled security features, the privileged field should almost never
be set as containers can easily break out of confinement.

Containers running in a user namespace (e.g., rootless containers) cannot have
more privileges than the user that launched them.



--tty, -t

Allocate a pseudo-TTY. The default is false.

When set to true, Podman allocates a pseudo-tty and attach to the standard
input of the container. This can be used, for example, to run a throwaway
interactive shell.

NOTE: The --tty flag prevents redirection of standard output.  It combines STDOUT and STDERR, it can insert control characters, and it can hang pipes. This option is only used when run interactively in a terminal. When feeding input to Podman, use -i only, not -it.



--user, -u=user[:group]

Sets the username or UID used and, optionally, the groupname or GID for the specified command. Both user and group may be symbolic or numeric.

Without this argument, the command runs as the user specified in the container image. Unless overridden by a USER command in the Containerfile or by a value passed to this option, this user generally defaults to root.

When a user namespace is not in use, the UID and GID used within the container and on the host match. When user namespaces are in use, however, the UID and GID in the container may correspond to another UID and GID on the host. In rootless containers, for example, a user namespace is always used, and root in the container by default corresponds to the UID and GID of the user invoking Podman.



--workdir, -w=dir

Working directory inside the container.

The default working directory for running binaries within a container is the root directory (/).
The image developer can set a different default with the WORKDIR instruction. The operator
can override the working directory by using the -w option.




Exit Status

The exit code from podman exec gives information about why the command within the container failed to run or why it exited.  When podman exec exits with a
non-zero code, the exit codes follow the chroot standard, see below:

125 The error is with Podman itself

$ podman exec --foo ctrID /bin/sh; echo $?
Error: unknown flag: --foo
125





126 The contained command cannot be invoked

$ podman exec ctrID /etc; echo $?
Error: container_linux.go:346: starting container process caused "exec: \"/etc\": permission denied": OCI runtime error
126





127 The contained command cannot be found

$ podman exec ctrID foo; echo $?
Error: container_linux.go:346: starting container process caused "exec: \"foo\": executable file not found in $PATH": OCI runtime error
127





Exit code The contained command exit code

$ podman exec ctrID /bin/sh -c 'exit 3'; echo $?
3







EXAMPLES

Execute command in selected container with a stdin and a tty allocated:

$ podman exec -it ctrID ls





Execute command with the overridden working directory in selected container with a stdin and a tty allocated:

$ podman exec -it -w /tmp myCtr pwd





Execute command as the specified user in selected container:

$ podman exec --user root ctrID ls





Execute command but do not attach to the exec session leaving the command running in the background:

$ podman exec -d ctrID find /path/to/search -name yourfile







SEE ALSO

podman(1), podman-run(1)



HISTORY
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NAME

podman-export - Export a container’s filesystem contents as a tar archive



SYNOPSIS

podman export [options] container

podman container export [options] container



DESCRIPTION

podman export exports the filesystem of a container and saves it as a tarball
on the local machine. podman export writes to STDOUT by default and can be
redirected to a file using the --output flag.
The image of the container exported by podman export can be imported by podman import.
To export image(s) with parent layers, use podman save.
Note: : is a restricted character and cannot be part of the file name.

podman [GLOBAL OPTIONS]

podman export [GLOBAL OPTIONS]

podman export [OPTIONS] CONTAINER



OPTIONS


--help, -h

Print usage statement



--output, -o

Write to a file, default is STDOUT




EXAMPLES

Export container into specified tar ball:

$ podman export -o redis-container.tar 883504668ec465463bc0fe7e63d53154ac3b696ea8d7b233748918664ea90e57





Export container to stdout:

$ podman export 883504668ec465463bc0fe7e63d53154ac3b696ea8d7b233748918664ea90e57 > redis-container.tar







SEE ALSO

podman(1), podman-import(1)



HISTORY

August 2017, Originally compiled by Urvashi Mohnani umohnani@redhat.com
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NAME

podman-farm-build - Build images on farm nodes, then bundle them into a manifest list



SYNOPSIS

podman farm build [options] [context]



DESCRIPTION

podman farm build Builds an image on all nodes in a farm and bundles them up into a manifest list.
It executes the podman build command on the nodes in the farm with the given Containerfile. Once the
images are built on all the farm nodes, the images will be pushed to the registry given via the --tag
flag. Once all the images have been pushed, a manifest list will be created locally and pushed to the registry
as well.

The manifest list will contain an image per native architecture type that is present in the farm.

The primary function of this command is to create multi-architecture builds that will be faster than doing it
via emulation using podman build --arch --platform.

If no farm is specified, the build will be sent out to all the nodes that podman system connection knows of.

Note: Since the images built are directly pushed to a registry, the user must pass in a full image name using the
--tag option in the format registry/repository/imageName[:tag]`.



OPTIONS


--add-host=hostname[;hostname[;…]]:ip

Add a custom host-to-IP mapping to the container’s /etc/hosts file.

The option takes one or multiple semicolon-separated hostnames to be mapped to
a single IPv4 or IPv6 address, separated by a colon. It can also be used to
overwrite the IP addresses of hostnames Podman adds to /etc/hosts by default
(also see the --name and --hostname options). This option can be
specified multiple times to add additional mappings to /etc/hosts. It
conflicts with the --no-hosts option and conflicts with no_hosts=true in
containers.conf.

Instead of an IP address, the special flag host-gateway can be given. This
resolves to an IP address the container can use to connect to the host. The
IP address chosen depends on your network setup, thus there’s no guarantee that
Podman can determine the host-gateway address automatically, which will then
cause Podman to fail with an error message. You can overwrite this IP address
using the host_containers_internal_ip option in containers.conf.

The host-gateway address is also used by Podman to automatically add the
host.containers.internal and host.docker.internal hostnames to /etc/hosts.
You can prevent that by either giving the --no-hosts option, or by setting
host_containers_internal_ip=”none” in containers.conf. If no host-gateway
address was configured manually and Podman fails to determine the IP address
automatically, Podman will silently skip adding these internal hostnames to
/etc/hosts. If Podman is running in a virtual machine using podman machine
(this includes Mac and Windows hosts), Podman will silently skip adding the
internal hostnames to /etc/hosts, unless an IP address was configured
manually; the internal hostnames are resolved by the gvproxy DNS resolver
instead.

Podman will use the /etc/hosts file of the host as a basis by default, i.e.
any hostname present in this file will also be present in the /etc/hosts file
of the container. A different base file can be configured using the
base_hosts_file config in containers.conf.



--annotation=annotation=value

Add an image annotation (e.g. annotation=value) to the image metadata. Can
be used multiple times.

Note: this information is not present in Docker image formats, so it is
discarded when writing images in Docker formats.



--authfile=path

Path of the authentication file. Default is ${XDG_RUNTIME_DIR}/containers/auth.json on Linux, and $HOME/.config/containers/auth.json on Windows/macOS.
The file is created by podman login. If the authorization state is not found there, $HOME/.docker/config.json is checked, which is set using docker login.

Note: There is also the option to override the default path of the authentication file by setting the REGISTRY_AUTH_FILE environment variable. This can be done with export REGISTRY_AUTH_FILE=path.



--build-arg=arg=value

Specifies a build argument and its value, which is interpolated in
instructions read from the Containerfiles in the same way that environment variables are, but which are not added to environment variable list in the resulting image’s configuration.



--build-arg-file=path

Specifies a file containing lines of build arguments of the form arg=value.
The suggested file name is argfile.conf.

Comment lines beginning with # are ignored, along with blank lines.
All others must be of the arg=value format passed to --build-arg.

If several arguments are provided via the --build-arg-file
and --build-arg options, the build arguments are merged across all
of the provided files and command line arguments.

Any file provided in a --build-arg-file option is read before
the arguments supplied via the --build-arg option.

When a given argument name is specified several times, the last instance
is the one that is passed to the resulting builds. This means --build-arg
values always override those in a --build-arg-file.



--build-context=name=value

Specify an additional build context using its short name and its location.
Additional build contexts can be referenced in the same manner as we access
different stages in COPY instruction.

Valid values are:


	Local directory – e.g. --build-context project2=../path/to/project2/src


	HTTP URL to a tarball – e.g. --build-context src=https://example.org/releases/src.tar


	Container image – specified with a container-image:// prefix, e.g. --build-context alpine=container-image://alpine:3.15, (also accepts docker://, docker-image://)




On the Containerfile side, reference the build context on all
commands that accept the “from” parameter. Here’s how that might look:

FROM [name]
COPY --from=[name] ...
RUN --mount=from=[name] …





The value of [name] is matched with the following priority order:


	Named build context defined with --build-context [name]=..


	Stage defined with AS [name] inside Containerfile


	Image [name], either local or in a remote registry






--cache-from=image

Repository to utilize as a potential cache source. When specified, Buildah tries to look for
cache images in the specified repository and attempts to pull cache images instead of actually
executing the build steps locally. Buildah only attempts to pull previously cached images if they
are considered as valid cache hits.

Use the --cache-to option to populate a remote repository with cache content.

Example

# populate a cache and also consult it
buildah build -t test --layers --cache-to registry/myrepo/cache --cache-from registry/myrepo/cache .





Note: --cache-from option is ignored unless --layers is specified.



--cache-to=image

Set this flag to specify a remote repository that is used to store cache images. Buildah attempts to
push newly built cache image to the remote repository.

Note: Use the --cache-from option in order to use cache content in a remote repository.

Example

# populate a cache and also consult it
buildah build -t test --layers --cache-to registry/myrepo/cache --cache-from registry/myrepo/cache .





Note: --cache-to option is ignored unless --layers is specified.



--cache-ttl

Limit the use of cached images to only consider images with created timestamps less than duration ago.
For example if --cache-ttl=1h is specified, Buildah considers intermediate cache images which are created
under the duration of one hour, and intermediate cache images outside this duration is ignored.

Note: Setting --cache-ttl=0 manually is equivalent to using --no-cache in the
implementation since this means that the user does not want to use cache at all.



--cap-add=CAP_xxx

When executing RUN instructions, run the command specified in the instruction
with the specified capability added to its capability set.
Certain capabilities are granted by default; this option can be used to add
more.



--cap-drop=CAP_xxx

When executing RUN instructions, run the command specified in the instruction
with the specified capability removed from its capability set.
The CAP_CHOWN, CAP_DAC_OVERRIDE, CAP_FOWNER,
CAP_FSETID, CAP_KILL, CAP_NET_BIND_SERVICE, CAP_SETFCAP,
CAP_SETGID, CAP_SETPCAP, and CAP_SETUID capabilities are
granted by default; this option can be used to remove them.

If a capability is specified to both the --cap-add and --cap-drop
options, it is dropped, regardless of the order in which the options were
given.



--cert-dir=path

Use certificates at path (*.crt, *.cert, *.key) to connect to the registry. (Default: /etc/containers/certs.d)
For details, see containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md].
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--cgroup-parent=path

Path to cgroups under which the cgroup for the container is created. If the
path is not absolute, the path is considered to be relative to the cgroups path
of the init process. Cgroups are created if they do not already exist.



--cgroupns=how

Sets the configuration for cgroup namespaces when handling RUN instructions.
The configured value can be “” (the empty string) or “private” to indicate
that a new cgroup namespace is created, or it can be “host” to indicate
that the cgroup namespace in which buildah itself is being run is reused.



--cleanup

Remove built images from farm nodes on success (Default: false).



--compat-volumes

Handle directories marked using the VOLUME instruction (both in this build, and
those inherited from base images) such that their contents can only be modified
by ADD and COPY instructions. Any changes made in those locations by RUN
instructions will be reverted. Before the introduction of this option, this
behavior was the default, but it is now disabled by default.



--cpp-flag=flags

Set additional flags to pass to the C Preprocessor cpp(1). Containerfiles ending with a “.in” suffix is preprocessed via cpp(1). This option can be used to pass additional flags to cpp.Note: You can also set default CPPFLAGS by setting the BUILDAH_CPPFLAGS environment variable (e.g., export BUILDAH_CPPFLAGS=”-DDEBUG”).



--cpu-period=limit

Set the CPU period for the Completely Fair Scheduler (CFS), which is a
duration in microseconds. Once the container’s CPU quota is used up, it will not
be scheduled to run until the current period ends. Defaults to 100000
microseconds.

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpu-quota=limit

Limit the CPU Completely Fair Scheduler (CFS) quota.

Limit the container’s CPU usage. By default, containers run with the full
CPU resource. The limit is a number in microseconds. If a number is provided,
the container is allowed to use that much CPU time until the CPU period
ends (controllable via --cpu-period).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpu-shares, -c=shares

CPU shares (relative weight).

By default, all containers get the same proportion of CPU cycles. This
proportion can be modified by changing the container’s CPU share weighting
relative to the combined weight of all the running containers.
Default weight is 1024.

The proportion only applies when CPU-intensive processes are running.
When tasks in one container are idle, other containers can use the
left-over CPU time. The actual amount of CPU time varies depending on
the number of containers running on the system.

For example, consider three containers, one has a cpu-share of 1024 and
two others have a cpu-share setting of 512. When processes in all three
containers attempt to use 100% of CPU, the first container receives
50% of the total CPU time. If a fourth container is added with a cpu-share
of 1024, the first container only gets 33% of the CPU. The remaining containers
receive 16.5%, 16.5% and 33% of the CPU.

On a multi-core system, the shares of CPU time are distributed over all CPU
cores. Even if a container is limited to less than 100% of CPU time, it can
use 100% of each individual CPU core.

For example, consider a system with more than three cores.
If the container C0 is started with --cpu-shares=512 running one process,
and another container C1 with --cpu-shares=1024 running two processes,
this can result in the following division of CPU shares:



	PID

	container

	CPU

	CPU share





	100

	C0

	0

	100% of CPU0



	101

	C1

	1

	100% of CPU1



	102

	C1

	2

	100% of CPU2






On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpuset-cpus=number

CPUs in which to allow execution. Can be specified as a comma-separated list
(e.g. 0,1), as a range (e.g. 0-3), or any combination thereof
(e.g. 0-3,7,11-15).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpuset-mems=nodes

Memory nodes (MEMs) in which to allow execution (0-3, 0,1). Only effective on
NUMA systems.

If there are four memory nodes on the system (0-3), use --cpuset-mems=0,1
then processes in the container only uses memory from the first
two memory nodes.

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--created-annotation

Add an image annotation (see also --annotation) to the image metadata
setting “org.opencontainers.image.created” to the current time, or to the
datestamp specified to the --source-date-epoch or --timestamp flag,
if either was used.  If false, no such annotation will be present in the
written image.

Note: this information is not present in Docker image formats, so it is discarded when writing images in Docker formats.



--creds=[username[:password]]

The [username[:password]] to use to authenticate with the registry, if required.
If one or both values are not supplied, a command line prompt appears and the
value can be entered. The password is entered without echo.

Note that the specified credentials are only used to authenticate against
target registries.  They are not used for mirrors or when the registry gets
rewritten (see containers-registries.conf(5)); to authenticate against those
consider using a containers-auth.json(5) file.



--decryption-key=key[:passphrase]

The [key[:passphrase]] to be used for decryption of images. Key can point to keys and/or certificates. Decryption is tried with all keys. If the key is protected by a passphrase, it is required to be passed in the argument and omitted otherwise.



--device=host-device[:container-device][:permissions]

Add a host device to the container. Optional permissions parameter
can be used to specify device permissions by combining
r for read, w for write, and m for mknod(2).

Example: --device=/dev/sdc:/dev/xvdc:rwm.

Note: if host-device is a symbolic link then it is resolved first.
The container only stores the major and minor numbers of the host device.

Podman may load kernel modules required for using the specified
device. The devices that Podman loads modules for when necessary are:
/dev/fuse.

In rootless mode, the new device is bind mounted in the container from the host
rather than Podman creating it within the container space. Because the bind
mount retains its SELinux label on SELinux systems, the container can get
permission denied when accessing the mounted device. Modify SELinux settings to
allow containers to use all device labels via the following command:

$ sudo setsebool -P  container_use_devices=true

Note: if the user only has access rights via a group, accessing the device
from inside a rootless container fails. The crun(1) [https://github.com/containers/crun/tree/main/crun.1.md] runtime offers a
workaround for this by adding the option
--annotation run.oci.keep_original_groups=1.



--disable-compression, -D

Don’t compress filesystem layers when building the image unless it is required
by the location where the image is being written.  This is the default setting,
because image layers are compressed automatically when they are pushed to
registries, and images being written to local storage only need to be
decompressed again to be stored.  Compression can be forced in all cases by
specifying --disable-compression=false.



--dns=ipaddr

Set custom DNS servers.

This option can be used to override the DNS
configuration passed to the container. Typically this is necessary when the
host DNS configuration is invalid for the container (e.g., 127.0.0.1). When this
is the case the --dns flag is necessary for every run.

The special value none can be specified to disable creation of /etc/resolv.conf in the container by Podman.
The /etc/resolv.conf file in the image is then used without changes.

Note that ipaddr may be added directly to the container’s /etc/resolv.conf.
This is not guaranteed though.  For example, passing a custom network whose dns_enabled is set to true to --network will result in /etc/resolv.conf only referring to the aardvark-dns server.  aardvark-dns then forwards to the supplied ipaddr for all non-container name queries.

This option cannot be combined with --network that is set to none.

Note: this option takes effect only during RUN instructions in the build.
It does not affect /etc/resolv.conf in the final image.



--dns-option=option

Set custom DNS options to be used during the build.



--dns-search=domain

Set custom DNS search domains to be used during the build.



--env=env[=value]

Add a value (e.g. env=value) to the built image.  Can be used multiple times.
If neither = nor a value are specified, but env is set in the current
environment, the value from the current environment is added to the image.
To remove an environment variable from the built image, use the --unsetenv
option.



--farm

This option specifies the name of the farm to be used in the build process.

This option specifies the name of the farm to be used in the build process.



--file, -f=Containerfile

Specifies a Containerfile which contains instructions for building the image,
either a local file or an http or https URL.  If more than one
Containerfile is specified, FROM instructions are only be accepted from the
last specified file.

If a build context is not specified, and at least one Containerfile is a
local file, the directory in which it resides is used as the build
context.

Specifying the option -f - causes the Containerfile contents to be read from stdin.



--force-rm

Always remove intermediate containers after a build, even if the build fails (default true).



--format

Control the format for the built image’s manifest and configuration data.
Recognized formats include oci (OCI image-spec v1.0, the default) and
docker (version 2, using schema format 2 for the manifest).

Note: You can also override the default format by setting the BUILDAH_FORMAT
environment variable.  export BUILDAH_FORMAT=docker



--from

Overrides the first FROM instruction within the Containerfile.  If there are multiple
FROM instructions in a Containerfile, only the first is changed.

With the remote podman client, not all container transports work as
expected. For example, oci-archive:/x.tar references /x.tar on the remote
machine instead of on the client. When using podman remote clients it is
best to restrict use to containers-storage, and docker:// transports.



--group-add=group | keep-groups

Assign additional groups to the primary user running within the container process.


	keep-groups is a special flag that tells Podman to keep the supplementary group access.




Allows container to use the user’s supplementary group access. If file systems or
devices are only accessible by the rootless user’s group, this flag tells the OCI
runtime to pass the group access into the container. Currently only available
with the crun OCI runtime. Note: keep-groups is exclusive, other groups cannot be specified
with this flag. (Not available for remote commands, including Mac and Windows (excluding WSL2) machines)



--help, -h

Print usage statement



--hooks-dir=path

Each *.json file in the path configures a hook for buildah build containers. For more details on the syntax of the JSON files and the semantics of hook injection. Buildah currently support both the 1.0.0 and 0.1.0 hook schemas, although the 0.1.0 schema is deprecated.

This option may be set multiple times; paths from later options have higher precedence.

For the annotation conditions, buildah uses any annotations set in the generated OCI configuration.

For the bind-mount conditions, only mounts explicitly requested by the caller via --volume are considered. Bind mounts that buildah inserts by default (e.g. /dev/shm) are not considered.

If --hooks-dir is unset for root callers, Buildah currently defaults to /usr/share/containers/oci/hooks.d and /etc/containers/oci/hooks.d in order of increasing precedence. Using these defaults is deprecated. Migrate to explicitly setting --hooks-dir.



--http-proxy

By default proxy environment variables are passed into the container if set
for the Podman process. This can be disabled by setting the value to false.
The environment variables passed in include http_proxy,
https_proxy, ftp_proxy, no_proxy, and also the upper case versions of
those. This option is only needed when the host system must use a proxy but
the container does not use any proxy. Proxy environment variables specified
for the container in any other way overrides the values that have
been passed through from the host. (Other ways to specify the proxy for the
container include passing the values with the --env flag, or hard coding the
proxy environment at container build time.)
When used with the remote client it uses the proxy environment variables
that are set on the server process.

Defaults to true.



--identity-label

Adds default identity label io.buildah.version if set. (default true).



--ignorefile

Path to an alternative .containerignore file.



--iidfile=ImageIDfile

Write the built image’s ID to the file.  When --platform is specified more than once, attempting to use this option triggers an error.



--inherit-annotations=bool-value

Inherit the annotations from the base image or base stages. (default true).
Use cases which set this flag to false may need to do the same for the
--created-annotation flag.



--inherit-labels

Inherit the labels from the base image or base stages. (default true).



--ipc=how

Sets the configuration for IPC namespaces when handling RUN instructions.
The configured value can be “” (the empty string) or “container” to indicate
that a new IPC namespace is created, or it can be “host” to indicate
that the IPC namespace in which podman itself is being run is reused,
or it can be the path to an IPC namespace which is already in use by
another process.



--isolation=type

Controls what type of isolation is used for running processes as part of RUN
instructions.  Recognized types include oci (OCI-compatible runtime, the
default), rootless (OCI-compatible runtime invoked using a modified
configuration and its --rootless option enabled, with --no-new-keyring
--no-pivot added to its create invocation, with network and UTS namespaces
disabled, and IPC, PID, and user namespaces enabled; the default for
unprivileged users), and chroot (an internal wrapper that leans more toward
chroot(1) than container technology).

Note: You can also override the default isolation type by setting the
BUILDAH_ISOLATION environment variable.  export BUILDAH_ISOLATION=oci



--jobs=number

Run up to N concurrent stages in parallel.  If the number of jobs is greater
than 1, stdin is read from /dev/null.  If 0 is specified, then there is
no limit in the number of jobs that run in parallel.



--label=label

Add an image label (e.g. label=value) to the image metadata. Can be used
multiple times.

Users can set a special LABEL io.containers.capabilities=CAP1,CAP2,CAP3 in
a Containerfile that specifies the list of Linux capabilities required for the
container to run properly. This label specified in a container image tells
Podman to run the container with just these capabilities. Podman launches the
container with just the specified capabilities, as long as this list of
capabilities is a subset of the default list.

If the specified capabilities are not in the default set, Podman prints an error
message and runs the container with the default capabilities.



--layer-label=label[=value]

Add an intermediate image label (e.g. label=value) to the intermediate
image metadata. It can be used multiple times.

If label is named, but neither = nor a value is provided, then
the label is set to an empty value.



--layers

Cache intermediate images during the build process (Default is true).

Note: You can also override the default value of layers by setting the
BUILDAH_LAYERS environment variable. export BUILDAH_LAYERS=true



--local, -l

Build image on local machine as well as on farm nodes.



--logfile=filename

Log output which is sent to standard output and standard error to the
specified file instead of to standard output and standard error.
This option is not supported on the remote client, including Mac and Windows (excluding WSL2) machines.



--memory, -m=number[unit]

Memory limit. A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

Allows the memory available to a container to be constrained. If the host
supports swap memory, then the -m memory setting can be larger than physical
RAM. If a limit of 0 is specified (not using -m), the container’s memory is
not limited. The actual limit may be rounded up to a multiple of the operating
system’s page size (the value is very large, that’s millions of trillions).

This option is not supported on cgroups V1 rootless systems.



--memory-swap=number[unit]

A limit value equal to memory plus swap.
A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

Must be used with the -m (--memory) flag.
The argument value must be larger than that of
-m (--memory) By default, it is set to double
the value of --memory.

Set number to -1 to enable unlimited swap.

This option is not supported on cgroups V1 rootless systems.



--network=mode, --net

Sets the configuration for network namespaces when handling RUN instructions.

Valid mode values are:


	none: no networking.


	host: use the Podman host network stack. Note: the host mode gives the
container full access to local system services such as D-bus and is therefore
considered insecure.


	ns:path: path to a network namespace to join.


	private: create a new namespace for the container (default)


	<network name|ID>: Join the network with the given name or ID, e.g. use --network mynet to join the network with the name mynet. Only supported for rootful users.


	slirp4netns[:OPTIONS,…]: use slirp4netns(1) to create a user network stack. It is possible to specify these additional options, they can also be set with network_cmd_options in containers.conf:


	allow_host_loopback=true|false: Allow slirp4netns to reach the host loopback IP (default is 10.0.2.2 or the second IP from slirp4netns cidr subnet when changed, see the cidr option below). The default is false.


	mtu=MTU: Specify the MTU to use for this network. (Default is 65520).


	cidr=CIDR: Specify ip range to use for this network. (Default is 10.0.2.0/24).


	enable_ipv6=true|false: Enable IPv6. Default is true. (Required for outbound_addr6).


	outbound_addr=INTERFACE: Specify the outbound interface slirp binds to (ipv4 traffic only).


	outbound_addr=IPv4: Specify the outbound ipv4 address slirp binds to.


	outbound_addr6=INTERFACE: Specify the outbound interface slirp binds to (ipv6 traffic only).


	outbound_addr6=IPv6: Specify the outbound ipv6 address slirp binds to.






	pasta[:OPTIONS,…]: use pasta(1) to create a user-mode networking
stack. 

This is the default for rootless containers and only supported in rootless mode. 

By default, IPv4 and IPv6 addresses and routes, as well as the pod interface
name, are copied from the host. If port forwarding isn’t configured, ports
are forwarded dynamically as services are bound on either side (init
namespace or container namespace). Port forwarding preserves the original
source IP address. Options described in pasta(1) can be specified as
comma-separated arguments. 

In terms of pasta(1) options, --config-net is given by default, in
order to configure networking when the container is started, and
--no-map-gw is also assumed by default, to avoid direct access from
container to host using the gateway address. The latter can be overridden
by passing --map-gw in the pasta-specific options (despite not being an
actual pasta(1) option). 

Also, -t none and -u none are passed to disable
automatic port forwarding based on bound ports. Similarly, -T none and
-U none are given to disable the same functionality from container to
host. 

Some examples:


	pasta:--map-gw: Allow the container to directly reach the host using the
gateway address.


	pasta:--mtu,1500: Specify a 1500 bytes MTU for the tap interface in
the container.


	pasta:--ipv4-only,-a,10.0.2.0,-n,24,-g,10.0.2.2,--dns-forward,10.0.2.3,-m,1500,--no-ndp,--no-dhcpv6,--no-dhcp,
equivalent to default slirp4netns(1) options: disable IPv6, assign
10.0.2.0/24 to the tap0 interface in the container, with gateway
10.0.2.3, enable DNS forwarder reachable at 10.0.2.3, set MTU to 1500
bytes, disable NDP, DHCPv6 and DHCP support.


	pasta:-I,tap0,--ipv4-only,-a,10.0.2.0,-n,24,-g,10.0.2.2,--dns-forward,10.0.2.3,--no-ndp,--no-dhcpv6,--no-dhcp,
equivalent to default slirp4netns(1) options with Podman overrides: same as
above, but leave the MTU to 65520 bytes


	pasta:-t,auto,-u,auto,-T,auto,-U,auto: enable automatic port forwarding
based on observed bound ports from both host and container sides


	pasta:-T,5201: enable forwarding of TCP port 5201 from container to
host, using the loopback interface instead of the tap interface for improved
performance










--no-cache

Do not use existing cached images for the container build. Build from the start with a new set of cached layers.



--no-hostname

Do not create the /etc/hostname file in the containers.

By default, Podman manages the /etc/hostname file, adding the container’s own hostname.  When the --no-hostname option is set, the image’s /etc/hostname will be preserved unmodified if it exists.



--no-hosts

Do not modify the /etc/hosts file in the container.

Podman assumes control over the container’s /etc/hosts file by
default and adds entries for the container’s name (see --name option) and
hostname (see --hostname option), the internal host.containers.internal
and host.docker.internal hosts, as well as any hostname added using the
--add-host option. Refer to the --add-host option for details. Passing
--no-hosts disables this, so that the image’s /etc/hosts file is kept
unmodified. The same can be achieved globally by setting no_hosts=true in
containers.conf.

This option conflicts with --add-host.



--omit-history

Omit build history information in the built image. (default false).

This option is useful for the cases where end users explicitly
want to set --omit-history to omit the optional History from
built images or when working with images built using build tools that
do not include History information in their images.



--os-feature=feature

Set the name of a required operating system feature for the image which is built.  By default, if the image is not based on scratch, the base image’s required OS feature list is kept, if the base image specified any.  This option is typically only meaningful when the image’s OS is Windows.

If feature has a trailing -, then the feature is removed from the set of required features which is listed in the image.



--os-version=version

Set the exact required operating system version for the image which is built.  By default, if the image is not based on scratch, the base image’s required OS version is kept, if the base image specified one.  This option is typically only meaningful when the image’s OS is Windows, and is typically set in Windows base images, so using this option is usually unnecessary.



--pid=pid

Sets the configuration for PID namespaces when handling RUN instructions.
The configured value can be “” (the empty string) or “container” to indicate that a new PID namespace is created, or it can be “host” to indicate that the PID namespace in which podman itself is being run is reused, or it can be the path to a PID namespace which is already in use by another
process.



--platforms=p1,p2,p3…

Build only on farm nodes that match the given platforms.



--pull=policy

Pull image policy. The default is missing.


	always: Always pull the image and throw an error if the pull fails.


	missing: Only pull the image when it does not exist in the local containers storage.  Throw an error if no image is found and the pull fails.


	never: Never pull the image but use the one from the local containers storage.  Throw an error when no image is found.


	newer: Pull if the image on the registry is newer than the one in the local containers storage.  An image is considered to be newer when the digests are different.  Comparing the time stamps is prone to errors.  Pull errors are suppressed if a local image was found.






--quiet, -q

Suppress output messages which indicate which instruction is being processed, and of progress when pulling images from a registry, and when writing the output image.



--retry=attempts

Number of times to retry pulling or pushing images between the registry and
local storage in case of failure. Default is 3.



--retry-delay=duration

Duration of delay between retry attempts when pulling or pushing images between
the registry and local storage in case of failure. The default is to start at two seconds and then exponentially back off. The delay is used when this value is set, and no exponential back off occurs.



--rewrite-timestamp

When generating new layers for the image, ensure that no newly added content
bears a timestamp later than the value used by the --source-date-epoch
flag, if one was provided, by replacing any timestamps which are later than
that value, with that value.



--rm

Remove intermediate containers after a successful build (default true).



--runtime=path

The path to an alternate OCI-compatible runtime, which is used to run
commands specified by the RUN instruction.

Note: You can also override the default runtime by setting the BUILDAH_RUNTIME environment variable.  export BUILDAH_RUNTIME=/usr/local/bin/runc



--runtime-flag=flag

Adds global flags for the container runtime. To list the supported flags, please consult the manpages of the selected container runtime.

Default runtime flags can be added in containers.conf.

Note: Do not pass the leading -- to the flag. To pass the runc flag --log-format json to buildah build, the option given is --runtime-flag log-format=json.



--sbom=preset

Generate SBOMs (Software Bills Of Materials) for the output image by scanning
the working container and build contexts using the named combination of scanner
image, scanner commands, and merge strategy.  Must be specified with one or
more of --sbom-image-output, --sbom-image-purl-output, --sbom-output,
and --sbom-purl-output.  Recognized presets, and the set of options which
they equate to:


	“syft”, “syft-cyclonedx”:
--sbom-scanner-image=ghcr.io/anchore/syft
--sbom-scanner-command=”/syft scan -q dir:{ROOTFS} --output cyclonedx-json={OUTPUT}”
--sbom-scanner-command=”/syft scan -q dir:{CONTEXT} --output cyclonedx-json={OUTPUT}”
--sbom-merge-strategy=merge-cyclonedx-by-component-name-and-version


	“syft-spdx”:
--sbom-scanner-image=ghcr.io/anchore/syft
--sbom-scanner-command=”/syft scan -q dir:{ROOTFS} --output spdx-json={OUTPUT}”
--sbom-scanner-command=”/syft scan -q dir:{CONTEXT} --output spdx-json={OUTPUT}”
--sbom-merge-strategy=merge-spdx-by-package-name-and-versioninfo


	“trivy”, “trivy-cyclonedx”:
--sbom-scanner-image=ghcr.io/aquasecurity/trivy
--sbom-scanner-command=”trivy filesystem -q {ROOTFS} --format cyclonedx --output {OUTPUT}”
--sbom-scanner-command=”trivy filesystem -q {CONTEXT} --format cyclonedx --output {OUTPUT}”
--sbom-merge-strategy=merge-cyclonedx-by-component-name-and-version


	“trivy-spdx”:
--sbom-scanner-image=ghcr.io/aquasecurity/trivy
--sbom-scanner-command=”trivy filesystem -q {ROOTFS} --format spdx-json --output {OUTPUT}”
--sbom-scanner-command=”trivy filesystem -q {CONTEXT} --format spdx-json --output {OUTPUT}”
--sbom-merge-strategy=merge-spdx-by-package-name-and-versioninfo






--sbom-image-output=path

When generating SBOMs, store the generated SBOM in the specified path in the
output image.  There is no default.



--sbom-image-purl-output=path

When generating SBOMs, scan them for PURL (package
URL [https://github.com/package-url/purl-spec/blob/master/PURL-SPECIFICATION.rst])
information, and save a list of found PURLs to the specified path in the output
image.  There is no default.



--sbom-merge-strategy=method

If more than one --sbom-scanner-command value is being used, use the
specified method to merge the output from later commands with output from
earlier commands.  Recognized values include:


	cat
Concatenate the files.


	merge-cyclonedx-by-component-name-and-version
Merge the “component” fields of JSON documents, ignoring values from
documents when the combination of their “name” and “version” values is
already present.  Documents are processed in the order in which they are
generated, which is the order in which the commands that generate them
were specified.


	merge-spdx-by-package-name-and-versioninfo
Merge the “package” fields of JSON documents, ignoring values from
documents when the combination of their “name” and “versionInfo” values is
already present.  Documents are processed in the order in which they are
generated, which is the order in which the commands that generate them
were specified.






--sbom-output=file

When generating SBOMs, store the generated SBOM in the named file on the local
filesystem.  There is no default.



--sbom-purl-output=file

When generating SBOMs, scan them for PURL (package
URL [https://github.com/package-url/purl-spec/blob/master/PURL-SPECIFICATION.rst])
information, and save a list of found PURLs to the named file in the local
filesystem.  There is no default.



--sbom-scanner-command=image

Generate SBOMs by running the specified command from the scanner image.  If
multiple commands are specified, they are run in the order in which they are
specified.  These text substitutions are performed:


	{ROOTFS}
The root of the built image’s filesystem, bind mounted.


	{CONTEXT}
The build context and additional build contexts, bind mounted.


	{OUTPUT}
The name of a temporary output file, to be read and merged with others or copied elsewhere.






--sbom-scanner-image=image

Generate SBOMs using the specified scanner image.



--secret=id=id[,src=envOrFile][,env=ENV][,type=file | env]

Pass secret information to be used in the Containerfile for building images
in a safe way that will not end up stored in the final image, or be seen in other stages.
The value of the secret will be read from an environment variable or file named
by the “id” option, or named by the “src” option if it is specified, or from an
environment variable specified by the “env” option. See EXAMPLES.
The secret will be mounted in the container at /run/secrets/id by default.

To later use the secret, use the --mount flag in a RUN instruction within a Containerfile:

RUN --mount=type=secret,id=mysecret cat /run/secrets/mysecret

The location of the secret in the container can be overridden using the
“target”, “dst”, or “destination” option of the RUN --mount flag.

RUN --mount=type=secret,id=mysecret,target=/run/secrets/myothersecret cat /run/secrets/myothersecret

Note: changing the contents of secret files will not trigger a rebuild of layers that use said secrets.



--security-opt=option

Security Options


	apparmor=unconfined : Turn off apparmor confinement for the container


	apparmor=alternate-profile : Set the apparmor confinement profile for the
container


	label=user:USER     : Set the label user for the container processes


	label=role:ROLE     : Set the label role for the container processes


	label=type:TYPE     : Set the label process type for the container processes


	label=level:LEVEL   : Set the label level for the container processes


	label=filetype:TYPE : Set the label file type for the container files


	label=disable       : Turn off label separation for the container


	no-new-privileges   : Disable container processes from gaining additional privileges


	seccomp=unconfined : Turn off seccomp confinement for the container


	seccomp=profile.json :  JSON file to be used as the seccomp filter for the container.






--shm-size=number[unit]

Size of /dev/shm. A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).
If the unit is omitted, the system uses bytes. If the size is omitted, the default is 64m.
When size is 0, there is no limit on the amount of memory used for IPC by the container.
This option conflicts with --ipc=host.



--skip-unused-stages

Skip stages in multi-stage builds which don’t affect the target stage. (Default: true).



--source-date-epoch=seconds

Set the “created” timestamp for the built image to this number of seconds since
the epoch (Unix time 0, i.e., 00:00:00 UTC on 1 January 1970) (default is to
use the value set in the SOURCE_DATE_EPOCH environment variable, or the
current time if it is not set).

The “created” timestamp is written into the image’s configuration and manifest
when the image is committed, so running the same build two different times
will ordinarily produce images with different sha256 hashes, even if no other
changes were made to the Containerfile and build context.

When this flag is set, a SOURCE_DATE_EPOCH build arg will provide its value
for a stage in which it is declared.

When this flag is set, the image configuration’s “created” timestamp is always
set to the time specified, which should allow for identical images to be built
at different times using the same set of inputs.

When this flag is set, output written as specified to the --output flag
will bear exactly the specified timestamp.

Conflicts with the similar --timestamp flag, which also sets its specified
time on the contents of new layers.



--squash

Squash all of the image’s new layers into a single new layer; any preexisting layers are not squashed.



--squash-all

Squash all of the new image’s layers (including those inherited from a base image) into a single new layer.



--ssh=default | id[=socket>

SSH agent socket or keys to expose to the build.
The socket path can be left empty to use the value of default=$SSH_AUTH_SOCK

To later use the ssh agent, use the --mount option in a RUN instruction within a Containerfile:

RUN --mount=type=ssh,id=id mycmd



--tag, -t=imageName

Specifies the name which is assigned to the resulting image if the build process completes successfully.
If imageName does not include a registry name, the registry name localhost is prepended to the image name.



--target=stageName

Set the target build stage to build.  When building a Containerfile with multiple build stages, --target can be used to specify an intermediate build stage by name as the final stage for the resulting image. Commands after the target stage is skipped.



--timestamp=seconds

Set the create timestamp to seconds since epoch to allow for deterministic builds (defaults to current time). By default, the created timestamp is changed and written into the image manifest with every commit, causing the image’s sha256 hash to be different even if the sources are exactly the same otherwise.
When --timestamp is set, the created timestamp is always set to the time specified and therefore not changed, allowing the image’s sha256 hash to remain the same. All files committed to the layers of the image is created with the timestamp.

If the only instruction in a Containerfile is FROM, this flag has no effect.



--tls-verify

Require HTTPS and verify certificates when contacting registries (default: true).
If explicitly set to true, TLS verification is used.
If set to false, TLS verification is not used.
If not specified, TLS verification is used unless the target registry
is listed as an insecure registry in containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]



--ulimit=type=soft-limit[:hard-limit]

Specifies resource limits to apply to processes launched when processing RUN instructions. This option can be specified multiple times.  Recognized resource types include:
“core”: maximum core dump size (ulimit -c)
“cpu”: maximum CPU time (ulimit -t)
“data”: maximum size of a process’s data segment (ulimit -d)
“fsize”: maximum size of new files (ulimit -f)
“locks”: maximum number of file locks (ulimit -x)
“memlock”: maximum amount of locked memory (ulimit -l)
“msgqueue”: maximum amount of data in message queues (ulimit -q)
“nice”: niceness adjustment (nice -n, ulimit -e)
“nofile”: maximum number of open files (ulimit -n)
“nproc”: maximum number of processes (ulimit -u)
“rss”: maximum size of a process’s (ulimit -m)
“rtprio”: maximum real-time scheduling priority (ulimit -r)
“rttime”: maximum amount of real-time execution between blocking syscalls
“sigpending”: maximum number of pending signals (ulimit -i)
“stack”: maximum stack size (ulimit -s)



--unsetannotation=annotation

Unset the image annotation, causing the annotation not to be inherited from the base image.



--unsetenv=env

Unset environment variables from the final image.



--unsetlabel=label

Unset the image label, causing the label not to be inherited from the base image.



--userns=how

Sets the configuration for user namespaces when handling RUN instructions.
The configured value can be “” (the empty string) or “container” to indicate that a new user namespace is created, it can be “host” to indicate that the user namespace in which podman itself is being run is reused, or it can be the path to a user namespace which is already in use by another process.



--userns-gid-map=mapping

Directly specifies a GID mapping to be used to set ownership, at the
filesystem level, on the working container’s contents.
Commands run when handling RUN instructions defaults to being run in
their own user namespaces, configured using the UID and GID maps.

Entries in this map take the form of one or more triples of a starting
in-container GID, a corresponding starting host-level GID, and the number of consecutive IDs which the map entry represents.

This option overrides the remap-gids setting in the options section of /etc/containers/storage.conf.

If this option is not specified, but a global --userns-gid-map setting is supplied, settings from the global option is used.

If none of --userns-uid-map-user, --userns-gid-map-group, or --userns-gid-map are specified, but --userns-uid-map is specified, the GID map is set to use the same numeric values as the UID map.



--userns-gid-map-group=group

Specifies that a GID mapping to be used to set ownership, at the
filesystem level, on the working container’s contents, can be found in entries in the /etc/subgid file which correspond to the specified group.
Commands run when handling RUN instructions defaults to being run in
their own user namespaces, configured using the UID and GID maps.
If --userns-uid-map-user is specified, but --userns-gid-map-group is not specified, podman assumes that the specified user name is also a
suitable group name to use as the default setting for this option.

NOTE: When this option is specified by a rootless user, the specified mappings are relative to the rootless user namespace in the container, rather than being relative to the host as it is when run rootful.



--userns-uid-map=mapping

Directly specifies a UID mapping to be used to set ownership, at the
filesystem level, on the working container’s contents.
Commands run when handling RUN instructions default to being run in
their own user namespaces, configured using the UID and GID maps.

Entries in this map take the form of one or more triples of a starting
in-container UID, a corresponding starting host-level UID, and the number of consecutive IDs which the map entry represents.

This option overrides the remap-uids setting in the options section of /etc/containers/storage.conf.

If this option is not specified, but a global --userns-uid-map setting is supplied, settings from the global option is used.

If none of --userns-uid-map-user, --userns-gid-map-group, or --userns-uid-map are specified, but --userns-gid-map is specified, the UID map is set to use the same numeric values as the GID map.



--userns-uid-map-user=user

Specifies that a UID mapping to be used to set ownership, at the
filesystem level, on the working container’s contents, can be found in entries in the /etc/subuid file which correspond to the specified user.
Commands run when handling RUN instructions defaults to being run in
their own user namespaces, configured using the UID and GID maps.
If --userns-gid-map-group is specified, but --userns-uid-map-user is not specified, podman assumes that the specified group name is also a
suitable user name to use as the default setting for this option.

NOTE: When this option is specified by a rootless user, the specified mappings are relative to the rootless user namespace in the container, rather than being relative to the host as it is when run rootful.



--uts=how

Sets the configuration for UTS namespaces when handling RUN instructions.
The configured value can be “” (the empty string) or “container” to indicate that a new UTS namespace to be created, or it can be “host” to indicate that the UTS namespace in which podman itself is being run is reused, or it can be the path to a UTS namespace which is already in use by another process.



--volume, -v=[HOST-DIR:CONTAINER-DIR[:OPTIONS]]

Mount a host directory into containers when executing RUN instructions during
the build.

The OPTIONS are a comma-separated list and can be one or more of:


	[rw|ro]


	[z|Z|O]


	[U]


	[[r]shared|[r]slave|[r]private][1]




The CONTAINER-DIR must be an absolute path such as /src/docs. The HOST-DIR
must be an absolute path as well. Podman bind-mounts the HOST-DIR to the
specified path when processing RUN instructions.

You can specify multiple  -v options to mount one or more mounts.

You can add the :ro or :rw suffix to a volume to mount it read-only or
read-write mode, respectively. By default, the volumes are mounted read-write.
See examples.

Chowning Volume Mounts

By default, Podman does not change the owner and group of source volume
directories mounted. When running using user namespaces, the UID and GID inside
the namespace may correspond to another UID and GID on the host.

The :U suffix tells Podman to use the correct host UID and GID based on the
UID and GID within the namespace, to change recursively the owner and group of
the source volume.

Warning use with caution since this modifies the host filesystem.

Labeling Volume Mounts

Labeling systems like SELinux require that proper labels are placed on volume
content mounted into a container. Without a label, the security system might
prevent the processes running inside the container from using the content. By
default, Podman does not change the labels set by the OS.

To change a label in the container context, add one of these two suffixes
:z or :Z to the volume mount. These suffixes tell Podman to relabel file
objects on the shared volumes. The z option tells Podman that two containers
share the volume content. As a result, Podman labels the content with a shared
content label. Shared volume labels allow all containers to read/write content.
The Z option tells Podman to label the content with a private unshared label.
Only the current container can use a private volume.

Note: Do not relabel system files and directories. Relabeling system content
might cause other confined services on the host machine to fail.  For these types
of containers, disabling SELinux separation is recommended.  The option
--security-opt label=disable disables SELinux separation for the container.
For example, if a user wanted to volume mount their entire home directory into the build containers, they need to disable SELinux separation.

$ podman build --security-opt label=disable -v $HOME:/home/user .





Overlay Volume Mounts

The :O flag tells Podman to mount the directory from the host as a
temporary storage using the Overlay file system. The RUN command containers
are allowed to modify contents within the mountpoint and are stored in the
container storage in a separate directory.  In Overlay FS terms the source
directory is the lower, and the container storage directory is the
upper. Modifications to the mount point are destroyed when the RUN command
finishes executing, similar to a tmpfs mount point.

Any subsequent execution of RUN commands sees the original source directory
content, any changes from previous RUN commands no longer exists.

One use case of the overlay mount is sharing the package cache from the
host into the container to allow speeding up builds.

Note:


	Overlay mounts are not currently supported in rootless mode.


	The O flag is not allowed to be specified with the Z or z flags.
Content mounted into the container is labeled with the private label.
On SELinux systems, labels in the source directory needs to be readable
by the container label. If not, SELinux container separation must be disabled
for the container to work.


	Modification of the directory volume mounted into the container with an
overlay mount can cause unexpected failures. Do not modify the directory until
the container finishes running.




By default bind mounted volumes are private. That means any mounts done
inside containers are not be visible on the host and vice versa. This behavior
can be changed by specifying a volume mount propagation property.

When the mount propagation policy is set to shared, any mounts completed
inside the container on that volume is visible to both the host and
container. When the mount propagation policy is set to slave, one way mount
propagation is enabled and any mounts completed on the host for that volume is
visible only inside of the container. To control the mount propagation
property of volume use the :[r]shared, :[r]slave or :[r]private
propagation flag. For mount propagation to work on the source mount point (mount
point where source dir is mounted on) has to have the right propagation properties.
For shared volumes, the source mount point has to be shared. And for slave volumes,
the source mount has to be either shared or slave. [1]

Use df <source-dir> to determine the source mount and then use
findmnt -o TARGET,PROPAGATION <source-mount-dir> to determine propagation
properties of source mount, if findmnt utility is not available, the source
mount point can be determined by looking at the mount entry in
/proc/self/mountinfo. Look at optional fields and see if any propagation
properties are specified.
shared:X means the mount is shared, master:X means the mount is slave
and if nothing is there that means the mount is private. [1]

To change propagation properties of a mount point use the mount command. For
example, to bind mount the source directory /foo do
mount --bind /foo /foo and mount --make-private --make-shared /foo. This
converts /foo into a shared mount point.  The propagation properties of
the source mount can be changed directly. For instance if / is the source
mount for /foo, then use mount --make-shared / to convert / into a
shared mount.




EXAMPLES

Build named image and manifest list using specified Containerfile with default farm:

$ podman farm build --local -t name -f /path/to/containerfile .





Build named image and manifest list using the specified farm:

$ podman farm build --farm myfarm -t name .





Build named image and manifest list using the specified farm, removing all images from farm nodes, after they are pushed to registry:

$ podman farm build --farm myfarm --cleanup -t name .





Build named images and manifest list for specified platforms using default farm:

$ podman farm build --platforms arm64,amd64 -t name .







SEE ALSO

podman(1), podman-farm(1), buildah(1) [https://github.com/containers/buildah/blob/main/docs/buildah.1.md], containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md], containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md], crun(1) [https://github.com/containers/crun/blob/main/crun.1.md], runc(8) [https://github.com/opencontainers/runc/blob/main/man/runc.8.md], useradd(8) [https://www.unix.com/man-page/redhat/8/useradd], Containerfile(5) [https://github.com/containers/common/blob/main/docs/Containerfile.5.md], containerignore(5) [https://github.com/containers/common/blob/main/docs/containerignore.5.md]



HISTORY

September 2023, Originally compiled by Urvashi Mohnani <umohnani@redhat.com>



FOOTNOTES

[bookmark: Footnote1]1: The Podman project is committed to inclusivity, a
core value of open source. The master and slave mount propagation
terminology used here is problematic and divisive, and needs to be changed.
However, these terms are currently used within the Linux kernel and must be
used as-is at this time. When the kernel maintainers rectify this usage,
Podman will follow suit immediately.
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NAME

podman-farm-create - Create a new farm



SYNOPSIS

podman farm create name [connections]



DESCRIPTION

Create a new farm with connections that Podman knows about which were added via the
podman system connection add command.

An empty farm can be created without adding any connections to it. Add or remove
connections from a farm via the podman farm update command.



EXAMPLES

Create the specified farm with no connections:

$ podman farm create farm2





Create a farm with connections:

$ podman farm create farm1 f37 f38







SEE ALSO

podman(1), podman-farm(1), podman-system-connection(1), podman-system-connection-add(1)



HISTORY

July 2023, Originally compiled by Urvashi Mohnani (umohnani at redhat dot com)
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NAME

podman-farm-list - List the existing farms



SYNOPSIS

podman farm list [options]

podman farm ls [options]



DESCRIPTION

List all the existing farms.



OPTIONS


--format=format

Change the default output format.  This can be of a supported type like ‘json’ or a Go template.
Valid placeholders for the Go template listed below:



	Placeholder

	Description





	.Connections

	List of all system connections in the farm



	.Default

	Indicates whether farm is the default



	.Name

	Farm name



	.ReadWrite

	Indicates if this farm can be modified using the podman farm commands









EXAMPLE

List all farms:

$ podman farm list
Name        Connections  Default     ReadWrite
farm1       [f38 f37]    false       true
farm2       [f37]        true        true





Show farms in JSON format:

$ podman farm list --format json
[
  {
    "Name": "farm1",
    "Connections": [
      "f38",
      "f37"
    ],
    "Default": false,
    "ReadWrite": true
  },
  {
    "Name": "farm2",
    "Connections": [
      "f37"
    ],
    "Default": true,
    "ReadWrite": true
  }
]





Show only farm names:

$ podman farm list --format "{{.Name}}"
farm1
farm2





Show detailed farm information:

$ podman farm list --format "Farm: {{.Name}} (Default: {{.Default}}, ReadWrite: {{.ReadWrite}})\nConnections: {{.Connections}}"
Farm: farm1 (Default: false, ReadWrite: true)
Connections: [f38 f37]
Farm: farm2 (Default: true, ReadWrite: true)
Connections: [f37]







SEE ALSO

podman(1), podman-farm(1)



HISTORY

July 2023, Originally compiled by Urvashi Mohnani (umohnani at redhat dot com)
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NAME

podman-farm-remove - Delete one or more farms



SYNOPSIS

podman farm remove [options] name

podman farm rm [options] name



DESCRIPTION

Delete one or more farms.



OPTIONS


--all, -a

Remove all farms.




EXAMPLE

Remove specified farm:

$ podman farm remove farm1





Remove all farms:

$ podman farm rm --all







SEE ALSO

podman(1), podman-farm(1)



HISTORY

July 2023, Originally compiled by Urvashi Mohnani (umohnani at redhat dot com)s
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NAME

podman-farm-update - Update an existing farm



SYNOPSIS

podman farm update [options] name



DESCRIPTION

Update a farm by either adding connections to it, removing connections from it, or setting it as the new
default farm.



OPTIONS


--add, -a

Add new connections to an existing farm. Multiple connections can be added at once.



--default, -d

Set the current farm as the default.



--remove, -r

Remove one or more connections from an existing farm.




EXAMPLE

Add two connections to specified farm:

$ podman farm update --add f35,f38 farm1





Add connection to specified farm:

$ podman farm update --remove f35 farm1





Change specified farm to be default:

$ podman farm update --default farm2







SEE ALSO

podman(1), podman-farm(1)



HISTORY

July 2023, Originally compiled by Urvashi Mohnani (umohnani at redhat dot com)s
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NAME

podman-farm - Farm out builds to machines running podman for different architectures



SYNOPSIS

podman farm subcommand



DESCRIPTION

Farm out builds to machines running Podman for different architectures.

Manage farms by creating, updating, and removing them.

Note: All farm machines must have a minimum podman version of v4.9.0.

Podman manages the farms by writing and reading the podman-connections.json file located under
$XDG_CONFIG_HOME/containers or if the env is not set it defaults to $HOME/.config/containers.
Or the PODMAN_CONNECTIONS_CONF environment variable can be set to a full file path which podman
will use instead.
This file is managed by the podman commands and should never be edited by users directly. To manually
configure the farms use the [farm] section in containers.conf.

If the ReadWrite column in the podman farm list output is set to true the farm is stored in the
podman-connections.json file otherwise it is stored in containers.conf and can therefore not be
edited with the podman farm remove/update commands. It can still be used with podman farm build.



COMMANDS



	Command

	Man Page

	Description





	build

	podman-farm-build(1)

	Build images on farm nodes, then bundle them into a manifest list



	create

	podman-farm-create(1)

	Create a new farm



	list

	podman-farm-list(1)

	List the existing farms



	remove

	podman-farm-remove(1)

	Delete one or more farms



	update

	podman-farm-update(1)

	Update an existing farm








SEE ALSO

podman(1)



HISTORY

July 2023, Originally compiled by Urvashi Mohnani (umohnani at redhat dot com)
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NAME

podman-generate-spec - Generate Specgen JSON based on containers or pods



SYNOPSIS

podman generate spec [options] *container | pod



DESCRIPTION

podman generate spec generates SpecGen JSON from Podman Containers and Pods. This JSON can be printed to a file, directly to the command line, or both.

This JSON can then be used as input for the Podman API, specifically for Podman container and pod creation. Specgen is Podman’s internal structure for formulating new container-related entities.



OPTIONS


--compact, -c

Print the output in a compact, one line format. This is useful when piping the data to the Podman API



--filename, -f=filename

Output to the given file.



--name, -n

Rename the pod or container, so that it does not conflict with the existing entity. This is helpful when the JSON is to be used before the source pod or container is deleted.




EXAMPLES

Generate Specgen JSON based on a container.

$ podman generate spec container1
{
 "name": "container1-clone",
 "command": [
  "/bin/sh"
 ],
 "env": {
  "PATH": "/usr/local/sbin:/usr/local/bin:/usr/sbin:/usr/bin:/sbin:/bin",
  "container": "podman"
 },
 "sdnotifyMode": "container",
 "pidns": {
  "nsmode": "default"
 },
 "utsns": {
  "nsmode": "private"
 },
 "containerCreateCommand": [
  "podman",
  "run",
  "--name",
  "container1",
  "cea2ff433c61"
 ],
 "init_container_type": "",
 "image": "cea2ff433c610f5363017404ce989632e12b953114fefc6f597a58e813c15d61",
 "ipcns": {
  "nsmode": "default"
 },
 "shm_size": 65536000,
 "shm_size_systemd": 0,
 "selinux_opts": [
  "disable"
 ],
 "userns": {
  "nsmode": "default"
 },
 "idmappings": {
  "HostUIDMapping": true,
  "HostGIDMapping": true,
  "UIDMap": null,
  "GIDMap": null,
  "AutoUserNs": false,
  "AutoUserNsOpts": {
   "Size": 0,
   "InitialSize": 0,
   "PasswdFile": "",
   "GroupFile": "",
   "AdditionalUIDMappings": null,
   "AdditionalGIDMappings": null
  }
 },
 "umask": "0022",
 "cgroupns": {
  "nsmode": "default"
 },
 "netns": {
  "nsmode": "slirp4netns"
 },
 "Networks": null,
 "use_image_hosts": false,
 "resource_limits": {}
}





Generate Specgen JSON based on a container. The output is single line.

$ podman generate spec --compact container1
{"name":"container1-clone","command":["/bin/sh"],...





Generate Specgen JSON based on a container, writing the output to the specified file.

$ podman generate spec --filename output.json container1
output.json
$ cat output.json
{
 "name": "container1-clone",
 "command": [
  "/bin/sh"
 ],
 "env": {
  "PATH": "/usr/local/sbin:/usr/local/bin:/usr/sbin:/usr/bin:/sbin:/bin",
  "container": "podman"
 },
 "sdnotifyMode": "container",
 "pidns": {
  "nsmode": "default"
 },
 "utsns": {
  "nsmode": "private"
 },
 "containerCreateCommand": [
  "podman",
  "run",
  "--name",
  "container1",
  "cea2ff433c61"
 ],
 "init_container_type": "",
 "image": "cea2ff433c610f5363017404ce989632e12b953114fefc6f597a58e813c15d61",
 "ipcns": {
  "nsmode": "default"
 },
 "shm_size": 65536000,
 "shm_size_systemd": 0,
 "selinux_opts": [
  "disable"
 ],
 "userns": {
  "nsmode": "default"
 },
 "idmappings": {
  "HostUIDMapping": true,
  "HostGIDMapping": true,
  "UIDMap": null,
  "GIDMap": null,
  "AutoUserNs": false,
  "AutoUserNsOpts": {
   "Size": 0,
   "InitialSize": 0,
   "PasswdFile": "",
   "GroupFile": "",
   "AdditionalUIDMappings": null,
   "AdditionalGIDMappings": null
  }
 },
 "umask": "0022",
 "cgroupns": {
  "nsmode": "default"
 },
 "netns": {
  "nsmode": "slirp4netns"
 },
 "Networks": null,
 "use_image_hosts": false,
 "resource_limits": {}
}
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NAME

podman-generate-systemd - [DEPRECATED] Generate systemd unit file(s) for a container or pod



SYNOPSIS

podman generate systemd [options] container|pod



DESCRIPTION

DEPRECATED:
Note: podman generate systemd is deprecated. We recommend using Quadlet
files when running Podman containers or pods under systemd.  There are no plans to remove the command.
It will receive urgent bug fixes but no new features.

podman generate systemd creates a systemd unit file that can be used to control a container or pod.
By default, the command prints the content of the unit files to stdout.

Generating unit files for a pod requires the pod to be created with an infra container (see --infra=true).  An infra container runs across the entire lifespan of a pod and is hence required for systemd to manage the life cycle of the pod’s main unit.


	Note: When using this command with the remote client, including Mac and Windows (excluding WSL2) machines, place the generated units on the remote system.  Moreover, make sure that the XDG_RUNTIME_DIR environment variable is set.  If unset, set it via export XDG_RUNTIME_DIR=/run/user/$(id -u)._


	Note: The generated podman run command contains an --sdnotify option with the value taken from the container.
If the container does not have any explicitly set value or the value is set to ignore, the value conmon is used.
The reason for overriding the default value container is that almost no container workloads send notify messages.
Systemd waits for a ready message that never comes, if the value container is used for a container
that does not send notify messages. The use of the default value might have been unintentional by the user,
therefore the overridden default value._





Kubernetes Integration

A Kubernetes YAML can be executed in systemd via the podman-kube@.service systemd template.  The template’s argument is the path to the YAML file.  Given a workload.yaml file in the home directory, it can be executed as follows:

$ escaped=$(systemd-escape ~/workload.yaml)
$ systemctl --user start podman-kube@$escaped.service
$ systemctl --user is-active podman-kube@$escaped.service
active








OPTIONS


--after=dependency_name

Add the systemd unit after (After=) option, that ordering dependencies between the list of dependencies and this service. This option may be specified more than once.

User-defined dependencies are appended to the generated unit file, but any existing options needed or defined by default (e.g., online.target) are not removed or overridden.



--container-prefix=prefix

Set the systemd unit name prefix for containers. The default is container.



--env, -e=env

Set environment variables to the systemd unit files.

If an environment variable is specified without a value, Podman checks the host environment for a value and sets the variable only if it is set on the host. As a special case, if an environment variable ending in * is specified without a value, Podman searches the host environment for variables starting with the prefix and adds those variables to the systemd unit files.



--files, -f

Generate files instead of printing to stdout.  The generated files are named {container,pod}-{ID,name}.service and are placed in the current working directory.

Note: On a system with SELinux enabled, the generated files inherits contexts from the current working directory. Depending on the SELinux setup, changes to the generated files using restorecon, chcon, or semanage may be required to allow systemd to access these files. Alternatively, use the -Z option when running mv or cp.



--format=format

Print the created units in the specified format (json). If --files is specified, the paths to the created files are printed instead of the unit content.



--name, -n

Use the name of the container for the start, stop, and description in the unit file



--new

This option yields unit files that do not expect containers and pods to exist.  Instead, new containers and pods are created based on their configuration files.  The unit files are created best effort and may need further editing; please review the generated files carefully before using them in production.

Note that --new only works on containers and pods created directly via Podman (i.e., podman [container] {create,run} or podman pod create).  It does not work on containers or pods created via the REST API or via podman kube play.  For podman kube play, use the podman-kube@.service systemd template instead.



--no-header

Do not generate the header including meta data such as the Podman version and the timestamp.



--pod-prefix=prefix

Set the systemd unit name prefix for pods. The default is pod.



--requires=dependency_name

Set the systemd unit requires (Requires=) option. Similar to wants, but declares a stronger requirement dependency.



--restart-policy=policy

Set the systemd restart policy.  The restart-policy must be one of: “no”, “on-success”, “on-failure”, “on-abnormal”,
“on-watchdog”, “on-abort”, or “always”.  The default policy is on-failure unless the container was created with a custom restart policy.

Note that generating a unit without --new on a container with a custom restart policy can lead to issues on shutdown; systemd attempts to stop the unit while Podman tries to restart it.  Creating the container without --restart and using the --restart-policy option when generating the unit file is recommended.



--restart-sec=time

Set the systemd service restartsec value. Configures the time to sleep before restarting a service (as configured with restart-policy).
Takes a value in seconds.



--separator=separator

Set the systemd unit name separator between the name/id of a container/pod and the prefix. The default is -.



--start-timeout=value

Override the default start timeout for the container with the given value in seconds.



--stop-timeout=value

Override the default stop timeout for the container with the given value in seconds.



--template

Add template specifiers to run multiple services from the systemd unit file.

Note that if --new was not set to true, it is set to true by default. However, the command fails if --new is set to false explicitly.



--wants=dependency_name

Add the systemd unit wants (Wants=) option, that this service is (weak) dependent on. This option may be specified more than once. This option does not influence the order in which services are started or stopped.

User-defined dependencies are appended to the generated unit file, but any existing options needed or defined by default (e.g., online.target) are not removed or overridden.




EXAMPLES


Generate and print a systemd unit file for a container

Generate a systemd unit file for a container running nginx with an always restart policy and 1-second timeout to stdout. Note that the RequiresMountsFor option in the Unit section ensures that the container storage for both the GraphRoot and the RunRoot are mounted prior to starting the service. For systems with container storage on disks like iSCSI or other remote block protocols, this ensures that Podman is not executed prior to any necessary storage operations coming online.

$ podman create --name nginx nginx:latest
$ podman generate systemd --restart-policy=always -t 1 nginx
# container-de1e3223b1b888bc02d0962dd6cb5855eb00734061013ffdd3479d225abacdc6.service
# autogenerated by Podman 1.8.0
# Wed Mar 09 09:46:45 CEST 2020

[Unit]
Description=Podman container-de1e3223b1b888bc02d0962dd6cb5855eb00734061013ffdd3479d225abacdc6.service
Documentation=man:podman-generate-systemd(1)
Wants=network-online.target
After=network-online.target
RequiresMountsFor=/var/run/container/storage

[Service]
Restart=always
ExecStart=/usr/bin/podman start de1e3223b1b888bc02d0962dd6cb5855eb00734061013ffdd3479d225abacdc6
ExecStop=/usr/bin/podman stop \
        -t 1 de1e3223b1b888bc02d0962dd6cb5855eb00734061013ffdd3479d225abacdc6
KillMode=none
Type=forking
PIDFile=/run/user/1000/overlay-containers/de1e3223b1b888bc02d0962dd6cb5855eb00734061013ffdd3479d225abacdc6/userdata/conmon.pid

[Install]
WantedBy=default.target







Generate systemd unit file for a container with --new flag

The --new flag generates systemd unit files that create and remove containers at service start and stop commands (see ExecStartPre and ExecStopPost service actions). Such unit files are not tied to a single machine and can easily be shared and used on other machines.

$ sudo podman generate systemd --new --files --name bb310a0780ae
# container-busy_moser.service
# autogenerated by Podman 1.8.3
# Fri Apr  3 09:40:47 EDT 2020

[Unit]
Description=Podman container-busy_moser.service
Documentation=man:podman-generate-systemd(1)
Wants=network-online.target
After=network-online.target
RequiresMountsFor=/var/run/container/storage

[Service]
Environment=PODMAN_SYSTEMD_UNIT=%n
Restart=on-failure
ExecStartPre=/bin/rm -f %t/%n-pid %t/%n-cid
ExecStart=/usr/local/bin/podman run \
        --conmon-pidfile %t/%n-pid \
	--cidfile %t/%n-cid \
	--cgroups=no-conmon \
	-d \
	-dit alpine
ExecStop=/usr/local/bin/podman stop \
        --ignore \
        --cidfile %t/%n-cid -t 10
ExecStopPost=/usr/local/bin/podman rm \
        --ignore \
        -f \
	--cidfile %t/%n-cid
PIDFile=%t/%n-pid
KillMode=none
Type=forking

[Install]
WantedBy=default.target







Generate systemd unit files for a pod with two simple alpine containers

Note systemctl must only be used on the pod unit and not used to start or stop containers individually. The containers are managed by the pod service along with the internal infra-container.

Use systemctl status or journalctl to examine container or pod unit files.

$ podman pod create --name systemd-pod
$ podman create --pod systemd-pod alpine top
$ podman create --pod systemd-pod alpine top
$ podman generate systemd --files --name systemd-pod
/home/user/pod-systemd-pod.service
/home/user/container-amazing_chandrasekhar.service
/home/user/container-jolly_shtern.service
$ cat pod-systemd-pod.service
# pod-systemd-pod.service
# autogenerated by Podman 1.8.0
# Wed Mar 09 09:52:37 CEST 2020

[Unit]
Description=Podman pod-systemd-pod.service
Documentation=man:podman-generate-systemd(1)
Requires=container-amazing_chandrasekhar.service container-jolly_shtern.service
Before=container-amazing_chandrasekhar.service container-jolly_shtern.service
Wants=network-online.target
After=network-online.target
RequiresMountsFor=/var/run/container/storage

[Service]
Restart=on-failure
ExecStart=/usr/bin/podman start 77a818221650-infra
ExecStop=/usr/bin/podman stop \
        -t 10 77a818221650-infra
KillMode=none
Type=forking
PIDFile=/run/user/1000/overlay-containers/ccfd5c71a088768774ca7bd05888d55cc287698dde06f475c8b02f696a25adcd/userdata/conmon.pid

[Install]
WantedBy=default.target







Installation of generated systemd unit files.

Podman-generated unit files include an [Install] section, which carries installation information for the unit. It is used by the enable and disable commands of systemctl(1) during installation.

Once the systemd unit file is generated, install it to /etc/systemd/system to be run by the root user or to $HOME/.config/systemd/user for installing it as a non-root user. Enable the copied unit file or files using systemctl enable.

Note: Copying unit files to /etc/systemd/system and enabling it marks the unit file to be automatically started at boot. And similarly, copying a unit file to $HOME/.config/systemd/user and enabling it marks the unit file to be automatically started on user login.

# Generated systemd files.
$ podman pod create --name systemd-pod
$ podman create --pod systemd-pod alpine top
$ podman generate systemd --files --name systemd-pod

# Copy all the generated files.

$ sudo cp pod-systemd-pod.service container-great_payne.service /etc/systemd/system
$ systemctl enable pod-systemd-pod.service
Created symlink /etc/systemd/system/multi-user.target.wants/pod-systemd-pod.service → /etc/systemd/system/pod-systemd-pod.service.
Created symlink /etc/systemd/system/default.target.wants/pod-systemd-pod.service → /etc/systemd/system/pod-systemd-pod.service.
$ systemctl is-enabled pod-systemd-pod.service
enabled





To run the user services placed in $HOME/.config/systemd/user on first login of that user, enable the service with --user flag.

$ systemctl --user enable <.service>





The systemd user instance is killed after the last session for the user is closed. The systemd user instance can be started at boot and kept running even after the user logs out by enabling lingering using

$ loginctl enable-linger <username>







Use systemctl to perform operations on generated installed unit files.

Create and enable systemd unit files for a pod using the above examples as reference and use systemctl to perform operations.

Since systemctl defaults to using the root user, all the changes using the systemctl can be seen by appending sudo to the podman cli commands. To perform systemctl actions as a non-root user use the --user flag when interacting with systemctl.

Note: If the previously created containers or pods are using shared resources, such as ports, make sure to remove them before starting the generated systemd units.

$ systemctl --user start pod-systemd-pod.service
$ podman pod ps
POD ID         NAME          STATUS    CREATED          # OF CONTAINERS   INFRA ID
0815c7b8e7f5   systemd-pod   Running   29 minutes ago   2                 6c5d116f4bbe
$ sudo podman ps # 0 Number of pods on root.
CONTAINER ID  IMAGE  COMMAND  CREATED  STATUS  PORTS  NAMES
$ systemctl stop pod-systemd-pod.service
$ podman pod ps
POD ID         NAME          STATUS   CREATED          # OF CONTAINERS   INFRA ID
272d2813c798   systemd-pod   Exited   29 minutes ago   2                 6c5d116f4bbe





Create a simple alpine container and generate the systemd unit file with --new flag.
Enable the service and control operations using the systemctl commands.

Note: When starting the container using systemctl start rather than altering the already running container it spins up a “new” container with similar configuration.

# Enable the service.

$ sudo podman ps -a
CONTAINER ID  IMAGE                            COMMAND  CREATED        STATUS     PORTS  NAMES
bb310a0780ae  docker.io/library/alpine:latest  /bin/sh  2 minutes ago  Created           busy_moser
$ sudo systemctl start container-busy_moser.service
$ sudo podman ps -a
CONTAINER ID  IMAGE                            COMMAND  CREATED        STATUS        PORTS      NAMES
772df2f8cf3b  docker.io/library/alpine:latest  /bin/sh  1 second ago   Up 1 second              distracted_albattani
bb310a0780ae  docker.io/library/alpine:latest  /bin/sh  3 minutes ago  Created                  busy_moser








SEE ALSO

podman(1), podman-container(1), systemctl(1), systemd.unit(5), systemd.service(5), conmon(8) [https://github.com/containers/conmon/blob/main/docs/conmon.8.md], podman-systemd.unit(5)



HISTORY

April 2020, Updated details and added use case to use generated .service files as root and non-root, by Sujil Shah (sushah at redhat dot com)

August 2019, Updated with pod support by Valentin Rothberg (rothberg at redhat dot com)

April 2019, Originally compiled by Brent Baude (bbaude at redhat dot com)
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NAME

podman-generate - Generate structured data based on containers, pods or volumes



SYNOPSIS

podman generate subcommand



DESCRIPTION

The generate command creates structured output (like YAML) based on a container, pod or volume.



COMMANDS



	Command

	Man Page

	Description





	kube

	podman-kube-generate(1)

	Generate Kubernetes YAML based on containers, pods or volumes.



	spec

	podman-generate-spec(1)

	Generate Specgen JSON based on containers or pods.



	systemd

	podman-generate-systemd(1)

	[DEPRECATED] Generate systemd unit file(s) for a container or pod.








SEE ALSO

podman(1), podman-pod(1), podman-container(1)
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NAME

podman-healthcheck-run - Run a container healthcheck



SYNOPSIS

podman healthcheck run container



DESCRIPTION

Runs the healthcheck command defined in a running container manually.  The resulting error codes are defined
as follows:


	0 = healthcheck command succeeded


	1 = healthcheck command failed


	125 = an error has occurred




Possible errors that can occur during the healthcheck are:


	unable to find the container


	container has no defined healthcheck


	container is not running






OPTIONS


--help

Print usage statement




EXAMPLES

Run healthchecks in specified container:

$ podman healthcheck run mywebapp







SEE ALSO

podman(1), podman-healthcheck(1)



HISTORY

Feb 2019, Originally compiled by Brent Baude bbaude@redhat.com
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NAME

podman-healthcheck - Manage healthchecks for containers



SYNOPSIS

podman healthcheck subcommand



DESCRIPTION

podman healthcheck is a set of subcommands that manage container healthchecks



SUBCOMMANDS



	Command

	Man Page

	Description





	run

	podman-healthcheck-run(1)

	Run a container healthcheck








SEE ALSO

podman(1)



HISTORY

Feb 2019, Originally compiled by Brent Baude bbaude@redhat.com
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NAME

podman-history - Show the history of an image



SYNOPSIS

podman history [options] image[:tag|@digest]

podman image history [options] image[:tag|@digest]



DESCRIPTION

podman history displays the history of an image by printing out information
about each layer used in the image. The information printed out for each layer
include Created (time and date), Created By, Size, and Comment. The output can
be truncated or not using the --no-trunc flag. If the --human flag is
set, the time of creation and size are printed out in a human readable format.
The --quiet flag displays the ID of the image only when set and the --format
flag is used to print the information using the Go template provided by the user.



OPTIONS


--format=format

Alter the output for a format like ‘json’ or a Go template.

Valid placeholders for the Go template are listed below:



	Placeholder

	Description





	.Comment

	Comment for the layer



	.Created

	if --human, time elapsed since creation, otherwise time stamp of creation



	.CreatedAt

	Time when the image layer was created



	.CreatedBy

	Command used to create the layer



	.CreatedSince

	Elapsed time since the image layer was created



	.ID

	Image ID



	.Size

	Size of layer on disk



	.Tags

	Image tags








--help, -h

Print usage statement



--human, -H

Display sizes and dates in human readable format (default true).



--no-trunc

Do not truncate the output (default false).



--quiet, -q

Print the numeric IDs only (default false).




EXAMPLES

Show the history of the specified image:

$ podman history debian
ID              CREATED       CREATED BY                                      SIZE       COMMENT
b676ca55e4f2c   9 weeks ago   /bin/sh -c #(nop) CMD ["bash"]                  0 B
<missing>       9 weeks ago   /bin/sh -c #(nop) ADD file:ebba725fb97cea4...   45.14 MB





Show the history of the specified image without truncating content and using raw data:

$ podman history --no-trunc=true --human=false debian
ID              CREATED                CREATED BY                                      SIZE       COMMENT
b676ca55e4f2c   2017-07-24T16:52:55Z   /bin/sh -c #(nop) CMD ["bash"]                  0
<missing>       2017-07-24T16:52:54Z   /bin/sh -c #(nop) ADD file:ebba725fb97cea4...   45142935





Show the formatted history of the specified image:

$ podman history --format "{{.ID}} {{.Created}}" debian
b676ca55e4f2c   9 weeks ago
<missing>       9 weeks ago





Show the history in JSON format for the specified image:

$ podman history --format json debian
[
    {
	"id": "b676ca55e4f2c0ce53d0636438c5372d3efeb5ae99b676fa5a5d1581bad46060",
	"created": "2017-07-24T16:52:55.195062314Z",
	"createdBy": "/bin/sh -c #(nop)  CMD [\"bash\"]",
	"size": 0,
	"comment": ""
    },
    {
	"id": "b676ca55e4f2c0ce53d0636438c5372d3efeb5ae99b676fa5a5d1581bad46060",
	"created": "2017-07-24T16:52:54.898893387Z",
	"createdBy": "/bin/sh -c #(nop) ADD file:ebba725fb97cea45d0b1b35ccc8144e766fcfc9a78530465c23b0c4674b14042 in / ",
	"size": 45142935,
	"comment": ""
    }
]







SEE ALSO

podman(1)



HISTORY

July 2017, Originally compiled by Urvashi Mohnani umohnani@redhat.com
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NAME

podman-image-diff - Inspect changes on an image’s filesystem



SYNOPSIS

podman image diff [options] image [image]



DESCRIPTION

Displays changes on an image’s filesystem.  The image is compared to its parent layer or the second argument when given.

The output is prefixed with the following symbols:



	Symbol

	Description





	A

	A file or directory was added.



	D

	A file or directory was deleted.



	C

	A file or directory was changed.








OPTIONS


--format

Alter the output into a different format.  The only valid format for podman image diff is json.




EXAMPLES

Display image differences from images parent layer:

$ podman image diff redis:old
C /usr
C /usr/local
C /usr/local/bin
A /usr/local/bin/docker-entrypoint.sh





Display image differences between two different images in JSON format:

$ podman image diff --format json redis:old redis:alpine
{
  "changed": [
    "/usr",
    "/usr/local",
    "/usr/local/bin"
  ],
  "added": [
    "/usr/local/bin/docker-entrypoint.sh"
  ]
}







SEE ALSO

podman(1), podman-image(1)



HISTORY

August 2017, Originally compiled by Ryan Cole rycole@redhat.com
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NAME

podman-image-exists - Check if an image exists in local storage



SYNOPSIS

podman image exists image



DESCRIPTION

podman image exists checks if an image exists in local storage. The ID or Name
of the image may be used as input.  Podman returns an exit code
of 0 when the image is found.  A 1 is returned otherwise. An exit code of 125 indicates there
was an issue accessing the local storage.



OPTIONS


--help, -h

Print usage statement




EXAMPLES

Check if an image called webclient exists in local storage (the image does actually exist):

$ podman image exists webclient
$ echo $?
0





Check if an image called webbackend exists in local storage (the image does not actually exist):

$ podman image exists webbackend
$ echo $?
1







SEE ALSO

podman(1), podman-image(1)



HISTORY

November 2018, Originally compiled by Brent Baude (bbaude at redhat dot com)
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NAME

podman-image-inspect - Display an image’s configuration



SYNOPSIS

podman image inspect [options] image [image …]



DESCRIPTION

This displays the low-level information on images identified by name or ID. By default, this renders all results in a JSON array.  If a format is specified, the given template is executed for each result.



OPTIONS


--format, -f=format

Format the output using the given Go template.
The keys of the returned JSON can be used as the values for the --format flag (see examples below).

Valid placeholders for the Go template are listed below:



	Placeholder

	Description





	.Annotations …

	Annotation information included in the image



	.Architecture

	Architecture of software in the image



	.Author

	Image author



	.Comment

	Image comment



	.Config …

	Structure with config info



	.Created …

	Image creation time (string, ISO3601)



	.Digest

	Image digest (sha256:+64-char hash)



	.GraphDriver …

	Structure for the graph driver info



	.HealthCheck …

	Structure for the health check info



	.History

	History information stored in image



	.ID

	Image ID (full 64-char hash)



	.Labels …

	Label information included in the image



	.ManifestType

	Manifest type of the image



	.NamesHistory

	Name history information stored in image



	.Os

	Operating system of software in the image



	.Parent

	Parent image of the specified image



	.RepoDigests

	Repository digests for the image



	.RepoTags

	Repository tags for the image



	.RootFS …

	Structure for the root file system info



	.Size

	Size of image, in bytes



	.User

	Default user to execute the image as



	.Version

	Image Version



	.VirtualSize

	Virtual size of image, in bytes









EXAMPLE

Inspect information on the specified image:

$ podman image inspect fedora
[
    {
        "Id": "37e5619f4a8ca9dbc4d6c0ae7890625674a10dbcfb76201399e2aaddb40da17d",
        "Digest": "sha256:1b0d4ddd99b1a8c8a80e885aafe6034c95f266da44ead992aab388e6aa91611a",
        "RepoTags": [
            "registry.fedoraproject.org/fedora:latest"
        ],
        "RepoDigests": [
            "registry.fedoraproject.org/fedora@sha256:1b0d4ddd99b1a8c8a80e885aafe6034c95f266da44ead992aab388e6aa91611a",
            "registry.fedoraproject.org/fedora@sha256:b5290db40008aae9272ad3a6bd8070ef7ecd547c3bef014b894c327960acc582"
        ],
        "Parent": "",
        "Comment": "Created by Image Factory",
        "Created": "2021-08-09T05:48:47Z",
        "Config": {
            "Env": [
                "DISTTAG=f34container",
                "FGC=f34",
                "container=oci"
            ],
            "Cmd": [
                "/bin/bash"
            ],
            "Labels": {
                "license": "MIT",
                "name": "fedora",
                "vendor": "Fedora Project",
                "version": "34"
            }
        },
        "Version": "1.10.1",
        "Author": "",
        "Architecture": "amd64",
        "Os": "linux",
        "Size": 183852302,
        "VirtualSize": 183852302,
        "GraphDriver": {
            "Name": "overlay",
            "Data": {
                "UpperDir": "/home/dwalsh/.local/share/containers/storage/overlay/0203e243f1ca4b6bb49371ecd21363212467ec6d7d3fa9f324cd4e78cc6b5fa2/diff",
                "WorkDir": "/home/dwalsh/.local/share/containers/storage/overlay/0203e243f1ca4b6bb49371ecd21363212467ec6d7d3fa9f324cd4e78cc6b5fa2/work"
            }
        },
        "RootFS": {
            "Type": "layers",
            "Layers": [
                "sha256:0203e243f1ca4b6bb49371ecd21363212467ec6d7d3fa9f324cd4e78cc6b5fa2"
            ]
        },
        "Labels": {
            "license": "MIT",
            "name": "fedora",
            "vendor": "Fedora Project",
            "version": "34"
        },
        "Annotations": {},
        "ManifestType": "application/vnd.docker.distribution.manifest.v2+json",
        "User": "",
        "History": [
            {
                "created": "2021-08-09T05:48:47Z",
                "comment": "Created by Image Factory"
            }
        ],
        "NamesHistory": [
            "registry.fedoraproject.org/fedora:latest"
        ]
    }
]





Inspect image ID for the specified image:

$ podman image inspect --format '{{ .Id }}' fedora
37e5619f4a8ca9dbc4d6c0ae7890625674a10dbcfb76201399e2aaddb40da17d







SEE ALSO

podman(1), podman-image(1), podman-inspect(1)



HISTORY

Sep 2021, Originally compiled by Dan Walsh dwalsh@redhat.com
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NAME

podman-image-mount - Mount an image’s root filesystem



SYNOPSIS

podman image mount [options] [image …]



DESCRIPTION

Mounts the specified images’ root file system in a location which can be
accessed from the host, and returns its location.

The podman image mount command without any arguments lists all of the
currently mounted images.

Rootless mode only supports mounting VFS driver, unless podman is run in a user namespace.
Use the podman unshare command to enter the user namespace. All other storage drivers fail to mount.



RETURN VALUE

The location of the mounted file system.  On error an empty string and errno is
returned.



OPTIONS


--all, -a

Mount all images.



--format=format

Print the mounted images in specified format (json).




EXAMPLES

Mount multiple images. Note: In rootless mode, image mounting works only after executing the podman unshare command to enter the user namespace.

podman image mount fedora ubi8-init
/var/lib/containers/storage/overlay/f3ac502d97b5681989dff84dfedc8354239bcecbdc2692f9a639f4e080a02364/merged
/var/lib/containers/storage/overlay/0ff7d7ca68bed1ace424f9df154d2dd7b5a125c19d887f17653cbcd5b6e30ba1/merged





List mounted images:

podman image mount
registry.fedoraproject.org/fedora:latest /var/lib/containers/storage/overlay/f3ac502d97b5681989dff84dfedc8354239bcecbdc2692f9a639f4e080a02364/merged
registry.access.redhat.com/ubi8-init:latest /var/lib/containers/storage/overlay/0ff7d7ca68bed1ace424f9df154d2dd7b5a125c19d887f17653cbcd5b6e30ba1/merged





List mounted images in JSON format:

podman image mount --format json
[
 {
  "id": "00ff39a8bf19f810a7e641f7eb3ddc47635913a19c4996debd91fafb6b379069",
  "Names": [
   "sha256:58de585a231aca14a511347bc85b912a6f000159b49bc2b0582032911e5d3a6c"
  ],
  "Repositories": [
   "registry.fedoraproject.org/fedora:latest"
  ],
  "mountpoint": "/var/lib/containers/storage/overlay/0ccfac04663bbe8813b5f24502ee0b7371ce5bf3c5adeb12e4258d191c2cf7bc/merged"
 },
 {
  "id": "bcc2dc9a261774ad25a15e07bb515f9b77424266abf2a1252ec7bcfed1dd0ac2",
  "Names": [
   "sha256:d5f260b2e51b3ee9d05de1c31d261efc9af28e7d2d47cedf054c496d71424d63"
  ],
  "Repositories": [
   "registry.access.redhat.com/ubi8-init:latest"
  ],
  "mountpoint": "/var/lib/containers/storage/overlay/d66b58e3391ea8ce4c81316c72e22b332618f2a28b461a32ed673e8998cdaeb8/merged"
 }
]







SEE ALSO

podman(1), podman-image(1), podman-image-unmount(1), podman-unshare(1), mount(8)
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NAME

podman-image-prune - Remove all unused images from the local store



SYNOPSIS

podman image prune [options]



DESCRIPTION

podman image prune removes all dangling images from local storage. With the all option,
all unused images are deleted (i.e., images not in use by any container).

The image prune command does not prune cache images that only use layers that are necessary for other images.



OPTIONS


--all, -a

Remove dangling images and images that have no associated containers.



--build-cache

Remove persistent build cache created for --mount=type=cache.



--external

Remove images even when they are used by external containers (e.g., build containers).



--filter=filters

Provide filter values.

The filters argument format is of key=value. If there is more than one filter, then pass multiple OPTIONS: --filter foo=bar --filter bif=baz.

Supported filters:



	Filter

	Description





	label

	Only remove images, with (or without, in the case of label!=[…] is used) the specified labels.



	until

	Only remove images created before given timestamp.






The label filter accepts two formats. One is the label=key or label=key=value, which removes containers with the specified labels. The other format is the label!=key or label!=key=value, which removes containers without the specified labels.

The until filter can be Unix timestamps, date formatted timestamps or Go duration strings (e.g. 10m, 1h30m) computed relative to the machine’s time.



--force, -f

Do not provide an interactive prompt for container removal.



--help, -h

Print usage statement




EXAMPLES

Remove all dangling images from local storage:

$ sudo podman image prune

WARNING! This will remove all dangling images.
Are you sure you want to continue? [y/N] y
f3e20dc537fb04cb51672a5cb6fdf2292e61d411315549391a0d1f64e4e3097e
324a7a3b2e0135f4226ffdd473e4099fd9e477a74230cdc35de69e84c0f9d907





Remove all unused images from local storage without confirming:

$ sudo podman image prune -a -f
f3e20dc537fb04cb51672a5cb6fdf2292e61d411315549391a0d1f64e4e3097e
324a7a3b2e0135f4226ffdd473e4099fd9e477a74230cdc35de69e84c0f9d907
6125002719feb1ddf3030acab1df6156da7ce0e78e571e9b6e9c250424d6220c
91e732da5657264c6f4641b8d0c4001c218ae6c1adb9dcef33ad00cafd37d8b6
e4e5109420323221f170627c138817770fb64832da7d8fe2babd863148287fca
77a57fa8285e9656dbb7b23d9efa837a106957409ddd702f995605af27a45ebe






Remove all unused images from local storage since given time/hours:

$ sudo podman image prune -a --filter until=2019-11-14T06:15:42.937792374Z

WARNING! This will remove all dangling images.
Are you sure you want to continue? [y/N] y$ sudo podman image prune -f --filter until=10h
f3e20dc537fb04cb51672a5cb6fdf2292e61d411315549391a0d1f64e4e3097e
324a7a3b2e0135f4226ffdd473e4099fd9e477a74230cdc35de69e84c0f9d907





Remove all unused images from local storage with label version 1.0:

$ sudo podman image prune -a -f --filter label=version=1.0SEE ALSO

podman(1), podman-images(1)



HISTORY

December 2018, Originally compiled by Brent Baude (bbaude at redhat dot com)
December 2020, converted filter information from docs.docker.com documentation by Dan Walsh (dwalsh at redhat dot com)
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NAME

podman-image-scp - Securely copy an image from one host to another



SYNOPSIS

podman image scp [options] name[:tag]



DESCRIPTION

podman image scp copies container images between hosts on a network. This command can copy images to the remote host or from the remote host as well as between two remote hosts.
Note: :: is used to specify the image name depending on Podman is saving or loading. Images can also be transferred from rootful to rootless storage on the same machine without using sshd. This feature is not supported on the remote client, including Mac and Windows (excluding WSL2) machines.

podman image scp [GLOBAL OPTIONS]

podman image scp [OPTIONS] NAME[:TAG] [HOSTNAME::]

podman image scp [OPTIONS] [HOSTNAME::]IMAGENAME

podman image scp [OPTIONS] [HOSTNAME::]IMAGENAME [HOSTNAME::]



OPTIONS


--help, -h

Print usage statement



--quiet, -q

Suppress the output




EXAMPLES

Copy specified image to local storage:

$ podman image scp alpine
Loaded image: docker.io/library/alpine:latest





Copy specified image from local storage to remote connection:

$ podman image scp alpine Fedora::/home/charliedoern/Documents/alpine
Getting image source signatures
Copying blob 72e830a4dff5 done
Copying config 85f9dc67c7 done
Writing manifest to image destination
Storing signatures
Loaded image: docker.io/library/alpine:latest





Copy specified image from remote connection to remote connection:

$ podman image scp Fedora::alpine RHEL::
Loaded image: docker.io/library/alpine:latest





Copy specified image via ssh to local storage:

$ podman image scp charliedoern@192.168.68.126:22/run/user/1000/podman/podman.sock::alpine
WARN[0000] Unknown connection name given. Please use system connection add to specify the default remote socket location
Getting image source signatures
Copying blob 9450ef9feb15 [--------------------------------------] 0.0b / 0.0b
Copying config 1f97f0559c done
Writing manifest to image destination
Storing signatures
Loaded image: docker.io/library/alpine:latest





Copy specified image from root account to user accounts local storage:

$ sudo podman image scp root@localhost::alpine username@localhost::
Copying blob e2eb06d8af82 done
Copying config 696d33ca15 done
Writing manifest to image destination
Storing signatures
Getting image source signatures
Copying blob 5eb901baf107 skipped: already exists
Copying config 696d33ca15 done
Writing manifest to image destination
Storing signatures
Loaded image: docker.io/library/alpine:latest





Copy specified image from root account to local storage:

$ sudo podman image scp root@localhost::alpine
Copying blob e2eb06d8af82 done
Copying config 696d33ca15 done
Writing manifest to image destination
Storing signatures
Getting image source signatures
Copying blob 5eb901baf107
Copying config 696d33ca15 done
Writing manifest to image destination
Storing signatures
Loaded image: docker.io/library/alpine:latest







SEE ALSO

podman(1), podman-load(1), podman-save(1), podman-remote(1), podman-system-connection-add(1), containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md], containers-transports(5) [https://github.com/containers/image/blob/main/docs/containers-transports.5.md]



HISTORY

July 2021, Originally written by Charlie Doern cdoern@redhat.com
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NAME

podman-image-sign - Create a signature for an image



SYNOPSIS

podman image sign [options] image [image …]



DESCRIPTION

podman image sign creates a local signature for one or more local images that have
been pulled from a registry. The signature is written to a directory
derived from the registry configuration files in $HOME/.config/containers/registries.d if it exists,
otherwise /etc/containers/registries.d (unless overridden at compile-time), see containers-registries.d(5) for more information.
By default, the signature is written into /var/lib/containers/sigstore for root and $HOME/.local/share/containers/sigstore for non-root users



OPTIONS


--all, -a

Sign all the manifests of the multi-architecture image (default false).



--authfile=path

Path of the authentication file. Default is ${XDG_RUNTIME_DIR}/containers/auth.json on Linux, and $HOME/.config/containers/auth.json on Windows/macOS.
The file is created by podman login. If the authorization state is not found there, $HOME/.docker/config.json is checked, which is set using docker login.

Note: There is also the option to override the default path of the authentication file by setting the REGISTRY_AUTH_FILE environment variable. This can be done with export REGISTRY_AUTH_FILE=path.



--cert-dir=path

Use certificates at path (*.crt, *.cert, *.key) to connect to the registry. (Default: /etc/containers/certs.d)
For details, see containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md].
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--directory, -d=dir

Store the signatures in the specified directory.  Default: /var/lib/containers/sigstore



--help, -h

Print usage statement.



--sign-by=identity

Override the default identity of the signature.




EXAMPLES

Sign the busybox image with the identity of foo@bar.com with a user’s keyring and save the signature in /tmp/signatures/.

   $ sudo podman image sign --sign-by foo@bar.com --directory /tmp/signatures docker://privateregistry.example.com/foobar

   $ sudo podman image sign --authfile=/tmp/foobar.json --sign-by foo@bar.com --directory /tmp/signatures docker://privateregistry.example.com/foobar







RELATED CONFIGURATION

The write (and read) location for signatures is defined in YAML-based
configuration files in /etc/containers/registries.d/ for root,
or $HOME/.config/containers/registries.d for non-root users.  When signing
an image, Podman uses those configuration files to determine
where to write the signature based on the name of the originating
registry or a default storage value unless overridden with the --directory
option. For example, consider the following configuration file.

docker:
  privateregistry.example.com:
    sigstore: file:///var/lib/containers/sigstore





When signing an image preceded with the registry name ‘privateregistry.example.com’,
the signature is written into sub-directories of
/var/lib/containers/sigstore/privateregistry.example.com. The use of ‘sigstore’ also means
the signature is ‘read’ from that same location on a pull-related function.



SEE ALSO

containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md], containers-registries.d(5) [https://github.com/containers/image/blob/main/docs/containers-registries.d.5.md]



HISTORY

November 2018, Originally compiled by Qi Wang (qiwan at redhat dot com)
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NAME

podman-image-tree - Print layer hierarchy of an image in a tree format



SYNOPSIS

podman image tree [options] image:tag|image-id



DESCRIPTION

Prints layer hierarchy of an image in a tree format.
If no tag is provided, Podman defaults to latest for the image.
Layers are indicated with image tags as Top Layer of, when the tag is known locally.



OPTIONS


--help, -h

Print usage statement



--whatrequires

Show all child images and layers of the specified image




EXAMPLES

List image tree information on specified image:

$ podman image tree docker.io/library/wordpress
Image ID: 6e880d17852f
Tags:    [docker.io/library/wordpress:latest]
Size:    429.9MB
Image Layers
├──  ID: 3c816b4ead84 Size: 58.47MB
├──  ID: e39dad2af72e Size: 3.584kB
├──  ID: b2d6a702383c Size: 213.6MB
├──  ID: 94609408badd Size: 3.584kB
├──  ID: f4dddbf86725 Size: 43.04MB
├──  ID: 8f695df43a4c Size: 11.78kB
├──  ID: c29d67bf8461 Size: 9.728kB
├──  ID: 23f4315918f8 Size:  7.68kB
├──  ID: d082f93a18b3 Size: 13.51MB
├──  ID: 7ea8bedcac69 Size: 4.096kB
├──  ID: dc3bbf7b3dc0 Size: 57.53MB
├──  ID: fdbbc6404531 Size: 11.78kB
├──  ID: 8d24785437c6 Size: 4.608kB
├──  ID: 80715f9e8880 Size: 4.608kB Top Layer of: [docker.io/library/php:7.2-apache]
├──  ID: c93cbcd6437e Size: 3.573MB
├──  ID: dece674f3cd1 Size: 4.608kB
├──  ID: 834f4497afda Size: 7.168kB
├──  ID: bfe2ce1263f8 Size: 40.06MB
└──  ID: 748e99b214cf Size: 11.78kB Top Layer of: [docker.io/library/wordpress:latest]





Show all child images and layers of the specified image:

$ podman image tree ae96a4ad4f3f --whatrequires
Image ID: ae96a4ad4f3f
Tags:    [docker.io/library/ruby:latest]
Size:    894.2MB
Image Layers
└──  ID: 9c92106221c7 Size:  2.56kB Top Layer of: [docker.io/library/ruby:latest]
 ├──  ID: 1b90f2b80ba0 Size: 3.584kB
 │   ├──  ID: 42b7d43ae61c Size: 169.5MB
 │   ├──  ID: 26dc8ba99ec3 Size: 2.048kB
 │   ├──  ID: b4f822db8d95 Size: 3.957MB
 │   ├──  ID: 044e9616ef8a Size: 164.7MB
 │   ├──  ID: bf94b940200d Size: 11.75MB
 │   ├──  ID: 4938e71bfb3b Size: 8.532MB
 │   └──  ID: f513034bf553 Size: 1.141MB
 ├──  ID: 1e55901c3ea9 Size: 3.584kB
 ├──  ID: b62835a63f51 Size: 169.5MB
 ├──  ID: 9f4e8857f3fd Size: 2.048kB
 ├──  ID: c3b392020e8f Size: 3.957MB
 ├──  ID: 880163026a0a Size: 164.8MB
 ├──  ID: 8c78b2b14643 Size: 11.75MB
 ├──  ID: 830370cfa182 Size: 8.532MB
 └──  ID: 567fd7b7bd38 Size: 1.141MB Top Layer of: [docker.io/circleci/ruby:latest]








SEE ALSO

podman(1)



HISTORY

Feb 2019, Originally compiled by Kunal Kushwaha <kushwaha_kunal_v7@lab.ntt.co.jp>
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NAME

podman-image-trust - Manage container registry image trust policy



SYNOPSIS

podman image trust set|show [options] registry[/repository]



DESCRIPTION

Manages which registries to trust as a source of container images  based on its location. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)

The location is determined
by the transport and the registry host of the image.  Using this container image docker://docker.io/library/busybox
as an example, docker is the transport and docker.io is the registry host.

Trust is defined in /etc/containers/policy.json and is enforced when a user attempts to pull
a remote image from a registry.  The trust policy in policy.json describes a registry scope (registry and/or repository) for the trust.  This trust can use public keys for signed images.

The scope of the trust is evaluated from most specific to the least specific. In other words, a policy may be:


	Defined to an entire registry.


	Defined to a particular repository in that registry.


	Defined to a specific signed image inside of the registry.




The following list are examples of valid scope values used in policy.json from most specific to the least specific:

docker.io/library/busybox:notlatest

docker.io/library/busybox

docker.io/library

docker.io

If no configuration is found for any of these scopes, the default value (specified by using “default” instead of REGISTRY[/REPOSITORY]) is used.

Trust type provides a way to:

Allowlist (“accept”) or
Denylist (“reject”) registries or
Require a simple signing signature (“signedBy”),
Require a sigstore signature (“sigstoreSigned”).

Trust may be updated using the command podman image trust set for an existing trust scope.



OPTIONS


--help, -h

Print usage statement.



set OPTIONS


--pubkeysfile, -f=KEY1

A path to an exported public key on the local system. Key paths
are referenced in policy.json. Any path to a file may be used but locating the file in /etc/pki/containers is recommended. Options may be used multiple times to
require an image be signed by multiple keys.  The --pubkeysfile option is required for the signedBy and sigstoreSigned types.



--type, -t=value

The trust type for this policy entry.
Accepted values:
signedBy (default): Require simple signing signatures with corresponding list of
public keys
sigstoreSigned: Require sigstore signatures with corresponding list of
public keys
accept: do not require any signatures for this
registry scope
reject: do not accept images for this registry scope




show OPTIONS


--json, -j

Output trust as JSON for machine parsing



--noheading, -n

Omit the table headings from the listing.



--raw

Output trust policy file as raw JSON





EXAMPLES

Accept all unsigned images from a registry:

sudo podman image trust set --type accept docker.io





Modify default trust policy:

sudo podman image trust set -t reject default





Display system trust policy:

podman image trust show
TRANSPORT      NAME                        TYPE        ID                   STORE
all            default                     reject
repository     docker.io/library           accept
repository     registry.access.redhat.com  signed      security@redhat.com  https://access.redhat.com/webassets/docker/content/sigstore
repository     registry.redhat.io          signed      security@redhat.com  https://registry.redhat.io/containers/sigstore
repository     docker.io                   reject
docker-daemon                              accept





Display trust policy file:

podman image trust show --raw
{
    "default": [
        {
            "type": "reject"
        }
    ],
    "transports": {
        "docker": {
            "docker.io": [
                {
                    "type": "reject"
                }
            ],
            "docker.io/library": [
                {
                    "type": "insecureAcceptAnything"
                }
            ],
            "registry.access.redhat.com": [
                {
                    "type": "signedBy",
                    "keyType": "GPGKeys",
                    "keyPath": "/etc/pki/rpm-gpg/RPM-GPG-KEY-redhat-release"
                }
            ],
            "registry.redhat.io": [
                {
                    "type": "signedBy",
                    "keyType": "GPGKeys",
                    "keyPath": "/etc/pki/rpm-gpg/RPM-GPG-KEY-redhat-release"
                }
            ]
        },
        "docker-daemon": {
            "": [
                {
                    "type": "insecureAcceptAnything"
                }
            ]
        }
    }
}





Display trust as JSON:

podman image trust show --json
[
  {
    "transport": "all",
    "name": "* (default)",
    "repo_name": "default",
    "type": "reject"
  },
  {
    "transport": "repository",
    "name": "docker.io",
    "repo_name": "docker.io",
    "type": "reject"
  },
  {
    "transport": "repository",
    "name": "docker.io/library",
    "repo_name": "docker.io/library",
    "type": "accept"
  },
  {
    "transport": "repository",
    "name": "registry.access.redhat.com",
    "repo_name": "registry.access.redhat.com",
    "sigstore": "https://access.redhat.com/webassets/docker/content/sigstore",
    "type": "signed",
    "gpg_id": "security@redhat.com"
  },
  {
    "transport": "repository",
    "name": "registry.redhat.io",
    "repo_name": "registry.redhat.io",
    "sigstore": "https://registry.redhat.io/containers/sigstore",
    "type": "signed",
    "gpg_id": "security@redhat.com"
  },
  {
    "transport": "docker-daemon",
    "type": "accept"
  }
]







SEE ALSO

containers-policy.json(5) [https://github.com/containers/image/blob/main/docs/containers-policy.json.5.md]



HISTORY

January 2019, updated by Tom Sweeney (tsweeney at redhat dot com)
December 2018, originally compiled by Qi Wang (qiwan at redhat dot com)
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NAME

podman-image-unmount - Unmount an image’s root filesystem



SYNOPSIS

podman image unmount [options] image […]

podman image umount [options] image […]



DESCRIPTION

Unmounts the specified images’ root file system, if no other processes
are using it.

Image storage increments a mount counter each time an image is mounted.
When an image is unmounted, the mount counter is decremented, and the
image’s root filesystem is physically unmounted only when the mount
counter reaches zero indicating no other processes are using the mount.
An unmount can be forced with the --force flag.



OPTIONS


--all, -a

All of the currently mounted images are unmounted.



--force, -f

Force the unmounting of specified images’ root file system, even if other
processes have mounted it.

Note: Other processes using the file system can fail if the mount point is removed without their knowledge.




EXAMPLE

Unmount image with a given ID:

podman image unmount imageID





Unmount multiple images with given IDs:

podman image unmount imageID1 imageID2 imageID3





Unmount all images:

podman image unmount --all





Force unmount image with a given ID:

podman image unmount --force imageID







SEE ALSO

podman(1), podman-image-mount(1), podman-mount(1)
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NAME

podman-image - Manage images



SYNOPSIS

podman image subcommand



DESCRIPTION

The image command allows the management of images



COMMANDS



	Command

	Man Page

	Description





	build

	podman-build(1)

	Build a container using a Dockerfile.



	diff

	podman-image-diff(1)

	Inspect changes on an image’s filesystem.



	exists

	podman-image-exists(1)

	Check if an image exists in local storage.



	history

	podman-history(1)

	Show the history of an image.



	import

	podman-import(1)

	Import a tarball and save it as a filesystem image.



	inspect

	podman-image-inspect(1)

	Display an image’s configuration.



	list

	podman-images(1)

	List the container images on the system.(alias ls)



	load

	podman-load(1)

	Load an image from the docker archive.



	mount

	podman-image-mount(1)

	Mount an image’s root filesystem.



	prune

	podman-image-prune(1)

	Remove all unused images from the local store.



	pull

	podman-pull(1)

	Pull an image from a registry.



	push

	podman-push(1)

	Push an image from local storage to elsewhere.



	rm

	podman-rmi(1)

	Remove one or more locally stored images.



	save

	podman-save(1)

	Save an image to docker-archive or oci.



	scp

	podman-image-scp(1)

	Securely copy an image from one host to another.



	search

	podman-search(1)

	Search a registry for an image.



	sign

	podman-image-sign(1)

	Create a signature for an image.



	tag

	podman-tag(1)

	Add an additional name to a local image.



	tree

	podman-image-tree(1)

	Print layer hierarchy of an image in a tree format.



	trust

	podman-image-trust(1)

	Manage container registry image trust policy.



	unmount

	podman-image-unmount(1)

	Unmount an image’s root filesystem.



	untag

	podman-untag(1)

	Remove one or more names from a locally-stored image.








SEE ALSO

podman(1)
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NAME

podman-images - List images in local storage



SYNOPSIS

podman images [options] [image]

podman image list [options] [image]

podman image ls [options] [image]



DESCRIPTION

Displays locally stored images, their names, and their IDs.



OPTIONS


--all, -a

Show all images (by default filter out the intermediate image layers). The default is false.



--digests

Show image digests



--filter, -f=filter

Provide filter values.

The filters argument format is of key=value or key!=value. If there is more than one filter, then pass multiple OPTIONS: --filter foo=bar --filter bif=baz.

Supported filters:



	Filter

	Description





	id

	Filter by image ID.



	before

	Filter by images created before the given IMAGE (name or tag).



	containers

	Filter by images with a running container.



	dangling

	Filter by dangling (unused) images.



	digest

	Filter by digest.



	intermediate

	Filter by images that are dangling and have no children



	label

	Filter by images with (or without, in the case of label!=[…] is used) the specified labels.



	manifest

	Filter by images that are manifest lists.



	readonly

	Filter by read-only or read/write images.



	reference

	Filter by image name.



	after/since

	Filter by images created after the given IMAGE (name or tag).



	until

	Filter by images created until the given duration or time.






The id filter accepts the image ID string.

The before filter accepts formats: <image-name>[:<tag>], <image id> or <image@digest>.

The containers filter shows images that have a running container based on that image.

The dangling filter shows images that are taking up disk space and serve no purpose. Dangling image is a file system layer that was used in a previous build of an image and is no longer referenced by any image. They are denoted with the <none> tag, consume disk space and serve no active purpose.

The digest filter accepts the image digest string.

The intermediate filter shows images that are dangling and have no children.

The label filter accepts two formats. One is the label=key or label=key=value, which shows images with the specified labels. The other format is the label!=key or label!=key=value, which shows images without the specified labels.

The readonly filter accepts true or false.

The reference filter accepts regex expressions like image:.*-alpine.

The after/since filter accepts formats: <image-name>[:<tag>], <image id> or <image@digest>.

The until filter shows images created before the given date/time. The <timestamp> can be Unix timestamps, date formatted timestamps (e.g. 2020-12-31, 2021-01-01T10:00:00), or Go duration strings (e.g. 10m, 1h30m).

The label filter accepts two formats. One is the label=key or label=key=value, which shows images with the specified labels. The other format is the label!=key or label!=key=value, which shows images without the specified labels.

The manifest filter shows images that are manifest lists.

The readonly filter shows, as a default, both read-only and read/write images. Read-only images can be configured by modifying the  additionalimagestores in the /etc/containers/storage.conf file.

The reference filter accepts the pattern of an image reference <image-name>[:<tag>].

The after or since filter accepts formats: <image-name>[:<tag>], <image id> or <image@digest>.

The until filter accepts formats: golang duration, RFC3339 time, or a Unix timestamp and shows all images that are created until that time.



--format=format

Change the default output format.  This can be of a supported type like ‘json’
or a Go template.
Valid placeholders for the Go template are listed below:



	Placeholder

	Description





	.Containers

	Number of containers using this image



	.Created

	Elapsed time since the image was created



	.CreatedAt

	Time when the image was created, YYYY-MM-DD HH:MM:SS +nnnn



	.CreatedSince

	Same as .Created



	.CreatedTime

	Same as .CreatedAt



	.Dangling

	Same as .IsDangling



	.Digest

	Image digest



	.History

	History of the image layer



	.ID

	Image ID (truncated)



	.Id

	Image ID (full SHA)



	.IsDangling

	Is image dangling? (true/false)



	.IsReadOnly

	Is unage read-only? (true/false)



	.Labels …

	map[] of labels



	.Names

	Image FQIN



	.ParentId

	Full SHA of parent image ID, or null (string)



	.ReadOnly

	Same as .IsReadOnly



	.RepoDigests

	map[] of zero or more repo/name@sha256:SHA strings



	.Repository

	Image repository



	.RepoTags

	map[] of zero or more FQIN strings for this image



	.SharedSize

	Always seems to be 0



	.Size

	Size of layer on disk (human-friendly string)



	.Tag

	Image tag



	.VirtualSize

	Size of layer on disk (bytes)








--history

Display the history of image names.  If an image gets re-tagged or untagged, then the image name history gets prepended (latest image first).  This is especially useful when undoing a tag operation or an image does not contain any name because it has been untagged.



--no-trunc

Do not truncate the output (default false).



--noheading, -n

Omit the table headings from the listing.



--quiet, -q

Lists only the image IDs.



--sort=sort

Sort by created, id, repository, size or tag (default: created)
When sorting by repository it also sorts by the tag as second criteria to provide a stable output.




EXAMPLES

List all non-dangling images in local storage:

$ podman images
REPOSITORY                         TAG         IMAGE ID      CREATED       SIZE
quay.io/podman/stable              latest      e0b7dabc3352  22 hours ago  331 MB
docker.io/library/alpine           latest      9c6f07244728  5 days ago    5.83 MB
registry.fedoraproject.org/fedora  latest      2ecb6df95994  3 weeks ago   169 MB
quay.io/libpod/testimage           20220615    f26aa69bb3f3  2 months ago  8.4 MB





List all images matching the specified name:

$ podman images stable
REPOSITORY             TAG         IMAGE ID      CREATED       SIZE
quay.io/podman/stable  latest      e0b7dabc3352  22 hours ago  331 MB





List image ids of all images in containers storage:

# podman image ls --quiet
e3d42bcaf643
ebb91b73692b
4526339ae51c





List all images without showing the headers:

# podman images --noheading
docker.io/kubernetes/pause                   latest   e3d42bcaf643   3 years ago   251 kB
<none>                                       <none>   ebb91b73692b   4 weeks ago   27.2 MB
docker.io/library/ubuntu                     latest   4526339ae51c   6 weeks ago   126 MB





List all images without truncating output:

# podman image list --no-trunc
REPOSITORY                                   TAG      IMAGE ID                                                                  CREATED       SIZE
docker.io/kubernetes/pause                   latest   sha256:e3d42bcaf643097dd1bb0385658ae8cbe100a80f773555c44690d22c25d16b27   3 years ago   251 kB
<none>                                       <none>   sha256:ebb91b73692bd27890685846412ae338d13552165eacf7fcd5f139bfa9c2d6d9   4 weeks ago   27.2 MB
docker.io/library/ubuntu                     latest   sha256:4526339ae51c3cdc97956a7a961c193c39dfc6bd9733b0d762a36c6881b5583a   6 weeks ago   126 MB





List all image content with the formatted content:

# podman images --format "table {{.ID}} {{.Repository}} {{.Tag}}"
IMAGE ID       REPOSITORY                                   TAG
e3d42bcaf643   docker.io/kubernetes/pause                   latest
ebb91b73692b   <none>                                       <none>
4526339ae51c   docker.io/library/ubuntu                     latest





List any image that is not tagged with a name (dangling):

# podman images --filter dangling=true
REPOSITORY   TAG      IMAGE ID       CREATED       SIZE
<none>       <none>   ebb91b73692b   4 weeks ago   27.2 MB





List all images in JSON format:

# podman images --format json
[
    {
	"id": "e3d42bcaf643097dd1bb0385658ae8cbe100a80f773555c44690d22c25d16b27",
	"names": [
	    "docker.io/kubernetes/pause:latest"
	],
	"digest": "sha256:0aecf73ff86844324847883f2e916d3f6984c5fae3c2f23e91d66f549fe7d423",
	"created": "2014-07-19T07:02:32.267701596Z",
	"size": 250665
    },
    {
	"id": "ebb91b73692bd27890685846412ae338d13552165eacf7fcd5f139bfa9c2d6d9",
	"names": [
	    "\u003cnone\u003e"
	],
	"digest": "sha256:ba7e4091d27e8114a205003ca6a768905c3395d961624a2c78873d9526461032",
	"created": "2017-10-26T03:07:22.796184288Z",
	"size": 27170520
    },
    {
	"id": "4526339ae51c3cdc97956a7a961c193c39dfc6bd9733b0d762a36c6881b5583a",
	"names": [
	    "docker.io/library/ubuntu:latest"
	],
	"digest": "sha256:193f7734ddd68e0fb24ba9af8c2b673aecb0227b026871f8e932dab45add7753",
	"created": "2017-10-10T20:59:05.10196344Z",
	"size": 126085200
    }
]





List all images sorted by the specified column:

# podman images --sort repository
REPOSITORY                                   TAG      IMAGE ID       CREATED       SIZE
<none>                                      <none>   2460217d76fc   About a minute ago   4.41 MB
docker.io/library/alpine                    latest   3fd9065eaf02   5 months ago         4.41 MB
localhost/myapp                             latest   b2e0ad03474a   About a minute ago   4.41 MB
registry.access.redhat.com/rhel7            latest   7a840db7f020   2 weeks ago          211 MB
registry.fedoraproject.org/fedora           27       801894bc0e43   6 weeks ago          246 MB





Show the difference between listed images in use versus all images, including dangling images:

# podman images
REPOSITORY                 TAG      IMAGE ID       CREATED         SIZE
localhost/test             latest   18f0c080cd72   4 seconds ago   4.42 MB
docker.io/library/alpine   latest   3fd9065eaf02   5 months ago    4.41 MB
# podman images -a
REPOSITORY                 TAG      IMAGE ID       CREATED         SIZE
localhost/test             latest   18f0c080cd72   6 seconds ago   4.42 MB
<none>                     <none>   270e70dc54c0   7 seconds ago   4.42 MB
<none>                     <none>   4ed6fbe43414   8 seconds ago   4.41 MB
<none>                     <none>   6b0df8e71508   8 seconds ago   4.41 MB
docker.io/library/alpine   latest   3fd9065eaf02   5 months ago    4.41 MB







SEE ALSO

podman(1), containers-storage.conf(5) [https://github.com/containers/storage/blob/main/docs/containers-storage.conf.5.md]


Troubleshooting

See podman-troubleshooting(7) [https://github.com/containers/podman/blob/main/troubleshooting.md]
for solutions to common issues.




HISTORY

March 2017, Originally compiled by Dan Walsh <dwalsh@redhat.com>
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NAME

podman-import - Import a tarball and save it as a filesystem image



SYNOPSIS

podman import [options] path [reference]

podman image import [options] path [reference]



DESCRIPTION

podman import imports a tarball (possibly compressed using Gzip, Bzip2, XZ or Zstd)
and saves it as a filesystem image. Remote tarballs can be specified using a URL.
Various image instructions can be configured with the --change flag and
a commit message can be set using the --message flag.
reference, if present, is a tag to assign to the image.
podman import is used for importing from the archive generated by podman export, that includes the container’s filesystem. To import the archive of image layers created by podman save, use podman load.
Note: : is a restricted character and cannot be part of the file name.



OPTIONS


--arch

Set architecture of the imported image.



--change, -c=instruction

Apply the following possible instructions to the created image:
CMD | ENTRYPOINT | ENV | EXPOSE | LABEL | STOPSIGNAL | USER | VOLUME | WORKDIR

Can be set multiple times



--help, -h

Print usage statement



--message, -m=message

Set commit message for imported image



--os

Set OS of the imported image.



--quiet, -q

Shows progress on the import



--variant

Set variant of the imported image.




EXAMPLES

Import the selected tarball into new image, specifying the CMD, ENTRYPOINT and LABEL:

$ podman import --change CMD=/bin/bash --change ENTRYPOINT=/bin/sh --change LABEL=blue=image ctr.tar image-imported
Getting image source signatures
Copying blob sha256:b41deda5a2feb1f03a5c1bb38c598cbc12c9ccd675f438edc6acd815f7585b86
 25.80 MB / 25.80 MB [======================================================] 0s
Copying config sha256:c16a6d30f3782288ec4e7521c754acc29d37155629cb39149756f486dae2d4cd
 448 B / 448 B [============================================================] 0s
Writing manifest to image destination
Storing signatures
db65d991f3bbf7f31ed1064db9a6ced7652e3f8166c4736aa9133dadd3c7acb3





Import the selected tarball into new image, specifying the CMD, ENTRYPOINT and LABEL:

$ podman import --change 'ENTRYPOINT ["/bin/sh","-c","test-image"]'  --change LABEL=blue=image test-image.tar image-imported
Getting image source signatures
Copying blob e3b0c44298fc skipped: already exists
Copying config 1105523502 done
Writing manifest to image destination
Storing signatures
110552350206337183ceadc0bdd646dc356e06514c548b69a8917b4182414b





Import new tagged image from stdin in quiet mode:

$ cat ctr.tar | podman -q import --message "importing the ctr.tar file" - image-imported
db65d991f3bbf7f31ed1064db9a6ced7652e3f8166c4736aa9133dadd3c7acb3





Import an image from stdin:

$ cat ctr.tar | podman import -
Getting image source signatures
Copying blob sha256:b41deda5a2feb1f03a5c1bb38c598cbc12c9ccd675f438edc6acd815f7585b86
 25.80 MB / 25.80 MB [======================================================] 0s
Copying config sha256:d61387b4d5edf65edee5353e2340783703074ffeaaac529cde97a8357eea7645
 378 B / 378 B [============================================================] 0s
Writing manifest to image destination
Storing signatures
db65d991f3bbf7f31ed1064db9a6ced7652e3f8166c4736aa9133dadd3c7acb3





Import named image from tarball via a URL:

$ podman import http://example.com/ctr.tar url-image
Downloading from "http://example.com/ctr.tar"
Getting image source signatures
Copying blob sha256:b41deda5a2feb1f03a5c1bb38c598cbc12c9ccd675f438edc6acd815f7585b86
 25.80 MB / 25.80 MB [======================================================] 0s
Copying config sha256:5813fe8a3b18696089fd09957a12e88bda43dc1745b5240879ffffe93240d29a
 419 B / 419 B [============================================================] 0s
Writing manifest to image destination
Storing signatures
db65d991f3bbf7f31ed1064db9a6ced7652e3f8166c4736aa9133dadd3c7acb3







SEE ALSO

podman(1), podman-export(1)



HISTORY

November 2017, Originally compiled by Urvashi Mohnani umohnani@redhat.com
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NAME

podman-info - Display Podman related system information



SYNOPSIS

podman info [options]

podman system info [options]



DESCRIPTION

Displays information pertinent to the host, current storage stats, configured container registries, and build of podman.



OPTIONS


--format, -f=format

Change output format to “json” or a Go template.



	Placeholder

	Info pertaining to …





	.Host …

	…the host on which podman is running



	.Plugins …

	…external plugins



	.Registries …

	…configured registries



	.Store …

	…the storage driver and paths



	.Version …

	…podman version






Each of the above branch out into further subfields, more than can
reasonably be enumerated in this document.




EXAMPLES

Run podman info for a YAML formatted response:

$ podman info
host:
  arch: amd64
  buildahVersion: 1.23.0
  cgroupControllers: []
  cgroupManager: systemd
  cgroupVersion: v2
  conmon:
    package: conmon-2.0.29-2.fc34.x86_64
    path: /usr/bin/conmon
    version: 'conmon version 2.0.29, commit: '
 cpu_utilization:
   idle_percent: 96.84
   system_percent: 0.71
   user_percent: 2.45
  cpus: 8
  distribution:
    distribution: fedora
    variant: workstation
    version: "34"
  eventLogger: journald
  hostname: localhost.localdomain
  idMappings:
    gidmap:
    - container_id: 0
      host_id: 3267
      size: 1
    - container_id: 1
      host_id: 100000
      size: 65536
    uidmap:
    - container_id: 0
      host_id: 3267
      size: 1
    - container_id: 1
      host_id: 100000
      size: 65536
  kernel: 5.13.13-200.fc34.x86_64
  linkmode: dynamic
  logDriver: journald
  memFree: 1833385984
  memTotal: 16401895424
  networkBackend: cni
  networkBackendInfo:
    backend: cni
    dns:
      package: podman-plugins-3.4.4-1.fc34.x86_64
      path: /usr/libexec/cni/dnsname
      version: |-
        CNI dnsname plugin
        version: 1.3.1
        commit: unknown
    package: |-
      containernetworking-plugins-1.0.1-1.fc34.x86_64
      podman-plugins-3.4.4-1.fc34.x86_64
    path: /usr/libexec/cni
  ociRuntime:
    name: crun
    package: crun-1.0-1.fc34.x86_64
    path: /usr/bin/crun
    version: |-
      crun version 1.0
      commit: 139dc6971e2f1d931af520188763e984d6cdfbf8
      spec: 1.0.0
      +SYSTEMD +SELINUX +APPARMOR +CAP +SECCOMP +EBPF +CRIU +YAJL
  os: linux
  pasta:
    executable: /usr/bin/passt
    package: passt-0^20221116.gace074c-1.fc34.x86_64
    version: |
      passt 0^20221116.gace074c-1.fc34.x86_64
      Copyright Red Hat
      GNU Affero GPL version 3 or later <https://www.gnu.org/licenses/agpl-3.0.html>
      This is free software: you are free to change and redistribute it.
      There is NO WARRANTY, to the extent permitted by law.
  remoteSocket:
    path: /run/user/3267/podman/podman.sock
  security:
    apparmorEnabled: false
    capabilities: CAP_CHOWN,CAP_DAC_OVERRIDE,CAP_FOWNER,CAP_FSETID,CAP_KILL,CAP_NET_BIND_SERVICE,CAP_SETFCAP,CAP_SETGID,CAP_SETPCAP,CAP_SETUID
    rootless: true
    seccompEnabled: true
    seccompProfilePath: /usr/share/containers/seccomp.json
    selinuxEnabled: true
  serviceIsRemote: false
  slirp4netns:
    executable: /bin/slirp4netns
    package: slirp4netns-1.1.12-2.fc34.x86_64
    version: |-
      slirp4netns version 1.1.12
      commit: 7a104a101aa3278a2152351a082a6df71f57c9a3
      libslirp: 4.4.0
      SLIRP_CONFIG_VERSION_MAX: 3
      libseccomp: 2.5.0
  swapFree: 15687475200
  swapTotal: 16886259712
  uptime: 47h 15m 9.91s (Approximately 1.96 days)
plugins:
  log:
  - k8s-file
  - none
  - journald
  network:
  - bridge
  - macvlan
  volume:
  - local
registries:
  search:
  - registry.fedoraproject.org
  - registry.access.redhat.com
  - docker.io
  - quay.io
store:
  configFile: /home/dwalsh/.config/containers/storage.conf
  containerStore:
    number: 9
    paused: 0
    running: 1
    stopped: 8
  graphDriverName: overlay
  graphOptions: {}
  graphRoot: /home/dwalsh/.local/share/containers/storage
  graphRootAllocated: 510389125120
  graphRootUsed: 129170714624
  graphStatus:
    Backing Filesystem: extfs
    Native Overlay Diff: "true"
    Supports d_type: "true"
    Using metacopy: "false"
  imageCopyTmpDir: /home/dwalsh/.local/share/containers/storage/tmp
  imageStore:
    number: 5
  runRoot: /run/user/3267/containers
  transientStore: false
  volumePath: /home/dwalsh/.local/share/containers/storage/volumes
version:
  APIVersion: 4.0.0
  Built: 1631648722
  BuiltTime: Tue Sep 14 15:45:22 2021
  GitCommit: 23677f92dd83e96d2bc8f0acb611865fb8b1a56d
  GoVersion: go1.16.6
  OsArch: linux/amd64
  Version: 4.0.0





Run podman info --format json for a JSON formatted response:

$ podman info --format json
{
  "host": {
    "arch": "amd64",
    "buildahVersion": "1.23.0",
    "cgroupManager": "systemd",
    "cgroupVersion": "v2",
    "cgroupControllers": [],
    "conmon": {
      "package": "conmon-2.0.29-2.fc34.x86_64",
      "path": "/usr/bin/conmon",
      "version": "conmon version 2.0.29, commit: "
    },
    "cpus": 8,
    "distribution": {
      "distribution": "fedora",
      "version": "34"
    },
    "eventLogger": "journald",
    "hostname": "localhost.localdomain",
    "idMappings": {
      "gidmap": [
	{
	  "container_id": 0,
	  "host_id": 3267,
	  "size": 1
	},
	{
	  "container_id": 1,
	  "host_id": 100000,
	  "size": 65536
	}
      ],
      "uidmap": [
	{
	  "container_id": 0,
	  "host_id": 3267,
	  "size": 1
	},
	{
	  "container_id": 1,
	  "host_id": 100000,
	  "size": 65536
	}
      ]
    },
    "kernel": "5.13.13-200.fc34.x86_64",
    "logDriver": "journald",
    "memFree": 1785753600,
    "memTotal": 16401895424,
    "networkBackend": "cni",
    "networkBackendInfo": {
      "backend": "cni",
      "package": "containernetworking-plugins-1.0.1-1.fc34.x86_64\npodman-plugins-3.4.4-1.fc34.x86_64",
      "path": "/usr/libexec/cni",
      "dns": {
        "version": "CNI dnsname plugin\nversion: 1.3.1\ncommit: unknown",
        "package": "podman-plugins-3.4.4-1.fc34.x86_64",
        "path": "/usr/libexec/cni/dnsname"
      }
    },
    "ociRuntime": {
      "name": "crun",
      "package": "crun-1.0-1.fc34.x86_64",
      "path": "/usr/bin/crun",
      "version": "crun version 1.0\ncommit: 139dc6971e2f1d931af520188763e984d6cdfbf8\nspec: 1.0.0\n+SYSTEMD +SELINUX +APPARMOR +CAP +SECCOMP +EBPF +CRIU +YAJL"
    },
    "os": "linux",
    "remoteSocket": {
      "path": "/run/user/3267/podman/podman.sock"
    },
    "serviceIsRemote": false,
    "security": {
      "apparmorEnabled": false,
      "capabilities": "CAP_CHOWN,CAP_DAC_OVERRIDE,CAP_FOWNER,CAP_FSETID,CAP_KILL,CAP_NET_BIND_SERVICE,CAP_SETFCAP,CAP_SETGID,CAP_SETPCAP,CAP_SETUID",
      "rootless": true,
      "seccompEnabled": true,
      "seccompProfilePath": "/usr/share/containers/seccomp.json",
      "selinuxEnabled": true
    },
    "slirp4netns": {
      "executable": "/bin/slirp4netns",
      "package": "slirp4netns-1.1.12-2.fc34.x86_64",
      "version": "slirp4netns version 1.1.12\ncommit: 7a104a101aa3278a2152351a082a6df71f57c9a3\nlibslirp: 4.4.0\nSLIRP_CONFIG_VERSION_MAX: 3\nlibseccomp: 2.5.0"
    },
    "pasta": {
      "executable": "/usr/bin/passt",
      "package": "passt-0^20221116.gace074c-1.fc34.x86_64",
      "version": "passt 0^20221116.gace074c-1.fc34.x86_64\nCopyright Red Hat\nGNU Affero GPL version 3 or later \u003chttps://www.gnu.org/licenses/agpl-3.0.html\u003e\nThis is free software: you are free to change and redistribute it.\nThere is NO WARRANTY, to the extent permitted by law.\n"
    },
    "swapFree": 15687475200,
    "swapTotal": 16886259712,
    "uptime": "47h 17m 29.75s (Approximately 1.96 days)",
    "linkmode": "dynamic"
  },
  "store": {
    "configFile": "/home/dwalsh/.config/containers/storage.conf",
    "containerStore": {
      "number": 9,
      "paused": 0,
      "running": 1,
      "stopped": 8
    },
    "graphDriverName": "overlay",
    "graphOptions": {

    },
    "graphRoot": "/home/dwalsh/.local/share/containers/storage",
    "graphStatus": {
      "Backing Filesystem": "extfs",
      "Native Overlay Diff": "true",
      "Supports d_type": "true",
      "Using metacopy": "false"
    },
    "imageCopyTmpDir": "/home/dwalsh/.local/share/containers/storage/tmp",
    "imageStore": {
      "number": 5
    },
    "runRoot": "/run/user/3267/containers",
    "volumePath": "/home/dwalsh/.local/share/containers/storage/volumes",
    "transientStore": false
  },
  "registries": {
    "search": [
  "registry.fedoraproject.org",
  "registry.access.redhat.com",
  "docker.io",
  "quay.io"
]
  },
  "plugins": {
    "volume": [
      "local"
    ],
    "network": [
      "bridge",
      "macvlan"
    ],
    "log": [
      "k8s-file",
      "none",
      "journald"
    ]
  },
  "version": {
    "APIVersion": "4.0.0",
    "Version": "4.0.0",
    "GoVersion": "go1.16.6",
    "GitCommit": "23677f92dd83e96d2bc8f0acb611865fb8b1a56d",
    "BuiltTime": "Tue Sep 14 15:45:22 2021",
    "Built": 1631648722,
    "OsArch": "linux/amd64"
  }
}






Extracting the list of container registries with a Go template

If shell completion is enabled, type podman info --format={{. and then press [TAB] twice.

$ podman info --format={{.
{{.Host.         {{.Plugins.      {{.Registries}}  {{.Store.        {{.Version.





Press R [TAB] [ENTER] to print the registries information.

$ podman info -f {{.Registries}}
map[search:[registry.fedoraproject.org registry.access.redhat.com docker.io quay.io]]
$





The output still contains a map and an array. The map value can be extracted with

$ podman info -f '{{index .Registries "search"}}'
[registry.fedoraproject.org registry.access.redhat.com docker.io quay.io]





The array can be printed as one entry per line

$ podman info -f '{{range index .Registries "search"}}{{.}}\n{{end}}'
registry.fedoraproject.org
registry.access.redhat.com
docker.io
quay.io








Extracting the list of container registries from JSON with jq

The command-line JSON processor jq [https://stedolan.github.io/jq/] can be used to extract the list
of container registries.

$ podman info -f json | jq '.registries["search"]'
[
  "registry.fedoraproject.org",
  "registry.access.redhat.com",
  "docker.io",
  "quay.io"
]





The array can be printed as one entry per line

$ podman info -f json | jq -r '.registries["search"] | .[]'
registry.fedoraproject.org
registry.access.redhat.com
docker.io
quay.io





Note, the Go template struct fields start with upper case. When running podman info or podman info --format=json, the same names start with lower case.




SEE ALSO

podman(1), containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md], containers-storage.conf(5) [https://github.com/containers/storage/blob/main/docs/containers-storage.conf.5.md]
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NAME

podman-init - Initialize one or more containers



SYNOPSIS

podman init [options] container [container…]

podman container init [options] container [container…]



DESCRIPTION

Initialize one or more containers.
You may use container IDs or names as input.
Initializing a container performs all tasks necessary for starting the container (mounting filesystems, creating an OCI spec, initializing the container network) but does not start the container.
If a container is not initialized, the podman start and podman run commands initialize it automatically prior to starting it.
This command is intended to be used for inspecting a container’s filesystem or OCI spec prior to starting it.
This can be used to inspect the container before it runs, or debug why a container is failing to run.



OPTIONS


--all, -a

Initialize all containers. Containers that have already initialized (including containers that have been started and are running) are ignored.



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)




EXAMPLES

Initialize specified container with a given ID.

$ podman init 35480fc9d568





Initialize specified container with a given name.

$ podman init test1





Initialize the latest container. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)

$ podman init --latest





Initialize all containers.

$ podman init --all
9d2629dda7b9d4ca35c1fc63fa56592a08b9d5ab988b4301fddf16b623f676cc
a9b78bcac97e131236930e3fa0be576e95ab89c96a7cb6fb1c821b772db9f623
9db345273719c14bc254f90ef2df24779193b42d68b1364c0914ca6f76cf5e9c







SEE ALSO

podman(1), podman-start(1)



HISTORY

April 2019, Originally compiled by Matthew Heon mheon@redhat.com
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NAME

podman-inspect - Display artifact, container, image, volume, network, or pod’s configuration



SYNOPSIS

podman inspect [options] name […]



DESCRIPTION

This displays the low-level information on artifacts, containers, and images identified by name or ID. By default, this renders
all results in a JSON array. If the inspect type is all, the order of inspection is: containers, images, volumes, network, pods, artifacts.
If a container has the same name as an image, then the container JSON is returned, and so on.
If a format is specified, the given template is executed for each result.

For more inspection options, see also
podman-artifact-inspect(1),
podman-container-inspect(1),
podman-image-inspect(1),
podman-network-inspect(1),
podman-pod-inspect(1), and
podman-volume-inspect(1).



OPTIONS


--format, -f=format

Format the output using the given Go template.
The keys of the returned JSON can be used as the values for the --format flag (see examples below).



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)



--size, -s

In addition to normal output, display the total file size if the type is a container.



--type, -t=type

Return JSON for the specified type. Type can be ‘artifact’, ‘container’, ‘image’, ‘volume’, ‘network’, ‘pod’, or ‘all’ (default: all)
(Only meaningful when invoked as podman inspect)




EXAMPLES

Inspect the fedora image:

# podman inspect fedora
[
    {
        "Id": "f0858ad3febdf45bb2e5501cb459affffacef081f79eaa436085c3b6d9bd46ca",
        "Digest": "sha256:d4f7df6b691d61af6cee7328f82f1d8afdef63bc38f58516858ae3045083924a",
        "RepoTags": [
            "docker.io/library/fedora:latest"
        ],
        "RepoDigests": [
            "docker.io/library/fedora@sha256:8fa60b88e2a7eac8460b9c0104b877f1aa0cea7fbc03c701b7e545dacccfb433",
            "docker.io/library/fedora@sha256:d4f7df6b691d61af6cee7328f82f1d8afdef63bc38f58516858ae3045083924a"
        ],
        "Parent": "",
        "Comment": "",
        "Created": "2019-10-29T03:23:37.695123423Z",
        "Config": {
            "Env": [
                "PATH=/usr/local/sbin:/usr/local/bin:/usr/sbin:/usr/bin:/sbin:/bin",
                "DISTTAG=f31-updates-candidatecontainer",
                "FGC=f31-updates-candidate",
                "FBR=f31-updates-candidate"
            ],
            "Cmd": [
                "/bin/bash"
            ],
            "Labels": {
                "maintainer": "Clement Verna \u003ccverna@fedoraproject.org\u003e"
            }
        },
        "Version": "18.06.1-ce",
        "Author": "",
        "Architecture": "amd64",
        "Os": "linux",
        "Size": 201096840,
        "VirtualSize": 201096840,
        "GraphDriver": {
            "Name": "overlay",
            "Data": {
                "UpperDir": "/home/user/.local/share/containers/storage/overlay/2ae3cee18c8ef9e0d448649747dab81c4f1ca2714a8c4550eff49574cab262c9/diff",
                "WorkDir": "/home/user/.local/share/containers/storage/overlay/2ae3cee18c8ef9e0d448649747dab81c4f1ca2714a8c4550eff49574cab262c9/work"
            }
        },
        "RootFS": {
            "Type": "layers",
            "Layers": [
                "sha256:2ae3cee18c8ef9e0d448649747dab81c4f1ca2714a8c4550eff49574cab262c9"
            ]
        },
        "Labels": {
            "maintainer": "Clement Verna \u003ccverna@fedoraproject.org\u003e"
        },
        "Annotations": {},
        "ManifestType": "application/vnd.docker.distribution.manifest.v2+json",
        "User": "",
        "History": [
            {
                "created": "2019-01-16T21:21:55.569693599Z",
                "created_by": "/bin/sh -c #(nop)  LABEL maintainer=Clement Verna \u003ccverna@fedoraproject.org\u003e",
                "empty_layer": true
            },
            {
                "created": "2019-09-27T21:21:07.784469821Z",
                "created_by": "/bin/sh -c #(nop)  ENV DISTTAG=f31-updates-candidatecontainer FGC=f31-updates-candidate FBR=f31-updates-candidate",
                "empty_layer": true
            },
            {
                "created": "2019-10-29T03:23:37.355187998Z",
                "created_by": "/bin/sh -c #(nop) ADD file:298f828afc880ccde9205fc4418435d5e696ad165e283f0530d0b1a74326d6dc in / "
            },
            {
                "created": "2019-10-29T03:23:37.695123423Z",
                "created_by": "/bin/sh -c #(nop)  CMD [\"/bin/bash\"]",
                "empty_layer": true
            }
        ],
        "NamesHistory": []
    }
]





Inspect the specified image with the ImageName format specifier:

# podman inspect a04 --format "{{.ImageName}}"
fedora





Inspect the specified image for GraphDriver format specifier:

# podman inspect a04 --format "{{.GraphDriver.Name}}"
overlay





Inspect the specified image for its Size format specifier:

# podman image inspect --format "size: {{.Size}}" alpine
size:   4405240





Inspect the latest container created for EffectiveCaps format specifier. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines):

podman container inspect --latest --format {{.EffectiveCaps}}
[CAP_CHOWN CAP_DAC_OVERRIDE CAP_FSETID CAP_FOWNER CAP_SETGID CAP_SETUID CAP_SETFCAP CAP_SETPCAP CAP_NET_BIND_SERVICE CAP_KILL]





Inspect the specified pod for the Name format specifier:

# podman inspect myPod --type pod --format "{{.Name}}"
myPod





Inspect the specified volume for the Name format specifier:

# podman inspect myVolume --type volume --format "{{.Name}}"
myVolume





Inspect the specified network for the Name format specifier:

# podman inspect nyNetwork --type network --format "{{.name}}"
myNetwork





Inspect the specified artifact:

# podman inspect quay.io/myimage/myartifact:latest --type artifact
{
    "Manifest": {
        "schemaVersion": 2,
        "mediaType": "application/vnd.oci.image.manifest.v1+json",
        ...
    },
    "Name": "quay.io/myimage/myartifact:latest",
    "Digest": "sha256:..."
}







SEE ALSO

podman(1), podman-artifact-inspect(1), podman-container-inspect(1), podman-image-inspect(1), podman-network-inspect(1), podman-pod-inspect(1), podman-volume-inspect(1)



HISTORY

July 2017, Originally compiled by Dan Walsh dwalsh@redhat.com
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NAME

podman-kill - Kill the main process in one or more containers



SYNOPSIS

podman kill [options] [container …]

podman container kill [options] [container …]



DESCRIPTION

The main process inside each container specified is sent SIGKILL or any signal specified with the --signal option.



OPTIONS


--all, -a

Signal all running and paused containers.



--cidfile=file

Read container ID from the specified file and kill the container.
Can be specified multiple times.



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)



--signal, -s=signal

Signal to send to the container. For more information on Linux signals, refer to signal(7).
The default is SIGKILL.




EXAMPLE

Kill container with a given name:

podman kill mywebserver





Kill container with a given ID:

podman kill 860a4b23





Terminate container by sending TERM signal:

podman kill --signal TERM 860a4b23





Kill the latest container. (This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines):

podman kill --latest





Terminate all containers by sending KILL signal:

podman kill --signal KILL -a





Kill containers using ID specified in a given files:

podman kill --cidfile /home/user/cidfile-1
podman kill --cidfile /home/user/cidfile-1 --cidfile ./cidfile-2







SEE ALSO

podman(1), podman-stop(1)



HISTORY

September 2017, Originally compiled by Brent Baude bbaude@redhat.com
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NAME

podman-kube-apply - Apply Kubernetes YAML based on containers, pods, or volumes to a Kubernetes cluster



SYNOPSIS

podman kube apply [options] [container… | pod… | volume…]



DESCRIPTION

podman kube apply deploys a podman container, pod, or volume to a Kubernetes cluster. Use the --file option to deploy a Kubernetes YAML (v1 specification) to a Kubernetes cluster as well.

Note that the Kubernetes YAML file can be used to run the deployment in Podman via podman-play-kube(1).



OPTIONS


--ca-cert-file=ca cert file path | “insecure”

The path to the CA cert file for the Kubernetes cluster. Usually the kubeconfig has the CA cert file data and generate kube automatically picks that up if it is available in the kubeconfig. If no CA cert file data is available, set this to insecure to bypass the certificate verification.



--file, -f=kube yaml filepath

Path to the kubernetes yaml file to deploy onto the kubernetes cluster. This file can be generated using the podman kube generate command. The input may be in the form of a yaml file, or stdin. For stdin, use --file=-.



--kubeconfig, -k=kubeconfig filepath

Path to the kubeconfig file to be used when deploying the generated kube yaml to the Kubernetes cluster. The environment variable KUBECONFIG can be used to set the path for the kubeconfig file as well.
Note: A kubeconfig can have multiple cluster configurations, but kube generate always picks the first cluster configuration in the given kubeconfig.



--ns=namespace

The namespace or project to deploy the workloads of the generated kube yaml to in the Kubernetes cluster.



--service, -s

Used to create a service for the corresponding container or pod being deployed to the cluster. In particular, if the container or pod has portmap bindings, the service specification includes a NodePort declaration to expose the service. A random port is assigned by Podman in the service specification that is deployed to the cluster.




EXAMPLES

Apply a podman volume and container to the “default” namespace in a Kubernetes cluster.

$ podman kube apply --kubeconfig /tmp/kubeconfig myvol vol-test-1
Deploying to cluster...
Successfully deployed workloads to cluster!
$ kubectl get pods
NAME             READY   STATUS    RESTARTS   AGE
vol-test-1-pod   1/1     Running   0          9m





Apply a Kubernetes YAML file to the “default” namespace in a Kubernetes cluster.

$ podman kube apply --kubeconfig /tmp/kubeconfig -f vol.yaml
Deploying to cluster...
Successfully deployed workloads to cluster!
$ kubectl get pods
NAME             READY   STATUS    RESTARTS   AGE
vol-test-2-pod   1/1     Running   0          9m





Apply a Kubernetes YAML file to the “test1” namespace in a Kubernetes cluster.

$ podman kube apply --kubeconfig /tmp/kubeconfig --ns test1 vol-test-3
Deploying to cluster...
Successfully deployed workloads to cluster!
$ kubectl get pods --namespace test1
NAME             READY   STATUS    RESTARTS   AGE
vol-test-3-pod   1/1     Running   0          9m








SEE ALSO

podman(1), podman-container(1), podman-pod(1), podman-kube-play(1), podman-kube-generate(1)



HISTORY

September 2022, Originally compiled by Urvashi Mohnani (umohnani at redhat dot com)
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NAME

podman-kube-down - Remove containers and pods based on Kubernetes YAML



SYNOPSIS

podman kube down [options] file.yml|-|https://website.io/file.yml [file2.yml|https://website.io/file2.yml …]



DESCRIPTION

podman kube down reads one or more specified Kubernetes YAML files, tearing down pods that were created by the podman kube play command via the same Kubernetes YAML
files. Any volumes that were created by the previous podman kube play command remain intact unless the --force options is used. If the YAML file is
specified as -, podman kube down reads the YAML from stdin. The inputs can also be URLs that point to YAML files such as https://podman.io/demo.yml.
podman kube down tears down the pods and containers created by podman kube play via the same Kubernetes YAML from the URLs. However,
podman kube down does not work with a URL if the YAML file the URL points to has been changed or altered since the creation of the pods and containers using
podman kube play.

When multiple YAML files are specified (local files, URLs, or a combination), they are processed sequentially and combined with YAML document separators (---), just like with podman kube play.



OPTIONS


--force

Tear down the volumes linked to the PersistentVolumeClaims as part --down




EXAMPLES

Example YAML file demo.yml:

apiVersion: v1
kind: Pod
metadata:
...
spec:
  containers:
  - command:
    - top
    - name: container
      value: podman
    image: foobar
...





Remove the pod and containers as described in the demo.yml file

$ podman kube down demo.yml
Pods stopped:
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6
Pods removed:
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6





Remove the pod and containers as described in the demo.yml file YAML sent to stdin

$ cat demo.yml | podman kube play -
Pods stopped:
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6
Pods removed:
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6





Remove the pods and containers as described in the demo.yml file YAML read from a URL

$ podman kube down https://podman.io/demo.yml
Pods stopped:
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6
Pods removed:
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6





podman kube down does not work with a URL if the YAML file the URL points to has been changed
or altered since it was used to create the pods and containers.

Remove the pods and containers that were created from multiple YAML files

$ podman kube down pod.yml service.yml configmap.yml
Pods stopped:
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6
Pods removed:
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6





Remove the pods and containers that were created from multiple URLs

$ podman kube down https://example.com/pod.yml https://example.com/service.yml https://example.com/configmap.yml
Pods stopped:
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6
Pods removed:
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6





Remove the pods and containers that were created from a combination of local files and URLs

$ podman kube down local-pod.yml https://example.com/service.yml local-configmap.yml
Pods stopped:
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6
Pods removed:
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6







SEE ALSO

podman(1), podman-kube(1), podman-kube-play(1), podman-kube-generate(1), containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md]
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NAME

podman-kube-generate - Generate Kubernetes YAML based on containers, pods or volumes



SYNOPSIS

podman kube generate [options] container… | pod… | volume…



DESCRIPTION

podman kube generate generates Kubernetes YAML (v1 specification) from Podman containers, pods or volumes. Regardless of whether
the input is for containers or pods, Podman generates the specification as a Pod by default. The input may be in the form
of one or more containers, pods or volumes names or IDs.

Podman Containers or Pods

Volumes appear in the generated YAML according to two different volume types. Bind-mounted volumes become hostPath volume types and named volumes become persistentVolumeClaim volume types. Generated hostPath volume types are one of three subtypes depending on the state of the host path: DirectoryOrCreate when no file or directory exists at the host, Directory when host path is a directory, or File when host path is a file. The value for claimName for a persistentVolumeClaim is the name of the named volume registered in Podman.

Potential name conflicts between volumes are avoided by using a standard naming scheme for each volume type. The hostPath volume types are named according to the path on the host machine, replacing forward slashes with hyphens less any leading and trailing forward slashes. The special case of the filesystem root, /, translates to the name root. Additionally, the name is suffixed with -host to avoid naming conflicts with persistentVolumeClaim volumes. Each persistentVolumeClaim volume type uses the name of its associated named volume suffixed with -pvc.

Note that if an init container is created with type once and the pod has been started, it does not show up in the generated kube YAML as once type init containers are deleted after they are run. If the pod has only been created and not started, it is in the generated kube YAML.
Init containers created with type always are always generated in the kube YAML as they are never deleted, even after running to completion.

Note: When using volumes and generating a Kubernetes YAML for an unprivileged and rootless podman container on an SELinux enabled system,  one of the following options must be completed:


	Add the “privileged: true” option to the pod spec


	Add type: spc_t under the securityContext seLinuxOptions in the pod spec


	Relabel the volume via the CLI command chcon -t container_file_t -R <directory>




Once completed, the correct permissions are in place to access the volume when the pod/container is created in a Kubernetes cluster.

Note that the generated Kubernetes YAML file can be used to re-run the deployment via podman-play-kube(1).

Note that if the pod being generated was created with the --infra-name flag set, then the generated kube yaml will have the io.podman.annotations.infra.name set where the value is the name of the infra container set by the user.

Note that both Deployment and DaemonSet can only have restartPolicy set to Always.

Note that Job can only have restartPolicy set to OnFailure or Never. By default, podman sets it to Never when generating a kube yaml using kube generate.



OPTIONS


--filename, -f=filename

Output to the given file instead of STDOUT. If the file already exists, kube generate refuses to replace it and returns an error.



--podman-only

Add podman-only reserved annotations in generated YAML file (Cannot be used by Kubernetes)



--replicas, -r=replica count

The value to set replicas to when generating a Deployment kind.
Note: this can only be set with the option --type=deployment.



--service, -s

Generate a Kubernetes service object in addition to the Pods. Used to generate a Service specification for the corresponding Pod output. In particular, if the object has portmap bindings, the service specification includes a NodePort declaration to expose the service. A random port is assigned by Podman in the specification.



--type, -t=pod | deployment | daemonset | job

The Kubernetes kind to generate in the YAML file. Currently, the only supported Kubernetes specifications are Pod, Deployment, Job, and DaemonSet. By default, the Pod specification is generated.




EXAMPLES

Create Kubernetes Pod YAML for the specified container.

$ podman kube generate some-mariadb
# Save the output of this file and use kubectl create -f to import
# it into Kubernetes.
#
# Created with podman-4.8.2

# NOTE: If you generated this yaml from an unprivileged and rootless podman container on an SELinux
# enabled system, check the podman generate kube man page for steps to follow to ensure that your pod/container
# has the right permissions to access the volumes added.
---
apiVersion: v1
kind: Pod
metadata:
  creationTimestamp: "2024-01-09T02:24:55Z"
  labels:
    app: some-mariadb-pod
  name: some-mariadb-pod
spec:
  containers:
  - args:
    - mariadbd
    env:
    - name: MARIADB_ROOT_PASSWORD
      value: x
    image: docker.io/library/mariadb:10.11
    name: some-mariadb
    ports:
    - containerPort: 3306
      hostPort: 34891
    volumeMounts:
    - mountPath: /var/lib/mysql
      name: mariadb_data-pvc
  volumes:
  - name: mariadb_data-pvc
    persistentVolumeClaim:
      claimName: mariadb_data





Create Kubernetes Deployment YAML with 3 replicas for the specified container.

$ podman kube generate --type deployment --replicas 3 dep-ct
r
# Save the output of this file and use kubectl create -f to import
# it into Kubernetes.
#
# Created with podman-4.5.0-dev
apiVersion: apps/v1
kind: Deployment
metadata:
  creationTimestamp: "2023-03-27T20:45:08Z"
  labels:
    app: dep-ctr-pod
  name: dep-ctr-pod-deployment
spec:
  replicas: 3
  selector:
    matchLabels:
      app: dep-ctr-pod
  template:
    metadata:
      annotations:
        io.podman.annotations.ulimit: nofile=524288:524288,nproc=127332:127332
      creationTimestamp: "2023-03-27T20:45:08Z"
      labels:
        app: dep-ctr-pod
      name: dep-ctr-pod
    spec:
      containers:
      - command:
        - top
        image: docker.io/library/alpine:latest
        name: dep-ctr





Create Kubernetes Pod YAML for the specified container with the host directory /home/user/my-data bind-mounted onto the container path /volume.

$ podman kube generate my-container-with-bind-mounted-data
# Save the output of this file and use kubectl create -f to import
# it into Kubernetes.
#
# Created with podman-3.1.0-dev
apiVersion: v1
kind: Pod
metadata:
  creationTimestamp: "2021-03-18T16:26:08Z"
  labels:
    app: my-container-with-bind-mounted-data
  name: my-container-with-bind-mounted-data
spec:
  containers:
  - command:
    - /bin/sh
    image: docker.io/library/alpine:latest
    name: test-bind-mount
    volumeMounts:
    - mountPath: /volume
      name: home-user-my-data-host
  restartPolicy: Never
  volumes:
  - hostPath:
      path: /home/user/my-data
      type: Directory
    name: home-user-my-data-host





Create Kubernetes Pod YAML for the specified container with named volume priceless-data mounted onto the container path /volume.

$ podman kube generate my-container-using-priceless-data
# Save the output of this file and use kubectl create -f to import
# it into Kubernetes.
#
# Created with podman-3.1.0-dev
apiVersion: v1
kind: Pod
metadata:
  creationTimestamp: "2021-03-18T16:26:08Z"
  labels:
    app: my-container-using-priceless-data
  name: my-container-using-priceless-data
spec:
  containers:
  - command:
    - /bin/sh
    image: docker.io/library/alpine:latest
    name: test-bind-mount
    volumeMounts:
    - mountPath: /volume
      name: priceless-data-pvc
  restartPolicy: Never
  volumes:
  - name: priceless-data-pvc
    persistentVolumeClaim:
      claimName: priceless-data





Create Kubernetes Pod YAML for the specified pod and include a service.

$ sudo podman kube generate -s demoweb
# Save the output of this file and use kubectl create -f to import
# it into Kubernetes.
#
# Created with podman-0.12.2-dev
apiVersion: v1
kind: Pod
metadata:
  creationTimestamp: 2018-12-18T15:16:06Z
  labels:
    app: demoweb
  name: demoweb-libpod
spec:
  containers:
  - command:
    - python3
    - /root/code/graph.py
    image: quay.io/baude/demoweb:latest
    name: practicalarchimedes
    tty: true
    workingDir: /root/code
---
apiVersion: v1
kind: Service
metadata:
  creationTimestamp: 2018-12-18T15:16:06Z
  labels:
    app: demoweb
  name: demoweb-libpod
spec:
  ports:
  - name: "8050"
    nodePort: 31269
    port: 8050
    targetPort: 0
  selector:
    app: demoweb
  type: NodePort
status:
  loadBalancer: {}







SEE ALSO

podman(1), podman-container(1), podman-pod(1), podman-kube-play(1), podman-kube-down(1)



HISTORY

December 2018, Originally compiled by Brent Baude (bbaude at redhat dot com)
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NAME

podman-kube-play - Create containers, pods and volumes based on Kubernetes YAML



SYNOPSIS

podman kube play [options] file.yml|-|https://website.io/file.yml



DESCRIPTION

podman kube play reads in a structured file of Kubernetes YAML.  It recreates the containers, pods, or volumes described in the YAML.  Containers within a pod are then started, and the ID of the new Pod or the name of the new Volume is output. If the YAML file is specified as “-”, then podman kube play reads the YAML file from stdin.
The input can also be a URL that points to a YAML file such as https://podman.io/demo.yml. podman kube play reads the YAML from the URL and create pods and containers from it.

Using the --down command line option, it is also capable of tearing down the pods created by a previous run of podman kube play.

Using the --replace command line option, it tears down the pods(if any) created by a previous run of podman kube play and recreate the pods with the Kubernetes YAML file.

Ideally the input file is created by the Podman command (see podman-kube-generate(1)).  This guarantees a smooth import and expected results.

Currently, the supported Kubernetes kinds are:


	Pod


	Deployment


	PersistentVolumeClaim


	ConfigMap


	Secret


	DaemonSet


	Job




Kubernetes Pods or Deployments

Only five volume types are supported by kube play, the hostPath, emptyDir, configMap, persistentVolumeClaim, and image volume types.


	When using the hostPath volume type, only the  default (empty), DirectoryOrCreate, Directory, FileOrCreate, File, Socket, CharDevice and BlockDevice subtypes are supported. Podman interprets the value of hostPath path as a file path when it contains at least one forward slash, otherwise Podman treats the value as the name of a named volume.


	When using a persistentVolumeClaim, the value for claimName is the name for the Podman named volume.


	When using an emptyDir volume, Podman creates an anonymous volume that is attached the containers running inside the pod and is deleted once the pod is removed.


	When using an configMap volume, Podman creates an anonymous volume that is attached the containers running inside the pod and is deleted once the pod is removed.


	When using an image volume, Podman creates a read-only image volume with an empty subpath (the whole image is mounted). The image must already exist locally. It is supported in rootful mode only.




Note: The default restart policy for containers is always.  You can change the default by setting the restartPolicy field in the spec.

Note: When playing a kube YAML with init containers, the init container is created with init type value once. To change the default type, use the io.podman.annotations.init.container.type annotation to set the type to always.

Note: hostPath volume types created by kube play is given an SELinux shared label (z), bind mounts are not relabeled (use chcon -t container_file_t -R <directory>).

Note: To set userns of a pod, use the io.podman.annotations.userns annotation in the pod/deployment definition. For example, io.podman.annotations.userns=keep-id annotation tells Podman to create a user namespace where the current rootless user’s UID:GID are mapped to the same values in the container. This can be overridden with the --userns flag.

Note: Use the io.podman.annotations.volumes-from annotation to bind mount volumes of one container to another. You can mount volumes from multiple source containers to a target container. The source containers that belong to the same pod must be defined before the source container in the kube YAML. The annotation format is io.podman.annotations.volumes-from/targetContainer: "sourceContainer1:mountOpts1;sourceContainer2:mountOpts2".

Note: If the :latest tag is used, Podman attempts to pull the image from a registry. If the image was built locally with Podman or Buildah, it has localhost as the domain, in that case, Podman uses the image from the local store even if it has the :latest tag.

Note: The command podman play kube is an alias of podman kube play, and performs the same function.

Note: The command podman kube down can be used to stop and remove pods or containers based on the same Kubernetes YAML used
by podman kube play to create them.

Note: To customize the name of the infra container created during podman kube play, use the io.podman.annotations.infra.name annotation in the pod definition. This annotation is automatically set when generating a kube yaml from a pod that was created with the --infra-name flag set.

Note: Use the io.podman.annotations.pids-limit/$ctrname annotation to configure the pod’s pids limit.

Note: Use the io.podman.annotations.cpuset/$ctrname annotation to restrict a container’s execution to a specific set of CPU cores. This is equivalent to the --cpuset-cpus=number option in podman-run(1).

Note: Use the io.podman.annotations.memory-nodes/$ctrname annotation to restrict a container’s memory allocations to a specific set of memory nodes on NUMA systems. This is equivalent to the --cpuset-mems=nodes option in podman-run(1).

Kubernetes PersistentVolumeClaims

A Kubernetes PersistentVolumeClaim represents a Podman named volume. Only the PersistentVolumeClaim name is required by Podman to create a volume. Kubernetes annotations can be used to make use of the available options for Podman volumes.


	volume.podman.io/driver


	volume.podman.io/device


	volume.podman.io/type


	volume.podman.io/uid


	volume.podman.io/gid


	volume.podman.io/mount-options


	volume.podman.io/import-source


	volume.podman.io/image




Use volume.podman.io/import-source to import the contents of the tarball (.tar, .tar.gz, .tgz, .bzip, .tar.xz, .txz, .tar.zst) specified in the annotation’s value into the created Podman volume

Kube play is capable of building images on the fly given the correct directory layout and Containerfiles. This
option is not available for remote clients, including Mac and Windows (excluding WSL2) machines, yet. Consider the following excerpt from a YAML file:

apiVersion: v1
kind: Pod
metadata:
...
spec:
  containers:
  - name: container
    image: foobar
...





If there is a directory named foobar in the current working directory with a file named Containerfile or Dockerfile,
Podman kube play builds that image and name it foobar.  An example directory structure for this example looks
like:

|- mykubefiles
    |- myplayfile.yaml
    |- foobar
         |- Containerfile





The build considers foobar to be the context directory for the build. If there is an image in local storage
called foobar, the image is not built unless the --build flag is used. Use --build=false to completely
disable builds.

Kube play supports CDI (Container Device Interface) device selectors to share
host devices (e.g. GPUs) with containers. The configuration format follows
Kubernetes extended resource management:

apiVersion: v1
kind: Pod
spec:
  containers:
  - name: container
    resources:
      limits:
        nvidia.com/gpu=all: 1





To enable sharing host devices, analogous to using the --device flag Podman
kube supports a custom CDI selector: podman.io/device=<host device path>.

Kubernetes ConfigMap

Kubernetes ConfigMap can be referred as a source of environment variables or volumes in Pods or Deployments.
ConfigMaps aren’t a standalone object in Podman; instead, when a container uses a ConfigMap, Podman creates environment variables or volumes as needed.

For example, the following YAML document defines a ConfigMap and then uses it in a Pod:

apiVersion: v1
kind: ConfigMap
metadata:
  name: foo
data:
    FOO: bar
---
apiVersion: v1
kind: Pod
metadata:
  name: foobar
spec:
  containers:
  - name: container-1
    image: foobar
    envFrom:
    - configMapRef:
        name: foo
        optional: false





and as a result environment variable FOO is set to bar for container container-1.

Kubernetes Secret

Kubernetes Secret represents a Podman named secret. The Kubernetes Secret is saved as a whole and may be referred to as a source of environment variables or volumes in Pods or Deployments.

For example, the following YAML document defines a Secret and then uses it in a Pod:

kind: Secret
apiVersion: v1
metadata:
  name: foo
data:
  foo: YmFy # base64 for bar
---
apiVersion: v1
kind: Pod
metadata:
  name: foobar
spec:
  containers:
  - name: container-1
    image: foobar
    env:
    - name: FOO
      valueFrom:
        secretKeyRef:
          name: foo
          key: foo





and as a result environment variable FOO is set to bar for container container-1.

Automounting Volumes (deprecated)

Note: The automounting annotation is deprecated. Kubernetes has native support for image volumes [https://kubernetes.io/docs/tasks/configure-pod-container/image-volumes/] and that should be used rather than this podman-specific annotation.

An image can be automatically mounted into a container if the annotation io.podman.annotations.kube.image.automount/$ctrname is given. The following rules apply:


	The image must already exist locally.


	The image must have at least 1 volume directive.


	The path given by the volume directive will be mounted from the image into the container. For example, an image with a volume at /test/test_dir will have /test/test_dir in the image mounted to /test/test_dir in the container.


	Multiple images can be specified. If multiple images have a volume at a specific path, the last image specified trumps.


	The images are always mounted read-only.


	Images to mount are defined in the annotation “io.podman.annotations.kube.image.automount/$ctrname” as a semicolon-separated list. They are mounted into a single container in the pod, not the whole pod. The annotation can be specified for additional containers if additional mounts are required.






OPTIONS


--annotation=key=value

Add an annotation to the container or pod. This option can be set multiple times.

Note: For podman kube play, the --annotation flag adds Podman-specific annotations to the containers and pods created by Podman, not to the Kubernetes YAML itself. These annotations can be used to configure Podman-specific features like user namespaces (io.podman.annotations.userns), volumes-from (io.podman.annotations.volumes-from), and other container behaviors.



--authfile=path

Path of the authentication file. Default is ${XDG_RUNTIME_DIR}/containers/auth.json on Linux, and $HOME/.config/containers/auth.json on Windows/macOS.
The file is created by podman login. If the authorization state is not found there, $HOME/.docker/config.json is checked, which is set using docker login.

Note: There is also the option to override the default path of the authentication file by setting the REGISTRY_AUTH_FILE environment variable. This can be done with export REGISTRY_AUTH_FILE=path.



--build

Build images even if they are found in the local storage. Use --build=false to completely disable builds. (This option is not available with the remote Podman client)

Note:  You  can also override the default isolation type by setting the BUILDAH_ISOLATION environment variable.  export BUILDAH_ISOLATION=oci. See podman-build.1.md for more information.



--cert-dir=path

Use certificates at path (*.crt, *.cert, *.key) to connect to the registry. (Default: /etc/containers/certs.d)
For details, see containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md].
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--configmap=path

Use Kubernetes configmap YAML at path to provide a source for environment variable values within the containers of the pod.  (This option is not available with the remote Podman client)

Note: The --configmap option can be used multiple times or a comma-separated list of paths can be used to pass multiple Kubernetes configmap YAMLs.
The YAML file may be in a multi-doc YAML format. But, it must container only configmaps



--context-dir=path

Use path as the build context directory for each image. Requires --build option be true. (This option is not available with the remote Podman client)



--creds=[username[:password]]

The [username[:password]] to use to authenticate with the registry, if required.
If one or both values are not supplied, a command line prompt appears and the
value can be entered. The password is entered without echo.

Note that the specified credentials are only used to authenticate against
target registries.  They are not used for mirrors or when the registry gets
rewritten (see containers-registries.conf(5)); to authenticate against those
consider using a containers-auth.json(5) file.



--force

Tear down the volumes linked to the PersistentVolumeClaims as part of --down



--help, -h

Print usage statement



--ip=IP address

Assign a static ip address to the pod. This option can be specified several times when kube play creates more than one pod.
Note: When joining multiple networks use the --network name:ip=<ip> syntax.



--log-driver=driver

Set logging driver for all created containers.



--log-opt=name=value

Logging driver specific options.

Set custom logging configuration. The following names are supported:

path: specify a path to the log file
(e.g. --log-opt path=/var/log/container/mycontainer.json);

max-size: specify a max size of the log file
(e.g. --log-opt max-size=10mb);

tag: specify a custom log tag for the container
(e.g. --log-opt tag=”{{.ImageName}}”.
It supports the same keys as podman inspect --format.
This option is currently supported only by the journald log driver.



--mac-address=MAC address

Assign a static mac address to the pod. This option can be specified several times when kube play creates more than one pod.
Note: When joining multiple networks use the --network name:mac=<mac> syntax.



--network=mode, --net

Set the network mode for the pod.

Valid mode values are:


	bridge[:OPTIONS,…]: Create a network stack on the default bridge. This is the default for rootful containers. It is possible to specify these additional options:


	alias=name: Add network-scoped alias for the container.


	ip=IPv4: Specify a static IPv4 address for this container.


	ip6=IPv6: Specify a static IPv6 address for this container.


	mac=MAC: Specify a static MAC address for this container.


	interface_name=name: Specify a name for the created network interface inside the container.


	host_interface_name=name: Specify a name for the created network interface outside the container.




Any other options will be passed through to netavark without validation. This can be useful to pass arguments to netavark plugins.

For example, to set a static ipv4 address and a static mac address, use --network bridge:ip=10.88.0.10,mac=44:33:22:11:00:99.



	<network name or ID>[:OPTIONS,…]: Connect to a user-defined network; this is the network name or ID from a network created by podman network create. It is possible to specify the same options described under the bridge mode above. Use the --network option multiple times to specify additional networks. 

For backwards compatibility it is also possible to specify comma-separated networks on the first --network argument, however this prevents you from using the options described under the bridge section above.


	none: Create a network namespace for the container but do not configure network interfaces for it, thus the container has no network connectivity.


	container:id: Reuse another container’s network stack.


	host: Use the host’s network namespace for the container instead of creating an isolated namespace. Warning: This gives the container full access to abstract Unix domain sockets and to TCP/UDP sockets bound to localhost. Since these mechanisms are often used to prevent access to sensitive system services, isolating them from access by external entities, use of this option may be considered a security vulnerability.


	ns:path: Path to a network namespace to join.


	private: Create a new namespace for the container. This uses the bridge mode for rootful containers and slirp4netns for rootless ones.


	slirp4netns[:OPTIONS,…]: use slirp4netns(1) to create a user network stack. It is possible to specify these additional options, they can also be set with network_cmd_options in containers.conf:


	allow_host_loopback=true|false: Allow slirp4netns to reach the host loopback IP (default is 10.0.2.2 or the second IP from slirp4netns cidr subnet when changed, see the cidr option below). The default is false.


	mtu=MTU: Specify the MTU to use for this network. (Default is 65520).


	cidr=CIDR: Specify ip range to use for this network. (Default is 10.0.2.0/24).


	enable_ipv6=true|false: Enable IPv6. Default is true. (Required for outbound_addr6).


	outbound_addr=INTERFACE: Specify the outbound interface slirp binds to (ipv4 traffic only).


	outbound_addr=IPv4: Specify the outbound ipv4 address slirp binds to.


	outbound_addr6=INTERFACE: Specify the outbound interface slirp binds to (ipv6 traffic only).


	outbound_addr6=IPv6: Specify the outbound ipv6 address slirp binds to.


	port_handler=rootlesskit: Use rootlesskit for port forwarding. Default. 

Note: Rootlesskit changes the source IP address of incoming packets to an IP address in the container network namespace, usually 10.0.2.100. If the application requires the real source IP address, e.g. web server logs, use the slirp4netns port handler. The rootlesskit port handler is also used for rootless containers when connected to user-defined networks.


	port_handler=slirp4netns: Use the slirp4netns port forwarding, it is slower than rootlesskit but preserves the correct source IP address. This port handler cannot be used for user-defined networks.






	pasta[:OPTIONS,…]: use pasta(1) to create a user-mode networking
stack. 

This is the default for rootless containers and only supported in rootless mode. 

By default, IPv4 and IPv6 addresses and routes, as well as the pod interface
name, are copied from the host. Port forwarding preserves the original
source IP address. Options described in pasta(1) can be specified as
comma-separated arguments. 

In terms of pasta(1) options, --config-net is given by default, in
order to configure networking when the container is started, and
--no-map-gw is also assumed by default, to avoid direct access from
container to host using the gateway address. The latter can be overridden
by passing --map-gw in the pasta-specific options (despite not being an
actual pasta(1) option). 

For better integration with DNS handling, --dns-forward 169.254.1.1 is passed,
and this address is added to resolv.conf(5) as first resolver. It is possible to pass
--dns-forward explicitly in case a different IP address should be used.
To make the host.containers.internal /etc/hosts entry work and allow connections
to the host, --map-guest-addr 169.254.1.2 is passed. Again, it can be set
explicitly to choose a different IP address. 

Also, -t none and -u none are passed if, respectively, no TCP or
UDP port forwarding from host to container is configured (via Podman’s
--publish or by passing the pasta -t/-u options directly),
to disable automatic port forwarding based on bound ports. Similarly, -T none
and -U none are given to disable the same functionality from container to
host. 

All options can also be set in containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md];
see the pasta_options key under the network section in that file. 

Some examples:


	pasta:--map-gw: Allow the container to directly reach the host using the
gateway address.


	pasta:--mtu,1500: Specify a 1500 bytes MTU for the tap interface in
the container.


	pasta:--ipv4-only,-a,10.0.2.0,-n,24,-g,10.0.2.2,--dns-forward,10.0.2.3,-m,1500,--no-ndp,--no-dhcpv6,--no-dhcp,
equivalent to default slirp4netns(1) options: disable IPv6, assign
10.0.2.0/24 to the tap0 interface in the container, with gateway
10.0.2.3, enable DNS forwarder reachable at 10.0.2.3, set MTU to 1500
bytes, disable NDP, DHCPv6 and DHCP support.


	pasta:-I,tap0,--ipv4-only,-a,10.0.2.0,-n,24,-g,10.0.2.2,--dns-forward,10.0.2.3,--no-ndp,--no-dhcpv6,--no-dhcp,
equivalent to default slirp4netns(1) options with Podman overrides: same as
above, but leave the MTU to 65520 bytes


	pasta:-t,auto,-u,auto,-T,auto,-U,auto: enable automatic port forwarding
based on observed bound ports from both host and container sides


	pasta:-T,5201: enable forwarding of TCP port 5201 from container to
host, using the loopback interface instead of the tap interface for improved
performance








When no network option is specified and host network mode is not configured in the YAML file, a new network stack is created and pods are attached to it making possible pod to pod communication.



--no-hostname

Do not create the /etc/hostname file in the containers.

By default, Podman manages the /etc/hostname file, adding the container’s own hostname.  When the --no-hostname option is set, the image’s /etc/hostname will be preserved unmodified if it exists.



--no-hosts

Do not modify the /etc/hosts file in the pod.

Podman assumes control over the pod’s /etc/hosts file by
default and adds entries for the container’s name (see --name option) and
hostname (see --hostname option), the internal host.containers.internal
and host.docker.internal hosts, as well as any hostname added using the
--add-host option. Refer to the --add-host option for details. Passing
--no-hosts disables this, so that the image’s /etc/hosts file is kept
unmodified. The same can be achieved globally by setting no_hosts=true in
containers.conf.

This option conflicts with host added in the Kubernetes YAML.



--no-pod-prefix

Do not prefix container name with pod name.



--publish=[[ip:][hostPort]:]containerPort[/protocol]

Define or override a port definition in the YAML file.

The lists of ports in the YAML file and the command line are merged. Matching is done by using the containerPort field.
If containerPort exists in both the YAML file and the option, the latter takes precedence.



--publish-all

Setting this option to true will expose all ports to the host,
even if only specified via containerPort in the K8 YAML.
In terms of which port will be exposed, --publish has higher priority than hostPort, has higher priority than
containerPort.

If set to false (which is the default), only ports defined via hostPort
or --publish are published on the host.



--quiet, -q

Suppress output information when pulling images



--replace

Tears down the pods created by a previous run of kube play and recreates the pods. This option is used to keep the existing pods up to date based upon the Kubernetes YAML.



--seccomp-profile-root=path

Directory path for seccomp profiles (default: “/var/lib/kubelet/seccomp”). (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--start

Start the pod after creating it, set to false to only create it.



--tls-verify

Require HTTPS and verify certificates when contacting registries (default: true).
If explicitly set to true, TLS verification is used.
If set to false, TLS verification is not used.
If not specified, TLS verification is used unless the target registry
is listed as an insecure registry in containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]



--userns=mode

Set the user namespace mode for the container.

If --userns is not set, the default value is determined as follows.


	If --pod is set, --userns is ignored and the user namespace of the pod is used.


	If the environment variable PODMAN_USERNS is set its value is used.


	If userns is specified in containers.conf this value is used.


	Otherwise, --userns=host is assumed.




--userns="" (i.e., an empty string) is an alias for --userns=host.

This option is incompatible with --gidmap, --uidmap, --subuidname and --subgidname.

Rootless user --userns=Key mappings:



	Key

	Host User

	Container User





	auto

	$UID

	nil (Host User UID is not mapped into container.)



	host

	$UID

	0 (Default User account mapped to root user in container.)



	keep-id

	$UID

	$UID (Map user account to same UID within container.)



	keep-id:uid=200,gid=210

	$UID

	200:210 (Map user account to specified UID, GID value within container.)



	nomap

	$UID

	nil (Host User UID is not mapped into container.)






Valid mode values are:

auto[:OPTIONS,…]: automatically create a unique user namespace.


	rootful mode: The --userns=auto flag requires that the user name containers be specified in the /etc/subuid and /etc/subgid files, with an unused range of subordinate user IDs that Podman containers are allowed to allocate.  Example: containers:2147483647:2147483648.


	rootless mode: The users range from the /etc/subuid and /etc/subgid files will be used. Note running a single container without using --userns=auto will use the entire range of UIDs and not allow further subdividing. See subuid(5).




Podman allocates unique ranges of UIDs and GIDs from the containers subordinate user IDs. The size of the ranges is based on the number of UIDs required in the image. The number of UIDs and GIDs can be overridden with the size option.

The option --userns=keep-id uses all the subuids and subgids of the user.
The option --userns=nomap uses all the subuids and subgids of the user except the user’s own ID.
Using --userns=auto when starting new containers does not work as long as any containers exist that were started with --userns=nomap or --userns=keep-id without limiting the user namespace size.

Valid auto options:


	gidmapping=CONTAINER_GID:HOST_GID:SIZE: to force a GID mapping to be present in the user namespace.


	size=SIZE: to specify an explicit size for the automatic user namespace. e.g. --userns=auto:size=8192. If size is not specified, auto estimates a size for the user namespace.


	uidmapping=CONTAINER_UID:HOST_UID:SIZE: to force a UID mapping to be present in the user namespace.




The host UID and GID in gidmapping and uidmapping can optionally be prefixed with the @ symbol.
In this case, podman will look up the intermediate ID corresponding to host ID and it will map the found intermediate ID to the container id.
For details see --uidmap.

container:id: join the user namespace of the specified container.

host or “” (empty string): run in the user namespace of the caller. The processes running in the container have the same privileges on the host as any other process launched by the calling user.

keep-id: creates a user namespace where the current user’s UID:GID are mapped to the same values in the container. For containers created by root, the current mapping is created into a new user namespace.

In addition, the init process within the container will run under the current user’s UID. This behavior overrides the image’s USER instruction unless you explicitly set --user.

Valid keep-id options:


	uid=UID: override the UID inside the container that is used to map the current user to.


	gid=GID: override the GID inside the container that is used to map the current user to.


	size=SIZE: override the size of the configured user namespace.  It is useful to not saturate all the available IDs.  Not supported when running as root.




nomap: creates a user namespace where the current rootless user’s UID:GID are not mapped into the container. This option is not allowed for containers created by the root user.

ns:namespace: run the pod in the given existing user namespace.



--wait, -w

Run pods and containers in the foreground. Default is false.

At  any time you can run podman pod ps in another shell to view a list of
the running pods and containers.

When  attached  in the tty mode, you can kill the pods and containers by pressing
Ctrl-C or receiving any other interrupt signals.

All pods, containers, and volumes created with podman kube play is removed
upon exit.




EXAMPLES

Recreate the pod and containers described in the specified host YAML file.

$ podman kube play demo.yml
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6





Recreate the pod and containers specified in a YAML file sent to stdin.

$ cat demo.yml | podman kube play -
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6





Tear down the pod and containers as described in the specified YAML file.

$  podman kube play --down demo.yml
Pods stopped:
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6
Pods removed:
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6





Provide multiple configmap files as sources for environment variables within the specified pods and containers.

$ podman kube play demo.yml --configmap configmap-foo.yml,configmap-bar.yml
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6

$ podman kube play demo.yml --configmap configmap-foo.yml --configmap configmap-bar.yml
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6





Create a pod connected to two networks with a static ip on each.

$ podman kube play demo.yml --network net1:ip=10.89.1.5 --network net2:ip=10.89.10.10
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6





Please take into account that networks must be created first using podman-network-create(1).

Create and teardown from a URL pointing to a YAML file.

$ podman kube play https://podman.io/demo.yml
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6

$ podman kube play --down https://podman.io/demo.yml
Pods stopped:
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6
Pods removed:
52182811df2b1e73f36476003a66ec872101ea59034ac0d4d3a7b40903b955a6





podman kube play --down does not work with a URL if the YAML file the URL points to
has been changed or altered.



Podman Kube Play Support

This document outlines the kube yaml fields that are currently supported by the podman kube play command.

Note: N/A means that the option cannot be supported in a single-node Podman environment.


Pod Fields



	Field

	Support





	containers

	✅



	initContainers

	✅



	imagePullSecrets

	no



	enableServiceLinks

	no



	os.name

	no



	volumes

	✅



	nodeSelector

	N/A



	nodeName

	N/A



	affinity.nodeAffinity

	N/A



	affinity.podAffinity

	N/A



	affinity.podAntiAffinity

	N/A



	tolerations.key

	N/A



	tolerations.operator

	N/A



	tolerations.effect

	N/A



	tolerations.tolerationSeconds

	N/A



	schedulerName

	N/A



	runtimeClassName

	no



	priorityClassName

	no



	priority

	no



	topologySpreadConstraints.maxSkew

	N/A



	topologySpreadConstraints.topologyKey

	N/A



	topologySpreadConstraints.whenUnsatisfiable

	N/A



	topologySpreadConstraints.labelSelector

	N/A



	topologySpreadConstraints.minDomains

	N/A



	restartPolicy

	✅



	terminationGracePeriodSeconds

	✅



	activeDeadlineSeconds

	no



	readinessGates.conditionType

	no



	hostname

	✅



	setHostnameAsFQDN

	no



	subdomain

	no



	hostAliases.hostnames

	✅



	hostAliases.ip

	✅



	dnsConfig.nameservers

	✅



	dnsConfig.options.name

	✅



	dnsConfig.options.value

	✅



	dnsConfig.searches

	✅



	dnsPolicy

	no



	hostNetwork

	✅



	hostPID

	✅



	hostIPC

	✅



	shareProcessNamespace

	✅



	serviceAccountName

	no



	automountServiceAccountToken

	no



	securityContext.runAsUser

	✅



	securityContext.runAsNonRoot

	no



	securityContext.runAsGroup

	✅



	securityContext.supplementalGroups

	✅



	securityContext.fsGroup

	no



	securityContext.fsGroupChangePolicy

	no



	securityContext.seccompProfile.type

	no



	securityContext.seccompProfile.localhostProfile

	no



	securityContext.seLinuxOptions.level

	✅



	securityContext.seLinuxOptions.role

	✅



	securityContext.seLinuxOptions.type

	✅



	securityContext.seLinuxOptions.user

	✅



	securityContext.sysctls.name

	✅



	securityContext.sysctls.value

	✅



	securityContext.windowsOptions.gmsaCredentialSpec

	no



	securityContext.windowsOptions.hostProcess

	no



	securityContext.windowsOptions.runAsUserName

	no








Container Fields



	Field

	Support





	name

	✅



	image

	✅



	imagePullPolicy

	✅



	command

	✅



	args

	✅



	workingDir

	✅



	ports.containerPort

	✅



	ports.hostIP

	✅



	ports.hostPort

	✅



	ports.name

	✅



	ports.protocol

	✅



	env.name

	✅



	env.value

	✅



	env.valueFrom.configMapKeyRef.key

	✅



	env.valueFrom.configMapKeyRef.name

	✅



	env.valueFrom.configMapKeyRef.optional

	✅



	env.valueFrom.fieldRef

	✅



	env.valueFrom.resourceFieldRef

	✅



	env.valueFrom.secretKeyRef.key

	✅



	env.valueFrom.secretKeyRef.name

	✅



	env.valueFrom.secretKeyRef.optional

	✅



	envFrom.configMapRef.name

	✅



	envFrom.configMapRef.optional

	✅



	envFrom.prefix

	no



	envFrom.secretRef.name

	✅



	envFrom.secretRef.optional

	✅



	volumeMounts.mountPath

	✅



	volumeMounts.name

	✅



	volumeMounts.mountPropagation

	no



	volumeMounts.readOnly

	✅



	volumeMounts.subPath

	✅



	volumeMounts.subPathExpr

	no



	volumeDevices.devicePath

	no



	volumeDevices.name

	no



	resources.limits

	✅



	resources.requests

	✅



	lifecycle.postStart

	no



	lifecycle.preStop

	no



	lifecycle.stopSignal

	✅



	terminationMessagePath

	no



	terminationMessagePolicy

	no



	livenessProbe

	✅



	readinessProbe

	no



	startupProbe

	no



	securityContext.runAsUser

	✅



	securityContext.runAsNonRoot

	no



	securityContext.runAsGroup

	✅



	securityContext.readOnlyRootFilesystem

	✅



	securityContext.procMount

	✅



	securityContext.privileged

	✅



	securityContext.allowPrivilegeEscalation

	✅



	securityContext.capabilities.add

	✅



	securityContext.capabilities.drop

	✅



	securityContext.seccompProfile.type

	no



	securityContext.seccompProfile.localhostProfile

	no



	securityContext.seLinuxOptions.level

	✅



	securityContext.seLinuxOptions.role

	✅



	securityContext.seLinuxOptions.type

	✅



	securityContext.seLinuxOptions.user

	✅



	securityContext.windowsOptions.gmsaCredentialSpec

	no



	securityContext.windowsOptions.hostProcess

	no



	securityContext.windowsOptions.runAsUserName

	no



	stdin

	no



	stdinOnce

	no



	tty

	no








PersistentVolumeClaim Fields



	Field

	Support





	volumeName

	no



	storageClassName

	✅



	volumeMode

	no



	accessModes

	✅



	selector

	no



	resources.limits

	no



	resources.requests

	✅








ConfigMap Fields



	Field

	Support





	binaryData

	✅



	data

	✅



	immutable

	no








Deployment Fields



	Field

	Support





	replicas

	✅ (the actual replica count is ignored and set to 1)



	selector

	✅



	template

	✅



	minReadySeconds

	no



	strategy.type

	no



	strategy.rollingUpdate.maxSurge

	no



	strategy.rollingUpdate.maxUnavailable

	no



	revisionHistoryLimit

	no



	progressDeadlineSeconds

	no



	paused

	no








DaemonSet Fields



	Field

	Support





	selector

	✅



	template

	✅



	minReadySeconds

	no



	strategy.type

	no



	strategy.rollingUpdate.maxSurge

	no



	strategy.rollingUpdate.maxUnavailable

	no



	revisionHistoryLimit

	no








Job Fields



	Field

	Support





	activeDeadlineSeconds

	no



	selector

	no (automatically set by k8s)



	template

	✅



	backoffLimit

	no



	completionMode

	no



	completions

	no (set to 1 with kube generate)



	manualSelector

	no



	parallelism

	no (set to 1 with kube generate)



	podFailurePolicy

	no



	suspend

	no



	ttlSecondsAfterFinished

	no








SEE ALSO

podman(1), podman-kube(1), podman-kube-down(1), podman-network-create(1), podman-kube-generate(1), podman-build(1), containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md]
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NAME

podman-kube - Play containers, pods or volumes based on a structured input file



SYNOPSIS

podman kube subcommand



DESCRIPTION

The kube command recreates containers, pods or volumes based on the input from a structured (like YAML)
file input.  Containers are automatically started.

Note: The kube commands in podman focus on simplifying the process of moving containers from podman to a Kubernetes
environment and from a Kubernetes environment back to podman. Podman is not replicating the kubectl CLI. Once containers
are deployed to a Kubernetes cluster from podman, please use kubectl to manage the workloads in the cluster.



COMMANDS



	Command

	Man Page

	Description





	apply

	podman-kube-apply(1)

	Apply Kubernetes YAML based on containers, pods, or volumes to a Kubernetes cluster



	down

	podman-kube-down(1)

	Remove containers and pods based on Kubernetes YAML.



	generate

	podman-kube-generate(1)

	Generate Kubernetes YAML based on containers, pods or volumes.



	play

	podman-kube-play(1)

	Create containers, pods and volumes based on Kubernetes YAML.








SEE ALSO

podman(1), podman-pod(1), podman-container(1), podman-kube-play(1), podman-kube-down(1), podman-kube-generate(1), podman-kube-apply(1)



HISTORY

December 2018, Originally compiled by Brent Baude (bbaude at redhat dot com)
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NAME

podman-load - Load image(s) from a tar archive into container storage



SYNOPSIS

podman load [options]

podman image load [options]



DESCRIPTION

podman load loads an image from either an oci-archive or a docker-archive stored on the local machine into container storage. podman load reads from stdin by default or a file if the input option is set.
podman load is used for loading from the archive generated by podman save, that includes the image parent layers. To load the archive of container’s filesystem created by podman export, use podman import.

The local client further supports loading an oci-dir or a docker-dir as created with podman save (1).

The quiet option suppresses the progress output when set.
Note: : is a restricted character and cannot be part of the file name.



OPTIONS


--help, -h

Print usage statement



--input, -i=input

Load the specified input file instead of from stdin.  The file can be on the local file system or on a server (e.g., https://server.com/archive.tar). Also supports loading in compressed files.

The remote client, including Mac and Windows (excluding WSL2) machines, requires the use of this option.

NOTE: Use the environment variable TMPDIR to change the temporary storage location of container images. Podman defaults to use /var/tmp.



--quiet, -q

Suppress the progress output




EXAMPLES

Create an image from a compressed tar file, without showing progress.

$ podman load --quiet -i fedora.tar.gz





Create an image from the archive.tar file pulled from a URL, without showing progress.

$ podman load -q -i https://server.com/archive.tar





Create an image from stdin using bash redirection from a tar file.

$ podman load < fedora.tar
Getting image source signatures
Copying blob sha256:5bef08742407efd622d243692b79ba0055383bbce12900324f75e56f589aedb0
 0 B / 4.03 MB [---------------------------------------------------------------]
Copying config sha256:7328f6f8b41890597575cbaadc884e7386ae0acc53b747401ebce5cf0d624560
 0 B / 1.48 KB [---------------------------------------------------------------]
Writing manifest to image destination
Storing signatures
Loaded image:  registry.fedoraproject.org/fedora:latest





Create an image from stdin using a pipe.

$ cat fedora.tar | podman load
Getting image source signatures
Copying blob sha256:5bef08742407efd622d243692b79ba0055383bbce12900324f75e56f589aedb0
 0 B / 4.03 MB [---------------------------------------------------------------]
Copying config sha256:7328f6f8b41890597575cbaadc884e7386ae0acc53b747401ebce5cf0d624560
 0 B / 1.48 KB [---------------------------------------------------------------]
Writing manifest to image destination
Storing signatures
Loaded image:  registry.fedoraproject.org/fedora:latest







SEE ALSO

podman(1), podman-save(1)



HISTORY

July 2017, Originally compiled by Urvashi Mohnani umohnani@redhat.com
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NAME

podman-login - Log in to a container registry



SYNOPSIS

podman login [options] [registry]



DESCRIPTION

podman login logs into a specified registry server with the correct username
and password. If the registry is not specified, the first registry under [registries.search]
from registries.conf is used. podman login reads in the username and password from STDIN.
The username and password can also be set using the username and password flags.
The path of the authentication file can be specified by the user by setting the authfile
flag. The default path for reading and writing credentials is ${XDG_RUNTIME_DIR}/containers/auth.json.
Podman uses existing credentials if the user does not pass in a username.
Podman first searches for the username and password in the ${XDG_RUNTIME_DIR}/containers/auth.json, if they are not valid,
Podman then uses any existing credentials found in $HOME/.docker/config.json.
If those credentials are not present, Podman creates ${XDG_RUNTIME_DIR}/containers/auth.json (if the file does not exist) and
then stores the username and password from STDIN as a base64 encoded string in it.
For more details about format and configurations of the auth.json file, see containers-auth.json(5)

podman [GLOBAL OPTIONS]

podman login [GLOBAL OPTIONS]

podman login [OPTIONS] [REGISTRY] [GLOBAL OPTIONS]



OPTIONS


--authfile=path

Path of the authentication file. Default is ${XDG_RUNTIME_DIR}/containers/auth.json on Linux, and $HOME/.config/containers/auth.json on Windows/macOS.
The file is created by podman login. If the authorization state is not found there, $HOME/.docker/config.json is checked, which is set using docker login.

Note: There is also the option to override the default path of the authentication file by setting the REGISTRY_AUTH_FILE environment variable. This can be done with export REGISTRY_AUTH_FILE=path.



--cert-dir=path

Use certificates at path (*.crt, *.cert, *.key) to connect to the registry. (Default: /etc/containers/certs.d)
For details, see containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md].
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--compat-auth-file=path

Instead of updating the default credentials file, update the one at path, and use a Docker-compatible format.



--get-login

Return the logged-in user for the registry.  Return error if no login is found.



--help, -h

Print usage statement



--password, -p=password

Password for registry



--password-stdin

Take the password from stdin



--secret=name

Read the password for the registry from the podman secret name.
If --username is not specified --username=name is used.



--tls-verify

Require HTTPS and verify certificates when contacting registries (default: true).
If explicitly set to true, TLS verification is used.
If set to false, TLS verification is not used.
If not specified, TLS verification is used unless the target registry
is listed as an insecure registry in containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]



--username, -u=username

Username for registry



--verbose, -v

print detailed information about credential store




EXAMPLES

Add login credentials for specified registry to default authentication file;
note that unlike the docker default, the default credentials are under $XDG_RUNTIME_DIR
which is a subdirectory of /run (an emphemeral directory) and hence do not persist across reboot.

$ podman login quay.io
Username: umohnani
Password:
Login Succeeded!





To explicitly preserve credentials across reboot, you will need to specify
the default persistent path:

$ podman login --authfile ~/.config/containers/auth.json quay.io
Username: umohnani
Password:
Login Succeeded!





Add login credentials using specified username and password for local registry to default authentication file.

$ podman login -u testuser -p testpassword localhost:5000
Login Succeeded!





Add login credentials for alternate authfile path for the specified registry.

$ podman login --authfile authdir/myauths.json quay.io
Username: umohnani
Password:
Login Succeeded!





Add login credentials using a Podman secret for the password.

$ echo -n MySecret! | podman secret create secretname -
a0ad54df3c97cf89d5ca6193c
$ podman login --secret secretname -u testuser quay.io
Login Succeeded!





Add login credentials for user test with password test to localhost:5000 registry disabling tls verification requirement.

$ podman login --tls-verify=false -u test -p test localhost:5000
Login Succeeded!





Add login credentials for user foo with password bar to localhost:5000 registry using the certificate directory /etc/containers/certs.d.

$ podman login --cert-dir /etc/containers/certs.d/ -u foo -p bar localhost:5000
Login Succeeded!





Add login credentials for specified registries to default authentication file for given user with password information provided via stdin from a file on disk.

$ podman login -u testuser  --password-stdin < testpassword.txt docker.io
Login Succeeded!





Add login credentials for specified registry to default authentication file for given user with password information provided via stdin from a pipe.

$ echo $testpassword | podman login -u testuser --password-stdin quay.io
Login Succeeded!





Add login credentials for specified registry to default authentication file in verbose mode.

$ podman login quay.io --verbose
Username: myusername
Password:
Used: /run/user/1000/containers/auth.json
Login Succeeded!







SEE ALSO

podman(1), podman-logout(1), containers-auth.json(5) [https://github.com/containers/image/blob/main/docs/containers-auth.json.5.md], containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md], containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md], podman-secret(1), podman-secret-create(1)



HISTORY

August 2017, Originally compiled by Urvashi Mohnani umohnani@redhat.com
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NAME

podman-logout - Log out of a container registry



SYNOPSIS

podman logout [options] registry



DESCRIPTION

podman logout logs out of a specified registry server by deleting the cached credentials
stored in the auth.json file. If the registry is not specified, the first registry under [registries.search]
from registries.conf is used. The path of the authentication file can be overridden by the user by setting the authfile flag.
The default path used is ${XDG_RUNTIME_DIR}/containers/auth.json. For more details about format and configurations of the auth,json file, see containers-auth.json(5)
All the cached credentials can be removed by setting the all flag.

podman [GLOBAL OPTIONS]

podman logout [GLOBAL OPTIONS]

podman logout [OPTIONS] REGISTRY [GLOBAL OPTIONS]



OPTIONS


--all, -a

Remove the cached credentials for all registries in the auth file



--authfile=path

Path of the authentication file. Default is ${XDG_RUNTIME_DIR}/containers/auth.json on Linux, and $HOME/.config/containers/auth.json on Windows/macOS.
The file is created by podman login. If the authorization state is not found there, $HOME/.docker/config.json is checked, which is set using docker login.

Note: There is also the option to override the default path of the authentication file by setting the REGISTRY_AUTH_FILE environment variable. This can be done with export REGISTRY_AUTH_FILE=path.



--compat-auth-file=path

Instead of updating the default credentials file, update the one at path, and use a Docker-compatible format.



--help, -h

Print usage statement




EXAMPLES

Remove login credentials for the docker.io registry from the authentication file:

$ podman logout docker.io





Remove login credentials for the docker.io registry from the authdir/myauths.json file:

$ podman logout --authfile authdir/myauths.json docker.io





Remove login credentials for all registries:

$ podman logout --all







SEE ALSO

podman(1), podman-login(1), containers-auth.json(5) [https://github.com/containers/image/blob/main/docs/containers-auth.json.5.md]



HISTORY

August 2017, Originally compiled by Urvashi Mohnani umohnani@redhat.com
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NAME

podman-logs - Display the logs of one or more containers



SYNOPSIS

podman logs [options] container [container…]

podman container logs [options] container [container…]



DESCRIPTION

The podman logs command batch-retrieves whatever logs are present for one or more containers at the time of execution.
This does not guarantee execution order when combined with podman run (i.e. the run may not have generated
any logs at the time podman logs was executed).



OPTIONS


--color

Output the containers with different colors in the log.



--follow, -f

Follow log output.  Default is false.

Note: When following a container which is removed by podman container rm
or removed on exit (podman run --rm ...), there is a chance that the log
file is removed before podman logs reads the final content.



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)



--names, -n

Output the container names instead of the container IDs in the log.



--since=TIMESTAMP

Show logs since TIMESTAMP. The --since option can be Unix timestamps, date formatted timestamps, or Go duration
strings (e.g. 10m, 1h30m) computed relative to the client machine’s time. Supported formats for date formatted
time stamps include RFC3339Nano, RFC3339, 2006-01-02T15:04:05, 2006-01-02T15:04:05.999999999, 2006-01-02Z07:00,
and 2006-01-02.



--tail=LINES

Output the specified number of LINES at the end of the logs.  LINES must be an integer.  Defaults to -1,
which prints all lines



--timestamps, -t

Show timestamps in the log outputs.  The default is false



--until=TIMESTAMP

Show logs until TIMESTAMP. The --until option can be Unix timestamps, date formatted timestamps, or Go duration
strings (e.g. 10m, 1h30m) computed relative to the client machine’s time. Supported formats for date formatted
time stamps include RFC3339Nano, RFC3339, 2006-01-02T15:04:05, 2006-01-02T15:04:05.999999999, 2006-01-02Z07:00,
and 2006-01-02.




EXAMPLE

To view a container’s logs:

podman logs -t b3f2436bdb978c1d33b1387afb5d7ba7e3243ed2ce908db431ac0069da86cb45

2017/08/07 10:16:21 Seeked /var/log/crio/pods/eb296bd56fab164d4d3cc46e5776b54414af3bf543d138746b25832c816b933b/c49f49788da14f776b7aa93fb97a2a71f9912f4e5a3e30397fca7dfe0ee0367b.log - &{Offset:0 Whence:0}
1:C 07 Aug 14:10:09.055 # oO0OoO0OoO0Oo Redis is starting oO0OoO0OoO0Oo
1:C 07 Aug 14:10:09.055 # Redis version=4.0.1, bits=64, commit=00000000, modified=0, pid=1, just started
1:C 07 Aug 14:10:09.055 # Warning: no config file specified, using the default config. In order to specify a config file use redis-server /path/to/redis.conf
1:M 07 Aug 14:10:09.055 # You requested maxclients of 10000 requiring at least 10032 max file descriptors.
1:M 07 Aug 14:10:09.055 # Server can't set maximum open files to 10032 because of OS error: Operation not permitted.
1:M 07 Aug 14:10:09.055 # Current maximum open files is 4096. maxclients has been reduced to 4064 to compensate for low ulimit. If you need higher maxclients increase 'ulimit -n'.
1:M 07 Aug 14:10:09.056 * Running mode=standalone, port=6379.
1:M 07 Aug 14:10:09.056 # WARNING: The TCP backlog setting of 511 cannot be enforced because /proc/sys/net/core/somaxconn is set to the lower value of 128.
1:M 07 Aug 14:10:09.056 # Server initialized





To view only the last two lines in container’s log:

podman logs --tail 2 b3f2436bdb97

# WARNING: The TCP backlog setting of 511 cannot be enforced because /proc/sys/net/core/somaxconn is set to the lower value of 128.
# Server initialized





To view all containers logs:

podman logs -t --since 0 myserver

1:M 07 Aug 14:10:09.055 # Server can't set maximum open files to 10032 because of OS error: Operation not permitted.
1:M 07 Aug 14:10:09.055 # Current maximum open files is 4096. maxclients has been reduced to 4064 to compensate for low ulimit. If you need higher maxclients increase 'ulimit -n'.
1:M 07 Aug 14:10:09.056 * Running mode=standalone, port=6379.
1:M 07 Aug 14:10:09.056 # WARNING: The TCP backlog setting of 511 cannot be enforced because /proc/sys/net/core/somaxconn is set to the lower value of 128.
1:M 07 Aug 14:10:09.056 # Server initialized





To view a container’s logs since a certain time:

podman logs -t --since 2017-08-07T10:10:09.055837383-04:00 myserver

1:M 07 Aug 14:10:09.055 # Server can't set maximum open files to 10032 because of OS error: Operation not permitted.
1:M 07 Aug 14:10:09.055 # Current maximum open files is 4096. maxclients has been reduced to 4064 to compensate for low ulimit. If you need higher maxclients increase 'ulimit -n'.
1:M 07 Aug 14:10:09.056 * Running mode=standalone, port=6379.
1:M 07 Aug 14:10:09.056 # WARNING: The TCP backlog setting of 511 cannot be enforced because /proc/sys/net/core/somaxconn is set to the lower value of 128.
1:M 07 Aug 14:10:09.056 # Server initialized





To view a container’s logs generated in the last 10 minutes:

podman logs --since 10m myserver

# Server can't set maximum open files to 10032 because of OS error: Operation not permitted.
# Current maximum open files is 4096. maxclients has been reduced to 4064 to compensate for low ulimit, Increase 'ulimit -n' when higher maxclients are required.





To view a container’s logs until 30 minutes ago:

podman logs --until 30m myserver

AH00558: httpd: Could not reliably determine the server's fully qualified domain name, using 10.0.2.100. Set the 'ServerName' directive globally to suppress this message
AH00558: httpd: Could not reliably determine the server's fully qualified domain name, using 10.0.2.100. Set the 'ServerName' directive globally to suppress this message
[Tue Jul 20 13:18:14.223727 2021] [mpm_event:notice] [pid 1:tid 140021067187328] AH00489: Apache/2.4.48 (Unix) configured -- resuming normal operations
[Tue Jul 20 13:18:14.223819 2021] [core:notice] [pid 1:tid 140021067187328] AH00094: Command line: 'httpd -D FOREGROUND'







SEE ALSO

podman(1), podman-run(1), podman-rm(1)



HISTORY

February 2018, Updated by Brent Baude bbaude@redhat.com

August 2017, Originally compiled by Ryan Cole rycole@redhat.com
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NAME

podman-machine-cp - Securely copy contents between the host and the virtual machine



SYNOPSIS

podman machine cp [options] src_path dest_path



DESCRIPTION

Use secure copy (scp) to copy files or directories between the virtual machine
and your host machine.

podman machine cp does not support copying between two virtual machines,
which would require two machines running simultaneously.

Additionally, podman machine cp will automatically do a recursive copy of
files and directories.



OPTIONS


--help

Print usage statement.



--quiet, -q

Suppress copy status output.




EXAMPLES

Copy a file from your host to the running Podman Machine.

$ podman machine cp ~/configuration.txt podman-machine-default:~/configuration.txt
...
Copy Successful





Copy a file from the running Podman Machine to your host.

$ podman machine cp podman-machine-default:~/logs/log.txt ~/logs/podman-machine-default.txt
...
Copy Successful





Copy a directory from your host to the running Podman Machine.

$ podman machine cp ~/.config podman-machine-default:~/.config
...
Copy Successful





Copy a directory from the running Podman Machine to your host.

$ podman machine cp podman-machine-default:~/.config ~/podman-machine-default.config
...
Copy Successful







SEE ALSO

podman(1), podman-machine(1)



HISTORY

February 2025, Originally compiled by Jake Correnti jcorrent@redhat.com
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NAME

podman-machine-info - Display machine host info



SYNOPSIS

podman machine info



DESCRIPTION

Display information pertaining to the machine host.
Rootless only, as all podman machine commands can be only be used with rootless Podman.

Note: The DefaultMachine field in the Host output does not suggest that
one can set a default podman machine via system connections. This value represents
the current active system connection associated with a podman machine. Regardless
of the default system connection, the default podman machine will always be
podman-machine-default.



OPTIONS


--format, -f=format

Change output format to “json” or a Go template.



	Placeholder

	Description





	.Host …

	Host information for local machine



	.Version …

	Version of the machine








--help

Print usage statement.




EXAMPLES

Display default Podman machine info.

$ podman machine info
Host:
  Arch: amd64
  CurrentMachine: ""
  DefaultMachine: ""
  EventsDir: /run/user/3267/podman
  MachineConfigDir: /home/myusername/.config/containers/podman/machine/qemu
  MachineImageDir: /home/myusername/.local/share/containers/podman/machine/qemu
  MachineState: ""
  NumberOfMachines: 0
  OS: linux
  VMType: qemu
Version:
  APIVersion: 4.4.0
  Built: 1677097848
  BuiltTime: Wed Feb 22 15:30:48 2023
  GitCommit: aa196c0d5c9abd5800edf9e27587c60343a26c2b-dirty
  GoVersion: go1.20
  Os: linux
  OsArch: linux/amd64
  Version: 4.4.0





Display default Podman machine info formatted as json.

$ podman machine info --format json
{
  "Host": {
    "Arch": "amd64",
    "CurrentMachine": "",
    "DefaultMachine": "",
    "EventsDir": "/run/user/3267/podman",
    "MachineConfigDir": "/home/myusername/.config/containers/podman/machine/qemu",
    "MachineImageDir": "/home/myusername/.local/share/containers/podman/machine/qemu",
    "MachineState": "",
    "NumberOfMachines": 0,
    "OS": "linux",
    "VMType": "qemu"
  },
  "Version": {
    "APIVersion": "4.4.0",
    "Version": "4.4.0",
    "GoVersion": "go1.20",
    "GitCommit": "aa196c0d5c9abd5800edf9e27587c60343a26c2b-dirty",
    "BuiltTime": "Wed Feb 22 15:30:48 2023",
    "Built": 1677097848,
    "OsArch": "linux/amd64",
    "Os": "linux"
  }
}





Display default Podman machine Host.Arch field.

$ podman machine info --format "{{ .Host.Arch }}"
amd64








SEE ALSO

podman(1), podman-machine(1)



HISTORY

June 2022, Originally compiled by Ashley Cui acui@redhat.com
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NAME

podman-machine-init - Initialize a new virtual machine



SYNOPSIS

podman machine init [options] [name]



DESCRIPTION

Initialize a new virtual machine for Podman.

The default machine name is podman-machine-default. If a machine name is not specified as an argument,
then the new machine will be named podman-machine-default.

Rootless only.

Podman on MacOS and Windows requires a virtual machine. This is because containers are Linux -
containers do not run on any other OS because containers’ core functionality are
tied to the Linux kernel. Podman machine must be used to manage MacOS and Windows machines,
but can be optionally used on Linux.

podman machine init initializes a new Linux virtual machine where containers are run.
SSH keys are automatically generated to access the VM, and system connections to the root account
and a user account inside the VM are added.

By default, the VM distribution is a custom Fedora CoreOS [https://getfedora.org/en/coreos?stream=stable]
based image pushed to quay.io/podman/machine-os (build in https://github.com/containers/podman-machine-os).
WSL is an exception and is based on a custom Fedora image.

To check if there is an upgrade available for your machine os, you can run the following command:

$ podman machine ssh 'sudo rpm-ostree upgrade --check'






If an update is available, you can rerun the above command and remove the --check and your operating system will
be updated.  After updating, you must stop and start your machine with podman machine stop && podman machine start for
it to take effect.

The above mechanism is only used to update patch (Z) versions of podman. For updates to new major and minor
version (X.Y) use the podman machine os apply command, see the docs there for
more information.

Note: Updating as described above can result in version mismatches between Podman on the host and Podman in the
machine.  Executing podman info should reveal versions of both.  A configuration where the Podman host and machine
mismatch are unsupported.

To update the WSL image you must run dnf update inside, use the following command:

$ podman machine ssh dnf update





Default Podman machine settings can be set via the [machine] section in the containers.conf(5) file.



OPTIONS


--cpus=number

Number of CPUs.



--disk-size=number

Size of the disk for the guest VM in GiB.



--help

Print usage statement.



--ignition-path

Fully qualified path of the ignition file.

If an ignition file is provided, the file
is copied into the user’s CONF_DIR and renamed.  Additionally, no SSH keys are generated, nor are any system connections made.  It is assumed that the user does these things manually or handled otherwise.



--image

Fully qualified registry, path, or URL to a VM image.
Registry target must be in the form of docker://registry/repo/image:version.

Note: Only images provided by podman will be supported.



--memory, -m=number

Memory (in MiB). Note: 1024MiB = 1GiB.



--now

Start the virtual machine immediately after it has been initialized.



--playbook

Add the provided Ansible playbook to the machine and execute it after the first boot.

Note: The playbook will be executed with the same privileges given to the user in the virtual machine. The playbook provided cannot include other files from the host system, as they will not be copied.
Use of the --playbook flag will require the image to include Ansible. The default image provided will have Ansible included.



--rootful

Whether this machine prefers rootful (true) or rootless (false)
container execution. This option determines the remote connection default
if there is no existing remote connection configurations.

API forwarding, if available, follows this setting.



--swap, -s=number

Swap (in MiB). Note: 1024MiB = 1GiB.

Renders a zram-generator.conf file with zram-size set to the value passed to --swap



--timezone

Set the timezone for the machine and containers.  Valid values are local or
a timezone such as America/Chicago.  A value of local, which is the default,
means to use the timezone of the machine host.

The timezone setting is not used with WSL.  WSL automatically sets the timezone to the same
as the host Windows operating system.



--tls-verify

Require HTTPS and verify certificates when contacting registries (default: true).
If explicitly set to true, TLS verification is used.
If set to false, TLS verification is not used.
If not specified, TLS verification is used unless the target registry
is listed as an insecure registry in containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]



--usb=bus=number,devnum=number or vendor=hexadecimal,product=hexadecimal

Assign a USB device from the host to the VM via USB passthrough.
Only supported for QEMU Machines.

The device needs to have proper permissions in order to be passed to the machine. This
means the device needs to be under your user group.

Note that using bus and device number are simpler but the values can change every boot
or when the device is unplugged.

When specifying a USB using vendor and product ID’s, if more than one device has the
same vendor and product ID, the first available device is assigned.



--user-mode-networking

This option can only be used for the WSL provider on Windows. On all other
platforms this option is ignored and user mode networking will always be
true there because these providers always depend on gvproxy (our user
mode networking tool for the VMs)

In contrast, The Windows/WSL backend defaults to false, and follows the
standard WSL network setup.
Changing this setting to true on Windows/WSL informs Podman to replace
the WSL networking setup on start of this machine instance with a user-mode
networking distribution. Since WSL shares the same kernel across
distributions, all other running distributions reuses this network.
Likewise, when the last machine instance with a true setting stops, the
original networking setup is restored.

In some VPN configurations the VPN may drop traffic from alternate network
interfaces, including VM network devices. By enabling user-mode networking
VPNs observe all podman machine traffic as coming from the host, bypassing
the problem.



--username

Username to use for executing commands in remote VM. Default value is core
for FCOS and user for Fedora (default on Windows hosts). Should match the one
used inside the resulting VM image.



--volume, -v=source:target[:options]

Mounts a volume from source to target.

Create a mount. If /host-dir:/machine-dir is specified as the *source:target*,
Podman mounts host-dir in the host to machine-dir in the Podman machine.

Additional options may be specified as a comma-separated string. Recognized
options are:


	ro: mount volume read-only


	rw: mount volume read/write (default)


	security_model=[model]: specify 9p security model (see below)




Note: The following destinations are forbidden for volumes: /bin, /boot, /dev, /etc,
/home, /proc, /root, /run, /sbin, /sys, /tmp, /usr, and /var. Subdirectories
of these destinations are allowed but users should be careful to not mount to important directories
as unexpected results may occur.

The 9p security model [determines] https://wiki.qemu.org/Documentation/9psetup#Starting_the_Guest_directly
if and how the 9p filesystem translates some filesystem operations before
actual storage on the host.

In order to allow symlinks to work, on MacOS the default security model is
none.

The value of mapped-xattr specifies that 9p store symlinks and some file
attributes as extended attributes on the host. This is suitable when the host
and the guest do not need to interoperate on the shared filesystem, but has
caveats for actual shared access; notably, symlinks on the host are not usable
on the guest and vice versa. If interoperability is required, then choose
none instead, but keep in mind that the guest is not able to do things
that the user running the virtual machine cannot do, e.g. create files owned by
another user. Using none is almost certainly the best choice for read-only
volumes.

Example: -v "$HOME/git:$HOME/git:ro,security_model=none"

Default volume mounts are defined in containers.conf.  Unless changed, the default values
is $HOME:$HOME.

Note on Windows Subsystem for Linux (WSL)
Since all drives are mounted at /mnt on startup by default in WSL, passing
--volume is redundant and has no effect. The host home directory for a C:
drive will be mounted at /mnt/c/Users/<my username>.




EXAMPLES

Initialize the default Podman machine, pulling the content from the internet.

$ podman machine init





Initialize a Podman machine for the specified name pulling the content from the internet.

$ podman machine init myvm





Initialize and start a new Podman machine in one step.

podman machine init --now





Initialize the default Podman machine pulling the content from the internet defaulting to rootful mode. The default is rootless.

$ podman machine init --rootful





Initialize the default Podman machine overriding its disk size override, pulling the content from the internet.

$ podman machine init --disk-size 50





Initialize the specified Podman machine overriding its memory size, pulling the content from the internet.

$ podman machine init --memory=1024 myvm





Initialize the default Podman machine with the host directory /Users mounted into the VM at /Users.

$ podman machine init -v /Users:/Users





Initialize the default Podman machine with a usb device passthrough specified with options. Only supported for QEMU Machines.

$ podman machine init --usb vendor=13d3,product=5406





Initialize the default Podman machine with a usb device passthrough with specified with options. Only supported for QEMU Machines.

$ podman machine init --usb bus=1,devnum=3







SEE ALSO

podman(1), podman-machine(1), containers.conf(5)



HISTORY

March 2021, Originally compiled by Ashley Cui acui@redhat.com




            

          

      

      

    

  

  
    
    

    podman-machine-inspect
    

    

    
 
  

    
      
          
            
  
NAME

podman-machine-inspect - Inspect one or more virtual machines



SYNOPSIS

podman machine inspect [options] [name] …



DESCRIPTION

Inspect one or more virtual machines

Obtain greater detail about Podman virtual machines. More than one virtual machine can be
inspected at once.

The default machine name is podman-machine-default. If a machine name is not specified as an argument,
then podman-machine-default will be inspected.

Rootless only.



OPTIONS


--format

Print results with a Go template.



	Placeholder

	Description





	.ConfigDir …

	Machine configuration directory location



	.ConnectionInfo …

	Machine connection information



	.Created …

	Machine creation time (string, ISO3601)



	.LastUp …

	Time when machine was last booted



	.Name

	Name of the machine



	.Resources …

	Resources used by the machine



	.Rootful

	Whether the machine prefers rootful or rootless container execution



	.Rosetta

	Whether this machine uses Rosetta



	.SSHConfig …

	SSH configuration info for communicating with machine



	.State

	Machine state



	.UserModeNetworking

	Whether this machine uses user-mode networking








--help

Print usage statement.




EXAMPLES

Inspect the specified Podman machine.

$ podman machine inspect podman-machine-default
[
     {
          "ConfigDir": {
               "Path": "/Users/jacksparrow/.config/containers/podman/machine/applehv"
          },
          "ConnectionInfo": {
               "PodmanSocket": {
                    "Path": "/var/folders/9r/n3056v597wv2cq8s2j80bdnw0000gn/T/podman/podman-machine-default-api.sock"
               },
               "PodmanPipe": null
          },
          "Created": "2025-02-11T14:12:48.231836+05:30",
          "LastUp": "2025-08-12T19:31:19.391294+05:30",
          "Name": "podman-machine-default",
          "Resources": {
               "CPUs": 6,
               "DiskSize": 100,
               "Memory": 6144,
               "USBs": []
          },
          "SSHConfig": {
               "IdentityPath": "/Users/jacksparrow/.local/share/containers/podman/machine/machine",
               "Port": 53298,
               "RemoteUsername": "core"
          },
          "State": "running",
          "UserModeNetworking": true,
          "Rootful": false,
          "Rosetta": true
     }
]





Show machine name and state:

$ podman machine inspect --format "{{.Name}}\t{{.State}}"
podman-machine-default running





Show machine resource information:

$ podman machine inspect --format "Machine: {{.Name}}\nCPUs: {{.Resources.CPUs}}\nMemory: {{.Resources.Memory}} bytes\nDisk: {{.Resources.DiskSize}} bytes"
Machine: podman-machine-default
CPUs: 6
Memory: 6144 bytes
Disk: 100 bytes





Show machine configuration details:

$ podman machine inspect --format "{{.Name}}: {{.State}} (Rootful: {{.Rootful}}, User Networking: {{.UserModeNetworking}})"
podman-machine-default: running (Rootful: false, User Networking: true)





Show machine uptime information:

$ podman machine inspect --format "Created: {{.Created}}\nLast Up: {{.LastUp}}\nState: {{.State}}"
Created: 2025-02-11 14:12:48.231836 +0000 UTC
Last Up: 2025-08-12 19:31:19.391294 +0000 UTC
State: running





Show connection information:

$ podman machine inspect --format "Socket: {{.ConnectionInfo.PodmanSocket}}\nConfig Dir: {{.ConfigDir}}"
Socket: {/var/folders/9r/n3056v597wv2cq8s2j80bdnw0000gn/T/podman/podman-machine-default-api.sock <nil>}
Config Dir: {/Users/jacksparrow/.config/containers/podman/machine/applehv <nil>}







SEE ALSO

podman(1), podman-machine(1)



HISTORY

April 2022, Originally compiled by Brent Baude bbaude@redhat.com
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NAME

podman-machine-list - List virtual machines



SYNOPSIS

podman machine list [options]

podman machine ls [options]



DESCRIPTION

List Podman managed virtual machines.

Podman on MacOS and Windows requires a virtual machine. This is because containers are Linux -
containers do not run on any other OS because containers’ core functionality are
tied to the Linux kernel. Podman machine must be used to manage MacOS and Windows machines,
but can be optionally used on Linux.

Rootless only.

NOTE: The podman-machine configuration file is managed under the
$XDG_CONFIG_HOME/containers/podman/machine/ directory. Changing the $XDG_CONFIG_HOME
environment variable while the machines are running can lead to unexpected behavior.
(see podman(1))



OPTIONS


--all-providers

Show machines from all providers



--format=format

Change the default output format.  This can be of a supported type like ‘json’
or a Go template.
Valid placeholders for the Go template are listed below:



	Placeholder

	Description





	.CPUs

	Number of CPUs



	.Created

	Time since VM creation



	.Default

	Is default machine



	.DiskSize

	Disk size of machine



	.IdentityPath

	Path to ssh identity file



	.LastUp

	Time since the VM was last run



	.Memory

	Allocated memory for machine



	.Name

	VM name



	.Port

	SSH Port to use to connect to VM



	.RemoteUsername

	VM Username for rootless Podman



	.Running

	Is machine running



	.Stream

	Stream name



	.Swap

	Allocated swap for machine



	.UserModeNetworking

	Whether machine uses user-mode networking



	.VMType

	VM type








--help

Print usage statement.



--noheading, -n

Omit the table headings from the listing.



--quiet, -q

Only print the name of the machine. This also implies no table heading
is printed.




EXAMPLES

List all Podman machines.

$ podman machine list
NAME                    VM TYPE     CREATED      LAST UP      CPUS        MEMORY      DISK SIZE
podman-machine-default  qemu        2 weeks ago  2 weeks ago  1           2.147GB     10.74GB





List all Podman machines using the specified table format.

$ podman machine ls --format "table {{.Name}}\t{{.VMType}}\t{{.Created}}\t{{.LastUp}}"
NAME                    VM TYPE     CREATED      LAST UP
podman-machine-default  qemu        2 weeks ago  2 weeks ago





List all Podman machines in json format.

$ podman machine ls --format json
[
    {
        "Name": "podman-machine-default",
        "Default": false,
        "Created": "2021-12-27T10:36:14.373347492-05:00",
        "Running": false,
        "LastUp": "2021-12-27T11:22:50.17333371-05:00",
        "Stream": "default",
        "VMType": "qemu",
        "CPUs": 1,
        "Memory": "2147483648",
        "DiskSize": "10737418240"
    }
]







SEE ALSO

podman(1), podman-machine(1)
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NAME

podman-machine-os-apply - Apply an OCI image to a Podman Machine’s OS



SYNOPSIS

podman machine os apply [options] image [vm]



DESCRIPTION

Apply machine OS changes from an OCI image.

VM’s that use OS’s that use rpm-ostreee have the capability to rebase itself from the content of an OCI image.
podman machine image apply takes an OCI image with container native ostree functionality and rebases itself on that image.

By default, Podman machines on Mac, Linux, and Windows Hyper-V use a customized rpm-ostree based distribution (Fedora CoreOS). Machines based on Microsoft WSL use a
customized Fedora distribution and cannot be updated with this command.

Note: WSL-based machines are upgradable by using the podman machine ssh <machine_name> command followed by sudo dnf update.  This can, however, result in unexpected results in
Podman client and server version differences.

Podman machine images are stored as OCI images at quay.io/podman/machine-os. When applying an image using this
command, the fully qualified OCI reference name must be used including tag where the tag is the
version of Podman that is inside the VM. By default, Podman will attempt to pull only the statement
version as itself.

For more information, see the rpm-ostree documentation [https://coreos.github.io/rpm-ostree/container/].

The default machine name is podman-machine-default. If a machine name is not specified as an argument,
then the OS changes will be applied to podman-machine-default.



OPTIONS


--help

Print usage statement.



--restart

Restart VM after applying changes.




EXAMPLES

Update the default Podman machine to the latest development version of the
bootable OCI image.

Note: This may result in having a newer Podman version inside the machine
than the client.  Unexpected results may occur.

Update the default Podman machine to the most recent Podman 5.4 bootable
OCI image.

$ podman machine os apply quay.io/podman/machine-os:5.4





Update the specified Podman machine to latest Podman 5.3 bootable OCI image.

$ podman machine os apply quay.io/podman/machine-os:5.3 mymachine







SEE ALSO

podman(1), podman-machine(1), podman-machine-os(1)



HISTORY
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NAME

podman-machine-os - Manage a Podman virtual machine’s OS



SYNOPSIS

podman machine os subcommand



DESCRIPTION

podman machine os is a set of subcommands that manage a Podman virtual machine’s operating system.



SUBCOMMANDS



	Command

	Man Page

	Description





	apply

	podman-machine-os-apply(1)

	Apply an OCI image to a Podman Machine’s OS








SEE ALSO

podman(1), podman-machine(1), podman-machine-os-apply(1)



HISTORY
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NAME

podman-machine-reset - Reset Podman machines and environment



SYNOPSIS

podman machine reset [options]



DESCRIPTION

Reset your Podman machine environment.  This command stops any running machines
and then removes them.  Configuration and data files are then removed.  Data files
would include machine disk images and any previously pulled cache images.  When
this command is run, all of your Podman machines will have been deleted.



OPTIONS


--force, -f

Reset without confirmation.



--help

Print usage statement.




EXAMPLES

$ podman machine reset
Warning: this command will delete all existing podman machines
and all of the configuration and data directories for Podman machines

The following machine(s) will be deleted:

dev
podman-machine-default

Are you sure you want to continue? [y/N] y
$





Force reset without confirmation.

$ podman machine reset --force
$







SEE ALSO

podman(1), podman-machine(1)
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NAME

podman-machine-rm - Remove a virtual machine



SYNOPSIS

podman machine rm [options] [name]



DESCRIPTION

Remove a virtual machine and its related files.  What is actually deleted
depends on the virtual machine type.  For all virtual machines, the generated
podman system connections are deleted.  The ignition files
generated for that VM are also removed as is its image file on the filesystem.

Users get a display of what is deleted and are required to confirm unless the option --force
is used.

The default machine name is podman-machine-default. If a machine name is not specified as an argument,
then podman-machine-default will be removed.

Rootless only.



OPTIONS


--force, -f

Stop and delete without confirmation.



--help

Print usage statement.



--save-ignition

Do not delete the generated ignition file.



--save-image

Do not delete the VM image.




EXAMPLES

Remove the specified Podman machine.

$ podman machine rm test1

The following files will be deleted:

/home/user/.config/containers/podman/machine/qemu/test1.ign
/home/user/.local/share/containers/podman/machine/qemu/test1_fedora-coreos-33.20210315.1.0-qemu.x86_64.qcow2
/home/user/.config/containers/podman/machine/qemu/test1.json

Are you sure you want to continue? [y/N] y





Remove the specified Podman machine even if it is running.

$ podman machine rm -f test1
$







SEE ALSO

podman(1), podman-machine(1)
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NAME

podman-machine-set - Set a virtual machine setting



SYNOPSIS

podman machine set [options] [name]



DESCRIPTION

Change a machine setting.

The default machine name is podman-machine-default. If a machine name is not specified as an argument,
then the settings will be applied to podman-machine-default.

Rootless only.

Default Podman machine settings can be set via the [machine] section in the containers.conf(5) file.



OPTIONS


--cpus=number

Number of CPUs.
Only supported for QEMU machines.



--disk-size=number

Size of the disk for the guest VM in GB.
Can only be increased. Only supported for QEMU machines.



--help

Print usage statement.



--memory, -m=number

Memory (in MB).
Only supported for QEMU machines.



--rootful

Whether this machine prefers rootful (true) or rootless (false)
container execution. This option updates the current podman
remote connection default if it is currently pointing at the specified
machine name (or podman-machine-default if no name is specified).

Unlike podman system connection default
this option makes the API socket, if available, forward to the rootful/rootless
socket in the VM.

Note that changing this option means that all the existing containers/images/volumes, etc…
are no longer visible with the default connection/socket. This is because the root and rootless
users in the VM are completely separated and do not share any storage. The data however is not
lost and you can always change this option back or use the other connection to access it.



--usb=bus=number,devnum=number or vendor=hexadecimal,product=hexadecimal or “”

Assign a USB device from the host to the VM.
Only supported for QEMU Machines.

The device needs to be present when the VM starts.
The device needs to have proper permissions in order to be assign to podman machine.

Use an empty string to remove all previously set USB devices.

Note that using bus and device number are simpler but the values can change every boot or when the
device is unplugged. Using vendor and product might lead to collision in the case of multiple
devices with the same vendor product value, the first available device is assigned.



--user-mode-networking

This option can only be used for the WSL provider on Windows. On all other
platforms this option is ignored and user mode networking will always be
true there because these providers always depend on gvproxy (our user
mode networking tool for the VMs)

In contrast, The Windows/WSL backend defaults to false, and follows the
standard WSL network setup.
Changing this setting to true on Windows/WSL informs Podman to replace
the WSL networking setup on start of this machine instance with a user-mode
networking distribution. Since WSL shares the same kernel across
distributions, all other running distributions reuses this network.
Likewise, when the last machine instance with a true setting stops, the
original networking setup is restored.

In some VPN configurations the VPN may drop traffic from alternate network
interfaces, including VM network devices. By enabling user-mode networking
VPNs observe all podman machine traffic as coming from the host, bypassing
the problem.




EXAMPLES

To switch the default Podman machine from rootless to rootful:

$ podman machine set --rootful





or more explicitly set with value true.

$ podman machine set --rootful=true





Switch the default Podman machine from rootful to rootless.

$ podman machine set --rootful=false





Switch the specified Podman machine from rootless to rootful.

$ podman machine set --rootful myvm







SEE ALSO

podman(1), podman-machine(1), containers.conf(5)



HISTORY

February 2022, Originally compiled by Jason Greene jason.greene@redhat.com




            

          

      

      

    

  

  
    
    

    podman-machine-ssh
    

    

    
 
  

    
      
          
            
  
NAME

podman-machine-ssh - SSH into a virtual machine



SYNOPSIS

podman machine ssh [options] [name] [command [arg …]]



DESCRIPTION

SSH into a Podman-managed virtual machine and optionally execute a command
on the virtual machine. Unless using the default virtual machine, the
first argument must be the virtual machine name. The optional command to
execute can then follow. If no command is provided, an interactive session
with the virtual machine is established.

The exit code from ssh command is forwarded to the podman machine ssh caller, see Exit Codes.

The default machine name is podman-machine-default. If a machine name is not specified as an argument,
then podman-machine-default will be SSH’d into.

Rootless only.



OPTIONS


--help

Print usage statement.



--username=name

Username to use when SSH-ing into the VM.




Exit Codes

The exit code from podman machine ssh gives information about why the command failed.
When podman machine ssh commands exit with a non-zero code,
the exit codes follow the chroot standard, see below:

125 The error is with podman itself

$ podman machine ssh --foo; echo $?
Error: unknown flag: --foo
125





126 Executing a contained command and the command cannot be invoked

$ podman machine ssh /etc; echo $?
Error: fork/exec /etc: permission denied
126





127 Executing a contained command and the command cannot be found

$ podman machine ssh foo; echo $?
Error: fork/exec /usr/bin/bogus: no such file or directory
127





Exit code contained command exit code

$ podman machine ssh /bin/sh -c 'exit 3'; echo $?
3







EXAMPLES

To get an interactive session with the default Podman machine:

SSH into the default Podman machine.

$ podman machine ssh





Run command inside the default Podman machine via ssh.

$ podman machine ssh myvm





Run command inside the specified Podman machine via ssh.

$ podman machine ssh myvm rpm -q podman







SEE ALSO

podman(1), podman-machine(1)



HISTORY
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NAME

podman-machine-start - Start a virtual machine



SYNOPSIS

podman machine start [name]



DESCRIPTION

Starts a virtual machine for Podman.

Rootless only.

Podman on MacOS and Windows requires a virtual machine. This is because containers are Linux -
containers do not run on any other OS because containers’ core functionality are
tied to the Linux kernel. Podman machine must be used to manage MacOS and Windows machines,
but can be optionally used on Linux.

The default machine name is podman-machine-default. If a machine name is not specified as an argument,
then podman-machine-default will be started.

Only one Podman managed VM can be active at a time. If a VM is already running,
podman machine start returns an error.

podman machine start starts a Linux virtual machine where containers are run.



OPTIONS


--help

Print usage statement.



--no-info

Suppress informational tips.



--quiet, -q

Suppress machine starting status output.




EXAMPLES

Start the specified podman machine.

$ podman machine start myvm
Starting machine "myvm"
This machine is currently configured in rootless mode. If your containers
require root permissions (e.g. ports < 1024), or if you run into compatibility
issues with non-podman clients, you can switch using the following command:

	podman machine set --rootful myvm

API forwarding listening on: /var/folders/my/k1kpd8ds7p938mchyb1r_4mw0000gn/T/podman/myvm-api.sock

The system helper service is not installed; the default Docker API socket
address can't be used by podman. If you would like to install it, run the following commands:

        sudo /opt/homebrew/Cellar/podman/5.2.4/bin/podman-mac-helper install
        podman machine stop myvm; podman machine start myvm

You can still connect Docker API clients by setting DOCKER_HOST using the
following command in your terminal session:

        export DOCKER_HOST='unix:///var/folders/my/k1kpd8ds7p938mchyb1r_4mw0000gn/T/podman/myvm-api.sock'

Machine "myvm" started successfully





Start with --no-info:

$ podman machine start --no-info myvm
Starting machine "myvm"
Machine "myvm" started successfully





Start with --quiet:

$ podman machine start --quiet myvm
Machine "myvm" started successfully







SEE ALSO

podman(1), podman-machine(1)
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NAME

podman-machine-stop - Stop a virtual machine



SYNOPSIS

podman machine stop [name]



DESCRIPTION

Stops a virtual machine.

The default machine name is podman-machine-default. If a machine name is not specified as an argument,
then podman-machine-default will be stopped.

Rootless only.

Podman on MacOS and Windows requires a virtual machine. This is because containers are Linux -
containers do not run on any other OS because containers’ core functionality are
tied to the Linux kernel. Podman machine must be used to manage MacOS and Windows machines,
but can be optionally used on Linux.

podman machine stop stops a Linux virtual machine where containers are run.



OPTIONS


--help

Print usage statement.




EXAMPLES

Stop a podman machine named myvm.

$ podman machine stop myvm







SEE ALSO

podman(1), podman-machine(1)



HISTORY

March 2021, Originally compiled by Ashley Cui acui@redhat.com
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NAME

podman-machine - Manage Podman’s virtual machine



SYNOPSIS

podman machine subcommand



DESCRIPTION

podman machine is a set of subcommands that manage Podman’s virtual machine.

Podman on MacOS and Windows requires a virtual machine. This is because containers are Linux -
containers do not run on any other OS because containers’ core functionality are
tied to the Linux kernel. Podman machine must be used to manage MacOS and Windows machines,
but can be optionally used on Linux.

All podman machine commands are rootless only.

NOTE: The podman-machine configuration file is managed under the
$XDG_CONFIG_HOME/containers/podman/machine/ directory. Changing the $XDG_CONFIG_HOME
environment variable while the machines are running can lead to unexpected behavior.

Podman machine behaviour can be modified via the [machine] section in the containers.conf(5) file.



SUBCOMMANDS



	Command

	Man Page

	Description





	cp

	podman-machine-cp(1)

	Securely copy contents between the host and the virtual machine



	info

	podman-machine-info(1)

	Display machine host info



	init

	podman-machine-init(1)

	Initialize a new virtual machine



	inspect

	podman-machine-inspect(1)

	Inspect one or more virtual machines



	list

	podman-machine-list(1)

	List virtual machines



	os

	podman-machine-os(1)

	Manage a Podman virtual machine’s OS



	reset

	podman-machine-reset(1)

	Reset Podman machines and environment



	rm

	podman-machine-rm(1)

	Remove a virtual machine



	set

	podman-machine-set(1)

	Set a virtual machine setting



	ssh

	podman-machine-ssh(1)

	SSH into a virtual machine



	start

	podman-machine-start(1)

	Start a virtual machine



	stop

	podman-machine-stop(1)

	Stop a virtual machine








SEE ALSO

podman(1), podman-machine-cp(1), podman-machine-info(1), podman-machine-init(1), podman-machine-list(1), podman-machine-os(1), podman-machine-rm(1), podman-machine-ssh(1), podman-machine-start(1), podman-machine-stop(1), podman-machine-inspect(1), podman-machine-reset(1), containers.conf(5)


Troubleshooting

See podman-troubleshooting(7) [https://github.com/containers/podman/blob/main/troubleshooting.md]
for solutions to common issues.




HISTORY

March 2021, Originally compiled by Ashley Cui acui@redhat.com
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NAME

podman-manifest-add - Add an image or artifact to a manifest list or image index



SYNOPSIS

podman manifest add [options] listnameorindexname [transport]:imagename imageorartifactname […]



DESCRIPTION

Adds the specified image to the specified manifest list or image index, or
creates an artifact manifest and adds it to the specified image index.



RETURN VALUE

The list image’s ID.



OPTIONS


--all

If the image which is added to the list or index is itself a list or
index, add all of the contents to the local list.  By default, only one image
from such a list or index is added to the list or index.  Combining
--all with any of the other options described below is NOT recommended.



--annotation=annotation=value

Set an annotation on the entry for the specified image or artifact.



--arch=architecture

Override the architecture which the list or index records as a requirement for
the image.  If imageName refers to a manifest list or image index, the
architecture information is retrieved from it.  Otherwise, it is
retrieved from the image’s configuration information.



--artifact

Create an artifact manifest and add it to the image index.  Arguments after the
index name will be interpreted as file names rather than as image references.
In most scenarios, the --artifact-type option should also be specified.



--artifact-config=path

When creating an artifact manifest and adding it to the image index, use the
specified file’s contents as the configuration blob in the artifact manifest.
In most scenarios, leaving the default value, which signifies an empty
configuration, unchanged, is the preferred option.



--artifact-config-type=type

When creating an artifact manifest and adding it to the image index, use the
specified MIME type as the mediaType associated with the configuration blob
in the artifact manifest.  In most scenarios, leaving the default value, which
signifies either an empty configuration or the standard OCI configuration type,
unchanged, is the preferred option.



--artifact-exclude-titles

When creating an artifact manifest and adding it to the image index, do not
set “org.opencontainers.image.title” annotations equal to the file’s basename
for each file added to the artifact manifest.  Tools which retrieve artifacts
from a registry may use these values to choose names for files when saving
artifacts to disk, so this option is not recommended unless it is required
for interoperability with a particular registry.



--artifact-layer-type=type

When creating an artifact manifest and adding it to the image index, use the
specified MIME type as the mediaType associated with the files’ contents.  If
not specified, guesses based on either the files names or their contents will
be made and used, but the option should be specified if certainty is needed.



--artifact-subject=imageName

When creating an artifact manifest and adding it to the image index, set the
subject field in the artifact manifest to mark the artifact manifest as being
associated with the specified image in some way.  An artifact manifest can only
be associated with, at most, one subject.



--artifact-type=type

When creating an artifact manifest, use the specified MIME type as the
manifest’s artifactType value instead of the less informative default value.



--authfile=path

Path of the authentication file. Default is ${XDG_RUNTIME_DIR}/containers/auth.json on Linux, and $HOME/.config/containers/auth.json on Windows/macOS.
The file is created by podman login. If the authorization state is not found there, $HOME/.docker/config.json is checked, which is set using docker login.

Note: There is also the option to override the default path of the authentication file by setting the REGISTRY_AUTH_FILE environment variable. This can be done with export REGISTRY_AUTH_FILE=path.



--cert-dir=path

Use certificates at path (*.crt, *.cert, *.key) to connect to the registry. (Default: /etc/containers/certs.d)
For details, see containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md].
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--creds=[username[:password]]

The [username[:password]] to use to authenticate with the registry, if required.
If one or both values are not supplied, a command line prompt appears and the
value can be entered. The password is entered without echo.

Note that the specified credentials are only used to authenticate against
target registries.  They are not used for mirrors or when the registry gets
rewritten (see containers-registries.conf(5)); to authenticate against those
consider using a containers-auth.json(5) file.



--features=feature

Specify the features list which the list or index records as requirements for
the image.  This option is rarely used.



--os=OS

Override the OS which the list or index records as a requirement for the image.
If imagename refers to a manifest list or image index, the OS information
is retrieved from it.  Otherwise, it is retrieved from the image’s
configuration information.



--os-version=version

Specify the OS version which the list or index records as a requirement for the
image.  This option is rarely used.



--tls-verify

Require HTTPS and verify certificates when contacting registries (default: true).
If explicitly set to true, TLS verification is used.
If set to false, TLS verification is not used.
If not specified, TLS verification is used unless the target registry
is listed as an insecure registry in containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]



--variant

Specify the variant which the list or index records for the image.  This option
is typically used to distinguish between multiple entries which share the same
architecture value, but which expect different versions of its instruction set.




Transport

Multiple transports are supported:

docker://docker-reference (default)
An image in a registry implementing the “Docker Registry HTTP API V2”. By default, uses the authorization state in $XDG_RUNTIME_DIR/containers/auth.json, which is set using (podman login). If the authorization state is not found there, $HOME/.docker/config.json is checked, which is set using (docker login).

$ podman manifest add mylist:v1.11 docker://quay.io/username/myimage





containers-storage:oci-reference
An image in oci-reference format stored in the local container storage. oci-reference must contain a tag.

$ podman manifest add mylist:v1.11 containers-storage:quay.io/username/myimage





dir:path
An existing local directory path storing the manifest, layer tarballs, and signatures as individual files. This
is a non-standardized format, primarily useful for debugging or noninvasive container inspection.

$ podman manifest add dir:/tmp/myimage





docker-archive:path[:docker-reference]
An image is stored in the docker save formatted file.  docker-reference is only used when creating such a
file, and it must not contain a digest.

$ podman manifest add docker-archive:/tmp/myimage





docker-daemon:docker-reference
An image in docker-reference format stored in the docker daemon internal storage. The docker-reference can also be an image ID (docker-daemon:algo:digest).

$ sudo podman manifest add docker-daemon:docker.io/library/myimage:33





oci-archive:path:tag
An image tag in a directory compliant with “Open Container Image Layout Specification” at path.

$ podman manifest add oci-archive:/tmp/myimage







EXAMPLES

Add specified default image from source manifest list to destination manifest list:

podman manifest add mylist:v1.11 docker://fedora
71c201d10fffdcac52968a000d85a0a016ca1c7d5473948000d3131c1773d965





Add all images from source manifest list to destination manifest list:

podman manifest add --all mylist:v1.11 docker://fedora
71c201d10fffdcac52968a000d85a0a016ca1c7d5473948000d3131c1773d965





Add selected image matching arch and variant from source manifest list to destination manifest list:

podman manifest add --arch arm64 --variant v8 mylist:v1.11 docker://71c201d10fffdcac52968a000d85a0a016ca1c7d5473948000d3131c1773d965







SEE ALSO

podman(1), podman-manifest(1)
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NAME

podman-manifest-annotate - Add and update information about an image or artifact in a manifest list or image index



SYNOPSIS

podman manifest annotate [options] listnameorindexname imagemanifestdigestorimageorartifactname



DESCRIPTION

Adds or updates information about an image or artifact included in a manifest list or image index.



OPTIONS


--annotation=annotation=value

Set an annotation on the entry for the specified image or artifact.

If --index is also specified, sets the annotation on the entire image index.



--arch=architecture

Override the architecture which the list or index records as a requirement for
the image.  This is usually automatically retrieved from the image’s
configuration information, so it is rarely necessary to use this option.



--features=feature

Specify the features list which the list or index records as requirements for
the image.  This option is rarely used.



--index

Treats arguments to the --annotation option as annotation values to be set
on the image index itself rather than on an entry in the image index.  Implied
for --subject.



--os=OS

Override the OS which the list or index records as a requirement for the image.
This is usually automatically retrieved from the image’s configuration
information, so it is rarely necessary to use this option.



--os-features=feature

Specify the OS features list which the list or index records as requirements
for the image.  This option is rarely used.



--os-version=version

Specify the OS version which the list or index records as a requirement for the
image.  This option is rarely used.



--subject=imageName

Set the subject field in the image index to mark the image index as being
associated with the specified image in some way.  An image index can only be
associated with, at most, one subject.



--variant

Specify the variant which the list or index records for the image.  This option
is typically used to distinguish between multiple entries which share the same
architecture value, but which expect different versions of its instruction set.




EXAMPLES

Update arch and variant information to specified manifest list for image:

podman manifest annotate --arch arm64 --variant v8 mylist:v1.11 sha256:59eec8837a4d942cc19a52b8c09ea75121acc38114a2c68b98983ce9356b8610
07ec8dc22b5dba3a33c60b68bce28bbd2b905e383fdb32a90708fa5eeac13a07: sha256:59eec8837a4d942cc19a52b8c09ea75121acc38114a2c68b98983ce9356b8610







SEE ALSO

podman(1), podman-manifest(1)
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NAME

podman-manifest-create - Create a manifest list or image index



SYNOPSIS

podman manifest create [options] listnameorindexname [imagename …]



DESCRIPTION

Creates a new manifest list and stores it as an image in local storage using
the specified name.

If additional images are specified, they are added to the newly-created list or
index.



OPTIONS


--all

If any of the images added to the new list or index are
themselves lists or indexes, add all of their contents.  By default, only one
image from such a list is added to the newly-created list or index.



--amend, -a

If a manifest list named listnameorindexname already exists, modify the
preexisting list instead of exiting with an error.  The contents of
listnameorindexname are not modified if no imagenames are given.



--annotation=value

Set an annotation on the newly-created image index.



--tls-verify

Require HTTPS and verify certificates when contacting registries (default: true).
If explicitly set to true, TLS verification is used.
If set to false, TLS verification is not used.
If not specified, TLS verification is used unless the target registry
is listed as an insecure registry in containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]




EXAMPLES

Create the specified manifest.

podman manifest create mylist:v1.11
9cfd24048d5fc80903f088f1531a21bff01172abe66effa8941a4c2308dc745f





Create the specified manifest manifest or modify it if it previously exist.

podman manifest create --amend mylist:v1.11
9cfd24048d5fc80903f088f1531a21bff01172abe66effa8941a4c2308dc745f





Create the named manifest including the specified image matching the current platform.

podman manifest create mylist:v1.11 docker://fedora
5c2bc76bfb4ba6665a7973f7e1c05ee0536b4580637f27adc9fa5a4b2bc03cf1





Create the named manifest including all images referred to with the specified image reference.

podman manifest create --all mylist:v1.11 docker://fedora
30330571e79c65288a4fca421d9aed29b0210d57294d9c2056743fdcf6e3967b







SEE ALSO

podman(1), podman-manifest(1)
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NAME

podman-manifest-exists - Check if the given manifest list exists in local storage



SYNOPSIS

podman manifest exists manifest



DESCRIPTION

podman manifest exists checks if a manifest list exists on local storage.
Podman returns an exit code of 0 when the manifest is found. A 1 is
returned otherwise.
An exit code of 125 indicates there was another issue.



OPTIONS


--help, -h

Print usage statement.




EXAMPLE

Check if a manifest list called list1 exists (the manifest list does actually exist):

$ podman manifest exists list1
$ echo $?
0





Check if a manifest called mylist exists (the manifest list does not actually exist):

$ podman manifest exists mylist
$ echo $?
1







SEE ALSO

podman(1), podman-manifest(1)



HISTORY

January 2021, Originally compiled by Paul Holzinger <paul.holzinger@web.de>
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NAME

podman-manifest-inspect - Display a manifest list or image index



SYNOPSIS

podman manifest inspect [options] listnameorindexname



DESCRIPTION

Displays the manifest list or image index stored using the specified image name.



RETURN VALUE

A formatted JSON representation of the manifest list or image index.



OPTIONS


--authfile=path

Path of the authentication file. Default is ${XDG_RUNTIME_DIR}/containers/auth.json on Linux, and $HOME/.config/containers/auth.json on Windows/macOS.
The file is created by podman login. If the authorization state is not found there, $HOME/.docker/config.json is checked, which is set using docker login.

Note: There is also the option to override the default path of the authentication file by setting the REGISTRY_AUTH_FILE environment variable. This can be done with export REGISTRY_AUTH_FILE=path.



--tls-verify

Require HTTPS and verify certificates when contacting registries (default: true).
If explicitly set to true, TLS verification is used.
If set to false, TLS verification is not used.
If not specified, TLS verification is used unless the target registry
is listed as an insecure registry in containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]




EXAMPLES

Inspect the manifest of mylist:v1.11.

podman manifest inspect mylist:v1.11







SEE ALSO

podman(1), podman-manifest(1)
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NAME

podman-manifest-push - Push a manifest list or image index to a registry



SYNOPSIS

podman manifest push [options] listnameorindexname [destination]



DESCRIPTION

Pushes a manifest list or image index to a registry.



RETURN VALUE

The list image’s ID and the digest of the image’s manifest.



OPTIONS


--add-compression=compression

Makes sure that requested compression variant for each platform is added to the manifest list keeping original instance
intact in the same manifest list. Supported values are (gzip, zstd and zstd:chunked). Following flag can be used
multiple times.

Note that --compression-format controls the compression format of each instance in the manifest list. --add-compression
will add another variant for each instance in the list with the specified compressions. --compression-format gzip --add-compression
zstd will push a manifest list with each instance being compressed with gzip plus an additional variant of each instance
being compressed with zstd.



--all

Push the images mentioned in the manifest list or image index, in addition to
the list or index itself. (Default true)



--authfile=path

Path of the authentication file. Default is ${XDG_RUNTIME_DIR}/containers/auth.json on Linux, and $HOME/.config/containers/auth.json on Windows/macOS.
The file is created by podman login. If the authorization state is not found there, $HOME/.docker/config.json is checked, which is set using docker login.

Note: There is also the option to override the default path of the authentication file by setting the REGISTRY_AUTH_FILE environment variable. This can be done with export REGISTRY_AUTH_FILE=path.



--cert-dir=path

Use certificates at path (*.crt, *.cert, *.key) to connect to the registry. (Default: /etc/containers/certs.d)
For details, see containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md].
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--compression-format=gzip | zstd | zstd:chunked

Specifies the compression format to use.  Supported values are: gzip, zstd and zstd:chunked.  The default is gzip unless overridden in the containers.conf file.
zstd:chunked is incompatible with encrypting images, and will be treated as zstd with a warning in that case.



--compression-level=level

Specifies the compression level to use.  The value is specific to the compression algorithm used, e.g. for zstd the accepted values are in the range 1-20 (inclusive) with a default of 3, while for gzip it is 1-9 (inclusive) and has a default of 5.



--creds=[username[:password]]

The [username[:password]] to use to authenticate with the registry, if required.
If one or both values are not supplied, a command line prompt appears and the
value can be entered. The password is entered without echo.

Note that the specified credentials are only used to authenticate against
target registries.  They are not used for mirrors or when the registry gets
rewritten (see containers-registries.conf(5)); to authenticate against those
consider using a containers-auth.json(5) file.



--digestfile=Digestfile

After copying the image, write the digest of the resulting image to the file.



--force-compression

If set, push uses the specified compression algorithm even if the destination contains a differently-compressed variant already.
Defaults to true if --compression-format is explicitly specified on the command-line, false otherwise.



--format, -f=format

Manifest list type (oci or v2s2) to use when pushing the list (default is oci).



--quiet, -q

When writing the manifest, suppress progress output



--remove-signatures

Don’t copy signatures when pushing images.



--rm

Delete the manifest list or image index from local storage if pushing succeeds.



--sign-by=fingerprint

Sign the pushed images with a “simple signing” signature using the specified key. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--sign-by-sigstore=param-file

Add a sigstore signature based on further options specified in a container’s sigstore signing parameter file param-file.
See containers-sigstore-signing-params.yaml(5) for details about the file format.



--sign-by-sigstore-private-key=path

Sign the pushed images with a sigstore signature using a private key at the specified path. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--sign-by-sq-fingerprint=fingerprint

Add a “simple signing” signature using a Sequoia-PGP key with the specified fingerprint.
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--sign-passphrase-file=path

If signing the image (using --sign-by, sign-by-sq-fingerprint or --sign-by-sigstore-private-key), read the passphrase to use from the specified path.



--tls-verify

Require HTTPS and verify certificates when contacting registries (default: true).
If explicitly set to true, TLS verification is used.
If set to false, TLS verification is not used.
If not specified, TLS verification is used unless the target registry
is listed as an insecure registry in containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]




DESTINATION

DESTINATION is the location the container image is pushed to. It supports all transports from containers-transports(5). If no transport is specified, the docker (i.e., container registry) transport is used.  For remote clients, including Mac and Windows (excluding WSL2) machines, docker is the only supported transport.



EXAMPLES

Push manifest list to container registry:

podman manifest push mylist:v1.11 docker://registry.example.org/mylist:v1.11







SEE ALSO

podman(1), podman-manifest(1), containers-transports(5) [https://github.com/containers/image/blob/main/docs/containers-transports.5.md]




            

          

      

      

    

  

  
    
    

    podman-manifest-remove
    

    

    
 
  

    
      
          
            
  
NAME

podman-manifest-remove - Remove an item from a manifest list or image index



SYNOPSIS

podman manifest remove listnameorindexname digest



DESCRIPTION

Removes the item with the specified digest from the specified manifest list or image index.



RETURN VALUE

The list image’s ID and the digest of the removed image’s manifest.



EXAMPLE

Remove specified digest from the manifest list:

podman manifest remove mylist:v1.11 sha256:cb8a924afdf0229ef7515d9e5b3024e23b3eb03ddbba287f4a19c6ac90b8d221
podman manifest remove e604eabaaee4858232761b4fef84e2316ed8f93e15eceafce845966ee3400036 sha256:cb8a924afdf0229ef7515d9e5b3024e23b3eb03ddbba287f4a19c6ac90b8d221







SEE ALSO

podman(1), podman-manifest(1)
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NAME

podman-manifest-rm - Remove manifest list or image index from local storage



SYNOPSIS

podman manifest rm [options] list-or-index […]



DESCRIPTION

Removes one or more locally stored manifest lists.



OPTIONS


--ignore, -i

If a specified manifest does not exist in the local storage, ignore it and do not throw an error.




EXAMPLES

podman manifest rm listid





podman manifest rm --ignore listid1 listid2







SEE ALSO

podman(1), podman-manifest(1),  containers-storage.conf(5) [https://github.com/containers/storage/blob/main/docs/containers-storage.conf.5.md]
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NAME

podman-manifest - Create and manipulate manifest lists and image indexes



SYNOPSIS

podman manifest subcommand



DESCRIPTION

The podman manifest command provides subcommands which can be used to:

* Create a working Docker manifest list or OCI image index.







SUBCOMMANDS



	Command

	Man Page

	Description





	add

	podman-manifest-add(1)

	Add an image or artifact to a manifest list or image index.



	annotate

	podman-manifest-annotate(1)

	Add and update information about an image or artifact in a manifest list or image index.



	create

	podman-manifest-create(1)

	Create a manifest list or image index.



	exists

	podman-manifest-exists(1)

	Check if the given manifest list exists in local storage



	inspect

	podman-manifest-inspect(1)

	Display a manifest list or image index.



	push

	podman-manifest-push(1)

	Push a manifest list or image index to a registry.



	remove

	podman-manifest-remove(1)

	Remove an item from a manifest list or image index.



	rm

	podman-manifest-rm(1)

	Remove manifest list or image index from local storage.








EXAMPLES


Building a multi-arch manifest list from a Containerfile

Assuming the Containerfile uses RUN instructions, the host needs
a way to execute non-native binaries.  Configuring this is beyond
the scope of this example.  Building a multi-arch manifest list
shazam in parallel across 4-threads can be done like this:

    $ platarch=linux/amd64,linux/ppc64le,linux/arm64,linux/s390x
    $ podman build --jobs=4 --platform=$platarch --manifest shazam .





Note: The --jobs argument is optional. Do not use the podman build command’s --tag (or -t) option when building a multi-arch manifest list.



Assembling a multi-arch manifest from separately built images

Assuming example.com/example/shazam:$arch images are built separately
on other hosts and pushed to the example.com registry.  They may
be combined into a manifest list, and pushed using a simple loop:

    $ REPO=example.com/example/shazam
    $ podman manifest create $REPO:latest
    $ for IMGTAG in amd64 s390x ppc64le arm64; do \
              podman manifest add $REPO:latest docker://$REPO:IMGTAG; \
          done
    $ podman manifest push --all $REPO:latest





Note: The add instruction argument order is <manifest> then <image>.
Also, the --all push option is required to ensure all contents are
pushed, not just the native platform/arch.



Removing and tagging a manifest list before pushing

Special care is needed when removing and pushing manifest lists, as opposed
to the contents.  You almost always want to use the manifest rm and
manifest push --all subcommands.  For example, a rename and push can
be performed like this:

    $ podman tag localhost/shazam example.com/example/shazam
    $ podman manifest rm localhost/shazam
    $ podman manifest push --all example.com/example/shazam








SEE ALSO

podman(1), podman-manifest-add(1), podman-manifest-annotate(1), podman-manifest-create(1), podman-manifest-inspect(1), podman-manifest-push(1), podman-manifest-remove(1)
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NAME

podman-mount - Mount a working container’s root filesystem



SYNOPSIS

podman mount [options] [container …]

podman container mount [options] [container …]



DESCRIPTION

Mounts the specified containers’ root file system in a location which can be
accessed from the host, and returns its location.

Podman lists all of the currently mounted containers, including external containers, when the command is executed
without any arguments. External containers are containers in container/storage by tools other than Podman.
For example Buildah and CRI-O.

Rootless mode only supports mounting VFS driver, unless Podman is run within the user namespace
via the podman unshare command. All other storage drivers fails to mount.



RETURN VALUE

The location of the mounted file system.  On error an empty string and errno is
returned.



OPTIONS


--all, -a

Mount all podman containers. (External containers are not mounted)



--format=format

Print the mounted containers in specified format (json).



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)



--no-trunc

Do not truncate the output (default false).




EXAMPLES

In rootful mode, Mount specified container.

# podman mount c831414b10a3
/var/lib/containers/storage/overlay/f3ac502d97b5681989dff84dfedc8354239bcecbdc2692f9a639f4e080a02364/merged





In rootless mode, container mounting only works from inside the user namespace.

$ podman unshare
# podman mount affectionate_mcnulty
/home/dwalsh/.local/share/containers/storage/overlay/4218326b9a80619aef005ff95067f76687ad975ce101c176598fb416f6186906/merged





List the currently mounted containers:

podman mount
c831414b10a3 /var/lib/containers/storage/overlay/f3ac502d97b5681989dff84dfedc8354239bcecbdc2692f9a639f4e080a02364/merged
a7060253093b /var/lib/containers/storage/overlay/0ff7d7ca68bed1ace424f9df154d2dd7b5a125c19d887f17653cbcd5b6e30ba1/merged





Mount multiple containers:

podman mount c831414b10a3 a7060253093b
/var/lib/containers/storage/overlay/f3ac502d97b5681989dff84dfedc8354239bcecbdc2692f9a639f4e080a02364/merged
/var/lib/containers/storage/overlay/0ff7d7ca68bed1ace424f9df154d2dd7b5a125c19d887f17653cbcd5b6e30ba1/merged







SEE ALSO

podman(1), podman-unmount(1), podman-unshare(1), mount(8)
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NAME

podman-network-connect - Connect a container to a network



SYNOPSIS

podman network connect [options] network container



DESCRIPTION

Connects a container to a network. A container can be connected to a network by name or by ID.
Once connected, the container can communicate with other containers in the same network.



OPTIONS


--alias=name

Add network-scoped alias for the container. If the network has DNS enabled (podman network inspect -f {{.DNSEnabled}} <NAME>),
these aliases can be used for name resolution on the given network.  Multiple --alias options may be specified as input.
NOTE: When using CNI, a container only has access to aliases on the first network that it joins. This limitation does
not exist with netavark/aardvark-dns.



--ip=address

Set a static ipv4 address for this container on this network.



--ip6=address

Set a static ipv6 address for this container on this network.



--mac-address=address

Set a static mac address for this container on this network.




EXAMPLES

Connect specified container to a named network:

podman network connect test web





Connect specified container to named network with two aliases:

podman network connect --alias web1 --alias web2 test web





Connect specified container to named network with a static ip:

podman network connect --ip 10.89.1.13 test web





Connect specified container to named network with a static mac address:

podman network connect --mac-address 92:d0:c6:0a:29:33 test web







SEE ALSO

podman(1), podman-network(1), podman-network-inspect(1), podman-network-disconnect(1)



HISTORY

November 2020, Originally compiled by Brent Baude bbaude@redhat.com
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NAME

podman-network-create - Create a Podman network



SYNOPSIS

podman network create  [options] [name]



DESCRIPTION

Create a network configuration for use with Podman. By default, Podman creates a bridge connection.
A Macvlan connection can be created with the -d macvlan option. A parent device for macvlan or
ipvlan can be designated with the -o parent=<device> or --network-interface=<device> option.

If no options are provided, Podman assigns a free subnet and name for the network.

Upon completion of creating the network, Podman displays the name of the newly added network.



OPTIONS


--disable-dns

Disables the DNS plugin for this network which if enabled, can perform container to container name
resolution. It is only supported with the bridge driver, for other drivers it is always disabled.



--dns=ip

Set network-scoped DNS resolver/nameserver for containers in this network. If not set, the host servers from /etc/resolv.conf is used.  It can be overwritten on the container level with the podman run/create --dns option. This option can be specified multiple times to set more than one IP.



--driver, -d=driver

Driver to manage the network. Currently bridge, macvlan and ipvlan are supported. Defaults to bridge.
As rootless the macvlan and ipvlan driver have no access to the host network interfaces because rootless networking requires a separate network namespace.

The netavark backend allows the use of so called netavark plugins, see the
plugin-API.md [https://github.com/containers/netavark/blob/main/plugin-API.md]
documentation in netavark. The binary must be placed in a specified directory
so podman can discover it, this list is set in netavark_plugin_dirs in
containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md]
under the [network] section.

The name of the plugin can then be used as driver to create a network for your plugin.
The list of all supported drivers and plugins can be seen with podman info --format {{.Plugins.Network}}.

Note that the macvlan and ipvlan drivers do not support port forwarding. Support for port forwarding
with a plugin depends on the implementation of the plugin.



--gateway=ip

Define a gateway for the subnet. To provide a gateway address, a
subnet option is required. Can be specified multiple times.
The argument order of the --subnet, --gateway and --ip-range options must match.



--ignore

Ignore the create request if a network with the same name already exists instead of failing.
Note, trying to create a network with an existing name and different parameters does not change the configuration of the existing one.



--interface-name=name

This option maps the network_interface option in the network config, see podman network inspect.
Depending on the driver, this can have different effects; for bridge, it uses the bridge interface name.
For macvlan and ipvlan, it is the parent device on the host. It is the same as --opt parent=....



--internal

Restrict external access of this network when using a bridge network. Note when using the CNI backend
DNS will be automatically disabled, see --disable-dns.

When using the macvlan or ipvlan driver with this option no default route will be added to the container.
Because it bypasses the host network stack no additional restrictions can be set by podman and if a
privileged container is run it can set a default route themselves. If this is a concern then the
container connections should be blocked on your actual network gateway.

Using the bridge driver with this option has the following effects:


	Global IP forwarding sysctls will not be changed in the host network namespace.


	IP forwarding is disabled on the bridge interface instead of setting up a firewall.


	No default route will be added to the container.




In all cases, aardvark-dns will only resolve container names with this option enabled.
Other queries will be answered with NXDOMAIN.



--ip-range=range

Allocate container IP from a range. The range must be a either a complete subnet in CIDR notation or be in
the <startIP>-<endIP> syntax which allows for a more flexible range compared to the CIDR subnet.
The ip-range option must be used with a subnet option. Can be specified multiple times.
The argument order of the --subnet, --gateway and --ip-range options must match.



--ipam-driver=driver

Set the ipam driver (IP Address Management Driver) for the network. When unset podman chooses an
ipam driver automatically based on the network driver.

Valid values are:


	dhcp: IP addresses are assigned from a dhcp server on the network. When using the netavark backend
the netavark-dhcp-proxy.socket must be enabled in order to start the dhcp-proxy when a container is
started, for CNI use the cni-dhcp.socket unit instead.


	host-local: IP addresses are assigned locally.


	none: No ip addresses are assigned to the interfaces.




View the driver in the podman network inspect output under the ipam_options field.



--ipv6

Enable IPv6 (Dual Stack) networking. If no subnets are given, it allocates an ipv4 and an ipv6 subnet.



--label=label

Set metadata for a network (e.g., --label mykey=value).



--opt, -o=option

Set driver specific options.

All drivers accept the mtu, metric, no_default_route and options.


	mtu: Sets the Maximum Transmission Unit (MTU) and takes an integer value.


	metric Sets the Route Metric for the default route created in every container joined to this network. Accepts a positive integer value. Can only be used with the Netavark network backend.


	no_default_route: If set to 1, Podman will not automatically add a default route to subnets. Routes can still be added
manually by creating a custom route using --route.




Additionally the bridge driver supports the following options:


	vlan: This option assign VLAN tag and enables vlan_filtering. Defaults to none.


	isolate: This option isolates networks by blocking traffic between those that have this option enabled.


	com.docker.network.bridge.name: This option assigns the given name to the created Linux Bridge


	com.docker.network.driver.mtu: Sets the Maximum Transmission Unit (MTU) and takes an integer value.


	vrf: This option assigns a VRF to the bridge interface. It accepts the name of the VRF and defaults to none. Can only be used with the Netavark network backend.


	mode: This option sets the specified bridge mode on the interface. Defaults to managed. Supported values:


	managed: Podman creates and deletes the bridge and changes sysctls of it. It adds firewall rules to masquerade outgoing traffic, as well as setup port forwarding for incoming traffic using DNAT.


	unmanaged: Podman uses an existing bridge. It must exist by the time you want to start a container which uses the network. There will be no NAT or port forwarding, even if such options were passed while creating the container.








The macvlan and ipvlan driver support the following options:


	parent: The host device which is used for the macvlan interface. Defaults to the default route interface.


	mode: This option sets the specified ip/macvlan mode on the interface.


	Supported values for macvlan are bridge, private, vepa, passthru. Defaults to bridge.


	Supported values for ipvlan are l2, l3, l3s. Defaults to l2.








Additionally the macvlan driver supports the bclim option:


	bclim: Set the threshold for broadcast queueing. Must be a 32 bit integer. Setting this value to -1 disables broadcast queueing altogether.






--route=route

A static route in the format <destination in CIDR notation>,<gateway>,<route metric (optional)>. This route will be added to every container in this network. Only available with the netavark backend. It can be specified multiple times if more than one static route is desired.



--subnet=subnet

The subnet in CIDR notation. Can be specified multiple times to allocate more than one subnet for this network.
The argument order of the --subnet, --gateway and --ip-range options must match.
This is useful to set a static ipv4 and ipv6 subnet.




EXAMPLES

Create a network with no options.

$ podman network create
podman2





Create a network named newnet that uses 192.5.0.0/16 for its subnet.

$ podman network create --subnet 192.5.0.0/16 newnet
newnet





Create an IPv6 network named newnetv6 with a subnet of 2001:db8::/64.

$ podman network create --subnet 2001:db8::/64 --ipv6 newnetv6
newnetv6





Create a network named newnet that uses 192.168.33.0/24 and defines a gateway as 192.168.33.3.

$ podman network create --subnet 192.168.33.0/24 --gateway 192.168.33.3 newnet
newnet





Create a network that uses a 192.168.55.0/24 subnet and has an IP address range of 192.168.55.129 - 192.168.55.254.

$ podman network create --subnet 192.168.55.0/24 --ip-range 192.168.55.128/25
podman5





Create a network with a static ipv4 and ipv6 subnet and set a gateway.

$ podman network create --subnet 192.168.55.0/24 --gateway 192.168.55.3 --subnet fd52:2a5a:747e:3acd::/64 --gateway fd52:2a5a:747e:3acd::10
podman4





Create a network with a static subnet and a static route.

$ podman network create --subnet 192.168.33.0/24 --route 10.1.0.0/24,192.168.33.10 newnet





Create a network with a static subnet and a static route without a default
route.

$ podman network create --subnet 192.168.33.0/24 --route 10.1.0.0/24,192.168.33.10 --opt no_default_route=1 newnet





Create a Macvlan based network using the host interface eth0. Macvlan networks can only be used as root.

$ sudo podman network create -d macvlan -o parent=eth0 --subnet 192.5.0.0/16 newnet
newnet







SEE ALSO

podman(1), podman-network(1), podman-network-inspect(1), podman-network-ls(1), containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md]



HISTORY

August 2021, Updated with the new network format by Paul Holzinger pholzing@redhat.com

August 2019, Originally compiled by Brent Baude bbaude@redhat.com
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NAME

podman-network-disconnect - Disconnect a container from a network



SYNOPSIS

podman network disconnect [options] network container



DESCRIPTION

Disconnects a container from a network. A container can be disconnected from a network by name or by ID.
If all networks are disconnected from the container, it behaves like a container created with --network=none
and it does not have network connectivity until a network is connected again.



OPTIONS


--force, -f

Force the container to disconnect from a network




EXAMPLE

Disconnect container from specified network:

podman network disconnect test web







SEE ALSO

podman(1), podman-network(1), podman-network-connect(1)



HISTORY

November 2020, Originally compiled by Brent Baude bbaude@redhat.com
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NAME

podman-network-exists - Check if the given network exists



SYNOPSIS

podman network exists network



DESCRIPTION

podman network exists checks if a network exists. The Name or ID
of the network may be used as input.  Podman returns an exit code
of 0 when the network is found.  A 1 is returned otherwise. An exit code of
125 indicates there was another issue.



OPTIONS


--help, -h

Print usage statement




EXAMPLE

Check if specified network exists (the network does actually exist):

$ podman network exists net1
$ echo $?
0





Check if nonexistent network exists:

$ podman network exists webbackend
$ echo $?
1







SEE ALSO

podman(1), podman-network(1)



HISTORY

January 2021, Originally compiled by Paul Holzinger <paul.holzinger@web.de>
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NAME

podman-network-inspect - Display the network configuration for one or more networks



SYNOPSIS

podman network inspect [options] network [network …]



DESCRIPTION

Display the (JSON format) network configuration.



OPTIONS


--format, -f=format

Pretty-print networks to JSON or using a Go template.



	Placeholder

	Description





	.Containers …

	Running containers on this network.



	.Created …

	Timestamp when the network was created



	.DNSEnabled

	Network has dns enabled (boolean)



	.Driver

	Network driver



	.ID

	Network ID



	.Internal

	Network is internal (boolean)



	.IPAMOptions …

	Network ipam options



	.IPv6Enabled

	Network has ipv6 subnet (boolean)



	.Labels …

	Network labels



	.Name

	Network name



	.Network …

	Nested Network type



	.NetworkDNSServers

	Array of DNS servers used in this network



	.NetworkInterface

	Name of the network interface on the host



	.Options …

	Network options



	.Routes

	List of static routes for this network



	.Subnets

	List of subnets on this network









EXAMPLE

Inspect the default podman network.

$ podman network inspect podman
[
    {
        "name": "podman",
        "id": "2f259bab93aaaaa2542ba43ef33eb990d0999ee1b9924b557b7be53c0b7a1bb9",
        "driver": "bridge",
        "network_interface": "podman0",
        "created": "2021-06-03T12:04:33.088567413+02:00",
        "subnets": [
            {
                "subnet": "10.88.0.0/16",
                "gateway": "10.88.0.1"
            }
        ],
        "ipv6_enabled": false,
        "internal": false,
        "dns_enabled": false,
        "ipam_options": {
            "driver": "host-local"
        }
    }
]





Show the subnet and gateway for a network.

$ podman network inspect podman --format "{{range .Subnets}}Subnet: {{.Subnet}} Gateway: {{.Gateway}}{{end}}"
Subnet: 10.88.0.0/16 Gateway: 10.88.0.1







SEE ALSO

podman(1), podman-network(1), podman-network-ls(1), podman-network-create(1)



HISTORY

August 2021, Updated with the new network format by Paul Holzinger pholzing@redhat.com

August 2019, Originally compiled by Brent Baude bbaude@redhat.com
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NAME

podman-network-ls - Display a summary of networks



SYNOPSIS

podman network ls  [options]



DESCRIPTION

Displays a list of existing podman networks.



OPTIONS


--filter, -f=filter=value

Provide filter values.

The filters argument format is of key=value. If there is more than one filter, then pass multiple OPTIONS: --filter foo=bar --filter bif=baz.

Supported filters:



	Filter

	Description





	driver

	Filter by driver type.



	id

	Filter by full or partial network ID.



	label

	Filter by network with (or without, in the case of label!=[…] is used) the specified labels.



	name

	Filter by network name (accepts regex).



	until

	Filter by networks created before given timestamp.



	dangling

	Filter by networks with no containers attached.






The driver filter accepts values: bridge, macvlan, ipvlan.

The label filter accepts two formats. One is the label=key or label=key=value, which shows networks with the specified labels. The other format is the label!=key or label!=key=value, which shows networks without the specified labels.

The until filter can be Unix timestamps, date formatted timestamps, or Go duration strings (e.g. 10m, 1h30m) computed relative to the machine’s time.

The dangling filter accepts values true or false.



--format=format

Change the default output format.  This can be of a supported type like ‘json’
or a Go template.
Valid placeholders for the Go template are listed below:



	Placeholder

	Description





	.Created …

	Timestamp when the network was created



	.DNSEnabled

	Network has dns enabled (boolean)



	.Driver

	Network driver



	.ID

	Network ID



	.Internal

	Network is internal (boolean)



	.IPAMOptions …

	Network ipam options



	.IPv6Enabled

	Network has ipv6 subnet (boolean)



	.Labels

	Network labels



	.Name

	Network name



	.NetworkDNSServers

	Array of DNS servers used in this network



	.NetworkInterface

	Name of the network interface on the host



	.Options …

	Network options



	.Routes

	List of static routes for this network



	.Subnets

	List of subnets on this network








--no-trunc

Do not truncate the network ID.



--noheading, -n

Omit the table headings from the listing.



--quiet, -q

The quiet option restricts the output to only the network names.




EXAMPLE

Display networks:

$ podman network ls
NETWORK ID    NAME         DRIVER
88a7120ee19d  podman       bridge
6dd508dbf8cd  podman6  bridge
8e35c2cd3bf6  podman5  macvlan





Display only network names:

$ podman network ls -q
podman
podman2
outside
podman9





Display name of network which support bridge plugin:

$ podman network ls --filter driver=bridge --format {{.Name}}
podman
podman2
podman9





List networks with their subnets:

$ podman network ls --format "{{.Name}}: {{range .Subnets}}{{.Subnet}} {{end}}"
podman: 10.88.0.0/16
podman3: 10.89.30.0/24 fde4:f86f:4aab:e68f::/64
macvlan:







SEE ALSO

podman(1), podman-network(1), podman-network-inspect(1), podman-network-create(1)



HISTORY

August 2021, Updated with the new network format by Paul Holzinger pholzing@redhat.com

August 2019, Originally compiled by Brent Baude bbaude@redhat.com
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NAME

podman-network-prune - Remove all unused networks



SYNOPSIS

podman network prune [options]



DESCRIPTION

Remove all unused networks.  An unused network is defined by a network which
has no containers connected or configured to connect to it. It does not remove
the so-called default network which goes by the name of podman.



OPTIONS


--filter

Provide filter values.

The filters argument format is of key=value. If there is more than one filter, then pass multiple OPTIONS: --filter foo=bar --filter bif=baz.

Supported filters:



	Filter

	Description





	label

	Only remove networks, with (or without, in the case of label!=[…] is used) the specified labels.



	until

	Only remove networks created before given timestamp.






The label filter accepts two formats. One is the label=key or label=key=value, which removes networks with the specified labels. The other format is the label!=key or label!=key=value, which removes networks without the specified labels.

The until filter can be Unix timestamps, date formatted timestamps, or Go duration strings (e.g. 10m, 1h30m) computed relative to the machine’s time.



--force, -f

Do not prompt for confirmation




EXAMPLE

Prune networks:

podman network prune





Prune all networks created not created in the last two hours:

podman network prune --filter until=2h







SEE ALSO

podman(1), podman-network(1), podman-network-rm(1)



HISTORY

February 2021, Originally compiled by Brent Baude bbaude@redhat.com




            

          

      

      

    

  

  
    
    

    podman-network-reload
    

    

    
 
  

    
      
          
            
  
NAME

podman-network-reload - Reload network configuration for containers



SYNOPSIS

podman network reload [options] [container…]



DESCRIPTION

Reload one or more container network configurations.

Rootful Podman relies on iptables rules in order to provide network connectivity. If the iptables rules are deleted,
this happens for example with firewall-cmd --reload, the container loses network connectivity. This command restores
the network connectivity.



OPTIONS


--all, -a

Reload network configuration of all containers.



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)




EXAMPLE

Reload the network configuration after a firewall reload:

# podman run -p 80:80 -d nginx
b1b538e8bc4078fc3ee1c95b666ebc7449b9a97bacd15bcbe464a29e1be59c1c
# curl 127.0.0.1
works
# sudo firewall-cmd --reload
success
# curl 127.0.0.1
hangs
# podman network reload b1b538e8bc40
b1b538e8bc4078fc3ee1c95b666ebc7449b9a97bacd15bcbe464a29e1be59c1c
# curl 127.0.0.1
works





Reload the network configuration for all containers:

# podman network reload --all
b1b538e8bc4078fc3ee1c95b666ebc7449b9a97bacd15bcbe464a29e1be59c1c
fe7e8eca56f844ec33af10f0aa3b31b44a172776e3277b9550a623ed5d96e72b







SEE ALSO

podman(1), podman-network(1)



HISTORY

December 2020, Originally compiled by Paul Holzinger paul.holzinger@web.de
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NAME

podman-network-rm - Remove one or more networks



SYNOPSIS

podman network rm [options] [network…]



DESCRIPTION

Delete one or more Podman networks.



OPTIONS


--force, -f

The force option removes all containers that use the named network. If the container is
running, the container is stopped and removed.



--time, -t=seconds

Seconds to wait before forcibly stopping the running containers that are using the specified network. The --force option must be specified to use the --time option. Use -1 for infinite wait.




EXAMPLES

Delete specified network:

# podman network rm podman9
podman9





Delete specified network and all containers associated with the network:

# podman network rm -f fred
fred





Delete specified network and all containers associated with the network after waiting up to 15 seconds:

# podman network rm --force --time 15 fred
fred







Exit Status

0   All specified networks removed

1   One of the specified networks did not exist, and no other failures

2   The network is in use by a container or a Pod

125 The command fails for any other reason



SEE ALSO

podman(1), podman-network(1)



HISTORY

August 2019, Originally compiled by Brent Baude bbaude@redhat.com
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NAME

podman-network-update - Update an existing Podman network



SYNOPSIS

podman network update  [options] network



DESCRIPTION

Allow changes to existing container networks. At present, only changes to the DNS servers in use by a network is supported.

NOTE: Only supported with the netavark network backend.



OPTIONS


--dns-add

Accepts array of DNS resolvers and add it to the existing list of resolvers configured for a network.



--dns-drop

Accepts array of DNS resolvers and removes them from the existing list of resolvers configured for a network.




EXAMPLE

Update a network:

$ podman network update network1 --dns-add 8.8.8.8,1.1.1.1





Update a network and add/remove dns servers:

$ podman network update network1 --dns-drop 8.8.8.8 --dns-add 3.3.3.3







SEE ALSO

podman(1), podman-network(1), podman-network-inspect(1), podman-network-ls(1)
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NAME

podman-network - Manage Podman networks



SYNOPSIS

podman network subcommand



DESCRIPTION

The network command manages networks for Podman.

Podman supports two network backends Netavark [https://github.com/containers/netavark]
and CNI [https://www.cni.dev/]. Netavark is the default network backend and was added in Podman version 4.0.
CNI is deprecated and will be removed in the next major Podman version 5.0, in preference of Netavark.
To configure the network backend use the network_backend key under the [Network] in
containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md].
New systems use netavark by default, to check what backend is used run
podman info --format {{.Host.NetworkBackend}}.

All network commands work for both backends but CNI and Netavark use different config files
so networks have to be created again after a backend change.



COMMANDS



	Command

	Man Page

	Description





	connect

	podman-network-connect(1)

	Connect a container to a network



	create

	podman-network-create(1)

	Create a Podman network



	disconnect

	podman-network-disconnect(1)

	Disconnect a container from a network



	exists

	podman-network-exists(1)

	Check if the given network exists



	inspect

	podman-network-inspect(1)

	Display the network configuration for one or more networks



	ls

	podman-network-ls(1)

	Display a summary of networks



	prune

	podman-network-prune(1)

	Remove all unused networks



	reload

	podman-network-reload(1)

	Reload network configuration for containers



	rm

	podman-network-rm(1)

	Remove one or more networks



	update

	podman-network-update(1)

	Update an existing Podman network








SUBNET NOTES

Podman requires specific default IPs and, thus, network subnets.  The default values used by Podman can be modified in the containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md] file.


Podman network

The default bridge network (called podman) uses 10.88.0.0/16 as a subnet. When Podman runs as root, the podman network is used as default.  It is the same as adding the option --network bridge or --network podman. This subnet can be changed in containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md] under the [network] section. Set the default_subnet to any subnet that is free in the environment. The name of the default network can also be changed from podman to another name using the default network key. Note that this is only done when no containers are running.



Pasta

Pasta by default performs no Network Address Translation (NAT) and copies the IPs from your main interface into the container namespace. If pasta cannot find an interface with the default route, it will select an interface if there is only one interface with a valid route. If you do not have a default route and several interfaces have defined routes, pasta will be unable to figure out the correct interface and it will fail to start. To specify the interface, use -i option to pasta. A default set of pasta options can be set in containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md] under the [network] section with the pasta_options key.

The default rootless networking tool can be selected in containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md] under the [network] section with default_rootless_network_cmd, which can be set to pasta (default) or slirp4netns.



Slirp4netns

Slirp4netns uses 10.0.2.0/24 for its default network. This can also be changed in containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md] but under the [engine] section. Use the network_cmd_options key and add ["cidr=X.X.X.X/24"] as a value. Note that slirp4netns needs a network prefix size between 1 and 25. This option accepts an array, so more options can be added in a comma-separated string as described on the podman-network-create(1) man page. To change the CIDR for just one container, specify it on the cli using the --network option like this: --network slirp4netns:cidr=192.168.1.0/24.



Podman network create

When a new network is created with a podman network create command, and no subnet is given with the --subnet option, Podman starts picking a free subnet from 10.89.0.0/24 to 10.255.255.0/24. Use the default_subnet_pools option under the [network] section in containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md] to change the range and/or size that is assigned by default.




SEE ALSO

podman(1), podman-network-create(1), containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md]
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NAME

podman-pause - Pause one or more containers



SYNOPSIS

podman pause [options] [container…]

podman container pause [options] [container…]



DESCRIPTION

Pauses all the processes in one or more containers.  You may use container IDs or names as input.



OPTIONS


--all, -a

Pause all running containers.



--cidfile=file

Read container ID from the specified file and pause the container.
Can be specified multiple times.



--filter, -f=filter

Filter what containers pause.
Multiple filters can be given with multiple uses of the --filter flag.
Filters with the same key work inclusive with the only exception being
label which is exclusive. Filters with different keys always work exclusive.

Valid filters are listed below:



	Filter

	Description





	id

	[ID] Container’s ID (CID prefix match by default; accepts regex)



	name

	[Name] Container’s name (accepts regex)



	label

	[Key] or [Key=Value] Label assigned to a container



	label!

	[Key] or [Key=Value] Label NOT assigned to a container



	exited

	[Int] Container’s exit code



	status

	[Status] Container’s status: ‘created’, ‘initialized’, ‘exited’, ‘paused’, ‘running’, ‘unknown’



	ancestor

	[ImageName] Image or descendant used to create container (accepts regex)



	before

	[ID] or [Name] Containers created before this container



	since

	[ID] or [Name] Containers created since this container



	volume

	[VolumeName] or [MountpointDestination] Volume mounted in container



	health

	[Status] healthy or unhealthy



	pod

	[Pod] name or full or partial ID of pod



	network

	[Network] name or full ID of network



	restart-policy

	[Policy] Container’s restart policy (e.g., ‘no’, ‘on-failure’, ‘always’, ‘unless-stopped’)



	until

	[DateTime] Containers created before the given duration or time.



	command

	[Command] the command the container is executing, only argv[0] is taken



	should-start-on-boot

	[Bool] Containers that need to be restarted after system reboot. True for containers with restart policy ‘always’, or ‘unless-stopped’ that were not explicitly stopped by the user








--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)




EXAMPLE

Pause specified container:

podman pause mywebserver





Pause container by partial container ID:

podman pause 860a4b23





Pause all running containers:

podman pause --all





Pause container using ID specified in given files:

podman pause --cidfile /home/user/cidfile-1
podman pause --cidfile /home/user/cidfile-1 --cidfile ./cidfile-2





Pause the latest container. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines):

podman pause --latest







SEE ALSO

podman(1), podman-unpause(1)



HISTORY

September 2017, Originally compiled by Dan Walsh dwalsh@redhat.com
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NAME

podman-pod-clone - Create a copy of an existing pod



SYNOPSIS

podman pod clone [options] pod name



DESCRIPTION

podman pod clone creates a copy of a pod, recreating the identical config for the pod and for all of its containers. Users can modify the pods new name and select pod details within the infra container



OPTIONS


--blkio-weight=weight

Block IO relative weight. The weight is a value between 10 and 1000.

This option is not supported on cgroups V1 rootless systems.



--blkio-weight-device=device:weight

Block IO relative device weight.



--cgroup-parent=path

Path to cgroups under which the cgroup for the pod is created. If the
path is not absolute, the path is considered to be relative to the cgroups path
of the init process. Cgroups are created if they do not already exist.



--cpu-shares, -c=shares

CPU shares (relative weight).

By default, all containers get the same proportion of CPU cycles. This
proportion can be modified by changing the container’s CPU share weighting
relative to the combined weight of all the running containers.
Default weight is 1024.

The proportion only applies when CPU-intensive processes are running.
When tasks in one container are idle, other containers can use the
left-over CPU time. The actual amount of CPU time varies depending on
the number of containers running on the system.

For example, consider three containers, one has a cpu-share of 1024 and
two others have a cpu-share setting of 512. When processes in all three
containers attempt to use 100% of CPU, the first container receives
50% of the total CPU time. If a fourth container is added with a cpu-share
of 1024, the first container only gets 33% of the CPU. The remaining containers
receive 16.5%, 16.5% and 33% of the CPU.

On a multi-core system, the shares of CPU time are distributed over all CPU
cores. Even if a container is limited to less than 100% of CPU time, it can
use 100% of each individual CPU core.

For example, consider a system with more than three cores.
If the container C0 is started with --cpu-shares=512 running one process,
and another container C1 with --cpu-shares=1024 running two processes,
this can result in the following division of CPU shares:



	PID

	container

	CPU

	CPU share





	100

	C0

	0

	100% of CPU0



	101

	C1

	1

	100% of CPU1



	102

	C1

	2

	100% of CPU2






On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpus

Set a number of CPUs for the pod that overrides the original pods CPU limits. If none are specified, the original pod’s Nano CPUs are used.



--cpuset-cpus=number

CPUs in which to allow execution. Can be specified as a comma-separated list
(e.g. 0,1), as a range (e.g. 0-3), or any combination thereof
(e.g. 0-3,7,11-15).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.

If none are specified, the original pod’s CPUset is used.



--cpuset-mems=nodes

Memory nodes (MEMs) in which to allow execution (0-3, 0,1). Only effective on
NUMA systems.

If there are four memory nodes on the system (0-3), use --cpuset-mems=0,1
then processes in the container only uses memory from the first
two memory nodes.

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--destroy

Remove the original pod that we are cloning once used to mimic the configuration.



--device=host-device[:container-device][:permissions]

Add a host device to the pod. Optional permissions parameter
can be used to specify device permissions by combining
r for read, w for write, and m for mknod(2).

Example: --device=/dev/sdc:/dev/xvdc:rwm.

Note: if host-device is a symbolic link then it is resolved first.
The pod only stores the major and minor numbers of the host device.

Podman may load kernel modules required for using the specified
device. The devices that Podman loads modules for when necessary are:
/dev/fuse.

In rootless mode, the new device is bind mounted in the container from the host
rather than Podman creating it within the container space. Because the bind
mount retains its SELinux label on SELinux systems, the container can get
permission denied when accessing the mounted device. Modify SELinux settings to
allow containers to use all device labels via the following command:

$ sudo setsebool -P  container_use_devices=true

Note: the pod implements devices by storing the initial configuration passed by the user and recreating the device on each container added to the pod.



--device-read-bps=path:rate

Limit read rate (in bytes per second) from a device (e.g. --device-read-bps=/dev/sda:1mb).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--device-write-bps=path:rate

Limit write rate (in bytes per second) to a device (e.g. --device-write-bps=/dev/sda:1mb).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--gidmap=pod_gid:host_gid:amount

GID map for the user namespace. Using this flag runs all containers in the pod with user namespace enabled.
It conflicts with the --userns and --subgidname flags.



--gpus=ENTRY

GPU devices to add to the container (‘all’ to pass all GPUs) Currently only
Nvidia devices are supported.



--help, -h

Print usage statement.



--hostname=name

Set the pod’s hostname inside all containers.

The given hostname is also added to the /etc/hosts file using the container’s
primary IP address (also see the --add-host option).



--infra-command=command

The command that is run to start the infra container. Default: “/pause”.



--infra-conmon-pidfile=file

Write the pid of the infra container’s conmon process to a file. As conmon runs in a separate process than Podman, this is necessary when using systemd to manage Podman containers and pods.



--infra-name=name

The name that is used for the pod’s infra container.



--label, -l=key=value

Add metadata to a pod.



--label-file=file

Read in a line-delimited file of labels.



--memory, -m=number[unit]

Memory limit. A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

Allows the memory available to a container to be constrained. If the host
supports swap memory, then the -m memory setting can be larger than physical
RAM. If a limit of 0 is specified (not using -m), the container’s memory is
not limited. The actual limit may be rounded up to a multiple of the operating
system’s page size (the value is very large, that’s millions of trillions).

This option is not supported on cgroups V1 rootless systems.



--memory-swap=number[unit]

A limit value equal to memory plus swap.
A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

Must be used with the -m (--memory) flag.
The argument value must be larger than that of
-m (--memory) By default, it is set to double
the value of --memory.

Set number to -1 to enable unlimited swap.

This option is not supported on cgroups V1 rootless systems.



--name, -n

Set a custom name for the cloned pod. The default if not specified is of the syntax: <ORIGINAL_NAME>-clone



--pid=pid

Set the PID mode for the pod. The default is to create a private PID namespace for the pod. Requires the PID namespace to be shared via --share.

host: use the host’s PID namespace for the pod
ns: join the specified PID namespace
private: create a new namespace for the pod (default)







--restart=policy

Restart policy to follow when containers exit.
Restart policy does not take effect if a container is stopped via the podman kill or podman stop commands.

Valid policy values are:


	no                       : Do not restart containers on exit


	never                    : Synonym for no; do not restart containers on exit


	on-failure[:max_retries] : Restart containers when they exit with a non-zero exit code, retrying indefinitely or until the optional max_retries count is hit


	always                   : Restart containers when they exit, regardless of status, retrying indefinitely


	unless-stopped           : Restart containers when they exit, unless the container was explicitly stopped by the user. After a system reboot, containers with this policy will be restarted by podman-restart.service only if they were not explicitly stopped by the user before the reboot. This differs from always, which restarts containers after a system reboot regardless of whether they were user-stopped




Podman provides a systemd unit file, podman-restart.service, which restarts containers after a system reboot.

When running containers in systemd services, use the restart functionality provided by systemd.
In other words, do not use this option in a container unit, instead set the Restart= systemd directive in the [Service] section.
See podman-systemd.unit(5) and systemd.service(5).

Default restart policy for all the containers in a pod.



--security-opt=option

Security Options


	apparmor=unconfined : Turn off apparmor confinement for the pod


	apparmor=alternate-profile : Set the apparmor confinement profile for the pod


	label=user:USER: Set the label user for the pod processes


	label=role:ROLE: Set the label role for the pod processes


	label=type:TYPE: Set the label process type for the pod processes


	label=level:LEVEL: Set the label level for the pod processes


	label=filetype:TYPE: Set the label file type for the pod files


	label=disable: Turn off label separation for the pod




Note: Labeling can be disabled for all pods/containers by setting label=false in the containers.conf (/etc/containers/containers.conf or $HOME/.config/containers/containers.conf) file.


	label=nested: Allows SELinux modifications within the container. Containers are allowed to modify SELinux labels on files and processes, as long as SELinux policy allows. Without nested, containers view SELinux as disabled, even when it is enabled on the host. Containers are prevented from setting any labels.


	mask=/path/1:/path/2: The paths to mask separated by a colon. A masked path cannot be accessed inside the containers within the pod.


	no-new-privileges: Disable container processes from gaining additional privileges through the execve(2) system call (e.g. via setuid or setgid bits, or via file capabilities). Programs that rely on setuid/setgid bits set on their executable to change user id or group id are no longer able to do so, and any file capabilities added to the executable (e.g. via setcap) are not added to the permitted capability set. For more details, see: https://docs.kernel.org/userspace-api/no_new_privs.html.


	seccomp=unconfined: Turn off seccomp confinement for the pod.


	seccomp=profile.json: JSON file to be used as a seccomp filter. Note that the io.podman.annotations.seccomp annotation is set with the specified value as shown in podman inspect.


	proc-opts=OPTIONS : Comma-separated list of options to use for the /proc mount. More details
for the possible mount options are specified in the proc(5) man page.


	unmask=ALL or /path/1:/path/2, or shell expanded paths (/proc/*): Paths to unmask separated by a colon. If set to ALL, it unmasks all the paths that are masked or made read-only by default.
The default masked paths are /proc/acpi, /proc/kcore, /proc/keys, /proc/latency_stats, /proc/sched_debug, /proc/scsi, /proc/timer_list, /proc/timer_stats, /sys/firmware, and /sys/fs/selinux, /sys/devices/virtual/powercap.  The default paths that are read-only are /proc/asound, /proc/bus, /proc/fs, /proc/irq, /proc/sys, /proc/sysrq-trigger, /sys/fs/cgroup.




Note: Labeling can be disabled for all containers by setting label=false in the containers.conf(5) file.



--shm-size=number[unit]

Size of /dev/shm. A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).
If the unit is omitted, the system uses bytes. If the size is omitted, the default is 64m.
When size is 0, there is no limit on the amount of memory used for IPC by the pod.
This option conflicts with --ipc=host.



--shm-size-systemd=number[unit]

Size of systemd-specific tmpfs mounts such as /run, /run/lock, /var/log/journal and /tmp.
A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).
If the unit is omitted, the system uses bytes. If the size is omitted, the default is 64m.
When size is 0, the usage is limited to 50% of the host’s available memory.



--start

When set to true, this flag starts the newly created pod after the
clone process has completed. All containers within the pod are started.



--subgidname=name

Run the container in a new user namespace using the map with name in the /etc/subgid file.
If running rootless, the user needs to have the right to use the mapping. See subgid(5).
This flag conflicts with --userns and --gidmap.



--subuidname=name

Run the container in a new user namespace using the map with name in the /etc/subuid file.
If running rootless, the user needs to have the right to use the mapping. See subuid(5).
This flag conflicts with --userns and --uidmap.



--sysctl=name=value

Configure namespaced kernel parameters for all containers in the pod.

For the IPC namespace, the following sysctls are allowed:


	kernel.msgmax


	kernel.msgmnb


	kernel.msgmni


	kernel.sem


	kernel.shmall


	kernel.shmmax


	kernel.shmmni


	kernel.shm_rmid_forced


	Sysctls beginning with fs.mqueue.*




Note: if the ipc namespace is not shared within the pod, the above sysctls are not allowed.

For the network namespace, only sysctls beginning with net.* are allowed.

Note: if the network namespace is not shared within the pod, the above sysctls are not allowed.



--uidmap=container_uid:from_uid:amount

Run all containers in the pod in a new user namespace using the supplied mapping. This
option conflicts with the --userns and --subuidname options. This
option provides a way to map host UIDs to container UIDs. It can be passed
several times to map different ranges.



--userns=mode

Set the user namespace mode for all the containers in a pod. It defaults to the PODMAN_USERNS environment variable. An empty value (“”) means user namespaces are disabled.

Rootless user --userns=Key mappings:



	Key

	Host User

	Container User





	“”

	$UID

	0 (Default User account mapped to root user in container.)



	host

	$UID

	0 (Default User account mapped to root user in container.)



	keep-id

	$UID

	$UID (Map user account to same UID within container.)



	auto

	$UID

	nil (Host User UID is not mapped into container.)



	nomap

	$UID

	nil (Host User UID is not mapped into container.)






Valid mode values are:


	auto[:OPTIONS,…]: automatically create a namespace. It is possible to specify these options to auto:


	gidmapping=CONTAINER_GID:HOST_GID:SIZE to force a GID mapping to be present in the user namespace.


	size=SIZE: to specify an explicit size for the automatic user namespace. e.g. --userns=auto:size=8192. If size is not specified, auto estimates the size for the user namespace.


	uidmapping=CONTAINER_UID:HOST_UID:SIZE to force a UID mapping to be present in the user namespace.






	host: run in the user namespace of the caller. The processes running in the container have the same privileges on the host as any other process launched by the calling user (default).


	keep-id: creates a user namespace where the current rootless user’s UID:GID are mapped to the same values in the container. This option is not allowed for containers created by the root user.


	nomap: creates a user namespace where the current rootless user’s UID:GID are not mapped into the container. This option is not allowed for containers created by the root user.






--uts=mode

Set the UTS namespace mode for the pod. The following values are supported:


	host: use the host’s UTS namespace inside the pod.


	private: create a new namespace for the pod (default).


	ns:[path]: run the pod in the given existing UTS namespace.






--volume, -v=[[SOURCE-VOLUME|HOST-DIR:]CONTAINER-DIR[:OPTIONS]]

Create a bind mount. If -v /HOST-DIR:/CONTAINER-DIR is specified, Podman
bind mounts /HOST-DIR from the host into /CONTAINER-DIR in the Podman
container. Similarly, -v SOURCE-VOLUME:/CONTAINER-DIR mounts the named
volume from the host into the container. If no such named volume exists,
Podman creates one. If no source is given, the volume is created
as an anonymously named volume with a randomly generated name, and is
removed when the pod is removed via the --rm flag or
the podman rm --volumes command.

(Note when using the remote client, including Mac and Windows (excluding WSL2) machines, the volumes are mounted from the remote server, not necessarily the client machine.)

The OPTIONS is a comma-separated list and can be one or more of:


	rw|ro


	z|Z


	[O]


	[U]


	[no]copy


	[no]dev


	[no]exec


	[no]suid


	[r]bind


	[r]shared|[r]slave|[r]private[r]unbindable [1]


	idmap[=options]




The CONTAINER-DIR must be an absolute path such as /src/docs. The volume
is mounted into the container at this directory.

If a volume source is specified, it must be a path on the host or the name of a
named volume. Host paths are allowed to be absolute or relative; relative paths
are resolved relative to the directory Podman is run in. If the source does not
exist, Podman returns an error. Users must pre-create the source files or
directories.

Any source that does not begin with a . or / is treated as the name of
a named volume. If a volume with that name does not exist, it is created.
Volumes created with names are not anonymous, and they are not removed by the --rm
option and the podman rm --volumes command.

Specify multiple -v options to mount one or more volumes into a
pod.

Write Protected Volume Mounts

Add :ro or :rw option to mount a volume in read-only or
read-write mode, respectively. By default, the volumes are mounted read-write.
See examples.

Chowning Volume Mounts

When a named volume is first mounted to a container, Podman
automatically adjusts the ownership of the volume’s mount point during
container initialization. This chown operation occurs under the
following conditions:


	The volume was not used yet (has NeedsChown set to true)


	The volume is empty or has not been copied up yet


	The volume is not managed by an external volume driver


	The volume driver is not “image”




For volumes with idmapped mounts (using the idmap option), the
ownership change takes into account the container’s user namespace
mappings, but the idmapped volume retains proper UID/GID mapping. For
volumes without idmapping, the mount point is chowned to match the
container’s process user and group, mapped to the host user namespace
if user namespace remapping is enabled.

If a pod is created in a new user namespace, the UID and
GID in the container may correspond to another UID and GID on the host.

The :U suffix tells Podman to use the correct host UID and GID based on the
UID and GID within the pod, to change recursively the owner and
group of the source volume. Chowning walks the file system under the volume and
changes the UID/GID on each file. If the volume has thousands of inodes, this
process takes a long time, delaying the start of the pod.

Warning use with caution since this modifies the host filesystem.

Labeling Volume Mounts

Labeling systems like SELinux require that proper labels are placed on volume
content mounted into a pod. Without a label, the security system
might prevent the processes running inside the pod from using the
content. By default, Podman does not change the labels set by the OS.

To change a label in the pod context, add either of two suffixes
:z or :Z to the volume mount. These suffixes tell Podman to relabel file
objects on the shared volumes. The z option tells Podman that two or more
pods share the volume content. As a result, Podman labels the
content with a shared content label. Shared volume labels allow all containers
to read/write content. The Z option tells Podman to label the content with
a private unshared label. Only the current pod can use a private
volume.

Note: all containers within a pod share the same SELinux label. This
means all containers within said pod can read/write volumes shared into the
container created with the :Z on any one of the containers. Relabeling walks
the file system under the volume and changes the label on each file; if the
volume has thousands of inodes, this process takes a long time, delaying the
start of the pod. If the volume was previously relabeled with the
z option, Podman is optimized to not relabel a second time. If files are
moved into the volume, then the labels can be manually changed with the
chcon -Rt container_file_t PATH command.

Note: Do not relabel system files and directories. Relabeling system content
might cause other confined services on the machine to fail.  For these types
of containers we recommend disabling SELinux separation.  The option
--security-opt label=disable disables SELinux separation for the pod.
For example if a user wanted to volume mount their entire home directory into a
pod, they need to disable SELinux separation.

$ podman pod clone --security-opt label=disable -v $HOME:/home/user fedora touch /home/user/file





Overlay Volume Mounts

The :O flag tells Podman to mount the directory from the host as a
temporary storage using the overlay file system. The pod processes
can modify content within the mountpoint which is stored in the
container storage in a separate directory. In overlay terms, the source
directory is the lower, and the container storage directory is the
upper. Modifications to the mount point are destroyed when the pod
finishes executing, similar to a tmpfs mount point being unmounted.

For advanced users, the overlay option also supports custom non-volatile
upperdir and workdir for the overlay mount. Custom upperdir and
workdir can be fully managed by the users themselves, and Podman does not
remove it on lifecycle completion.
Example :O,upperdir=/some/upper,workdir=/some/work

Subsequent executions of the container sees the original source directory
content, any changes from previous pod executions no longer exist.

One use case of the overlay mount is sharing the package cache from the
host into the container to allow speeding up builds.

Note: The O flag conflicts with other options listed above.

Content mounted into the container is labeled with the private label.
On SELinux systems, labels in the source directory must be readable
by the pod infra container label. Usually containers can read/execute container_share_t
and can read/write container_file_t. If unable to change the labels on a
source volume, SELinux container separation must be disabled for the pod or infra container
to work.

Do not modify the source directory mounted into the pod with an overlay mount,
it can cause unexpected failures. Only modify the directory after the container finishes running.

Mounts propagation

By default, bind-mounted volumes are private. That means any mounts done
inside the pod are not visible on the host and vice versa.
One can change this behavior by specifying a volume mount propagation property.
When a volume is shared, mounts done under that volume inside the pod
are visible on host and vice versa. Making a volume slave[1]
enables only one-way mount propagation: mounts done on the host under that volume
are visible inside the container but not the other way around.

To control mount propagation property of a volume one can use the [r]shared,
[r]slave, [r]private or the [r]unbindable propagation flag.
Propagation property can be specified only for bind mounted volumes and not for
internal volumes or named volumes. For mount propagation to work the source mount
point (the mount point where source dir is mounted on) has to have the right propagation
properties. For shared volumes, the source mount point has to be shared. And for
slave volumes, the source mount point has to be either shared or slave.
[1]

To recursively mount a volume and all of its submounts into a
pod, use the rbind option. By default the bind option is
used, and submounts of the source directory is not mounted into the
pod.

Mounting the volume with a copy option tells podman to copy content from
the underlying destination directory onto newly created internal volumes. The
copy only happens on the initial creation of the volume. Content is not
copied up when the volume is subsequently used on different containers. The
copy option is ignored on bind mounts and has no effect.

Mounting volumes with the nosuid options means that SUID executables on the
volume can not be used by applications to change their privilege. By default
volumes are mounted with nosuid.

Mounting the volume with the noexec option means that no executables on the
volume can be executed within the pod.

Mounting the volume with the nodev option means that no devices on the volume
can be used by processes within the pod. By default volumes
are mounted with nodev.

If the HOST-DIR is a mount point, then dev, suid, and exec options are
ignored by the kernel.

Use df HOST-DIR to figure out the source mount, then use
findmnt -o TARGET,PROPAGATION source-mount-dir to figure out propagation
properties of source mount. If findmnt(1) utility is not available, then one
can look at the mount entry for the source mount point in /proc/self/mountinfo. Look
at the “optional fields” and see if any propagation properties are specified.
In there, shared:N means the mount is shared, master:N means mount
is slave, and if nothing is there, the mount is private. [1]

To change propagation properties of a mount point, use mount(8) command. For
example, if one wants to bind mount source directory /foo, one can do
mount --bind /foo /foo and mount --make-private --make-shared /foo. This
converts /foo into a shared mount point. Alternatively, one can directly
change propagation properties of source mount. Say / is source mount for
/foo, then use mount --make-shared / to convert / into a shared mount.

Note: if the user only has access rights via a group, accessing the volume
from inside a rootless pod fails.

Idmapped mount

If idmap is specified, create an idmapped mount to the target user
namespace in the container. The idmap option supports a custom mapping
that can be different than the user namespace used by the
container. The mapping can be specified after the idmap option like:
idmap=uids=0-1-10#10-11-10;gids=0-100-10.
For each triplet, the first value is the start of the backing file
system IDs that are mapped to the second value on the host.  The
length of this mapping is given in the third value.
Multiple ranges are separated with #.



--volumes-from=CONTAINER[:OPTIONS]

Mount volumes from the specified container(s). Used to share volumes between
containers and pods. The options is a comma-separated list with the following available elements:


	rw|ro


	z




Mounts already mounted volumes from a source container onto another
pod. CONTAINER may be a name or ID.
To share a volume, use the --volumes-from option when running
the target container. Volumes can be shared even if the source container
is not running.

By default, Podman mounts the volumes in the same mode (read-write or
read-only) as it is mounted in the source container.
This can be changed by adding a ro or rw option.

Labeling systems like SELinux require that proper labels are placed on volume
content mounted into a pod. Without a label, the security system might
prevent the processes running inside the container from using the content. By
default, Podman does not change the labels set by the OS.

To change a label in the pod context, add z to the volume mount.
This suffix tells Podman to relabel file objects on the shared volumes. The z
option tells Podman that two entities share the volume content. As a result,
Podman labels the content with a shared content label. Shared volume labels allow
all containers to read/write content.

If the location of the volume from the source container overlaps with
data residing on a target pod, then the volume hides
that data on the target.




EXAMPLES

Clone the specified pod to a new pod.

# podman pod clone pod-name
6b2c73ff8a1982828c9ae2092954bcd59836a131960f7e05221af9df5939c584





Clone the specified pod to a new pod with a new name.

# podman pod clone pod-name --name=cloned-pod
d0cf1f782e2ed67e8c0050ff92df865a039186237a4df24d7acba5b1fa8cc6e7
6b2c73ff8a1982828c9ae2092954bcd59836a131960f7e05221af9df5939c584





Clone and remove the specified pod to a new pod, modifying its cpus.

# podman pod clone --destroy --cpus=5 d0cf1
6b2c73ff8a1982828c9ae2092954bcd59836a131960f7e05221af9df5939c584





Clone the specified pod to a new named pod.

# podman pod clone 2d4d4fca7219b4437e0d74fcdc272c4f031426a6eacd207372691207079551de new_name
5a9b7851013d326aa4ac4565726765901b3ecc01fcbc0f237bc7fd95588a24f9





Clone a pod with memory limits.

# podman pod clone --memory=1g --memory-swap=2g pod-name
6b2c73ff8a1982828c9ae2092954bcd59836a131960f7e05221af9df5939c584





Clone a pod with CPU limits.

# podman pod clone --cpus=2.5 --cpu-shares=1024 pod-name
6b2c73ff8a1982828c9ae2092954bcd59836a131960f7e05221af9df5939c584







SEE ALSO

podman-pod-create(1)



HISTORY

May 2022, Originally written by Charlie Doern cdoern@redhat.com



FOOTNOTES

[bookmark: Footnote1]1: The Podman project is committed to inclusivity, a core value of open source. The master and slave mount propagation terminology used here is problematic and divisive, and needs to be changed. However, these terms are currently used within the Linux kernel and must be used as-is at this time. When the kernel maintainers rectify this usage, Podman will follow suit immediately.
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NAME

podman-pod-create - Create a new pod



SYNOPSIS

podman pod create [options] [name]



DESCRIPTION

Creates an empty pod, or unit of multiple containers, and prepares it to have
containers added to it. The pod can be created with a specific name. If a name
is not given a random name is generated. The pod ID is printed to STDOUT. You
can then use podman create --pod <pod_id|pod_name> … to add containers
to the pod, and podman pod start <pod_id|pod_name> to start the pod.

The operator can identify a pod in three ways:
UUID long identifier (“f78375b1c487e03c9438c729345e54db9d20cfa2ac1fc3494b6eb60872e74778”)
UUID short identifier (“f78375b1c487”)
Name (“jonah”)

podman generates a UUID for each pod, and if a name is not assigned
to the container with --name then a random string name is generated
for it. This name is useful to identify a pod.

Note: resource limit related flags work by setting the limits explicitly in the pod’s cgroup parent
for all containers joining the pod. A container can override the resource limits when joining a pod.
For example, if a pod was created via podman pod create --cpus=5, specifying podman container create --pod=<pod_id|pod_name> --cpus=4 causes the container to use the smaller limit. Also, containers which specify their own cgroup, such as --cgroupns=host, do NOT get the assigned pod level cgroup resources.



OPTIONS


--add-host=hostname[;hostname[;…]]:ip

Add a custom host-to-IP mapping to the pod’s /etc/hosts file.

The option takes one or multiple semicolon-separated hostnames to be mapped to
a single IPv4 or IPv6 address, separated by a colon. It can also be used to
overwrite the IP addresses of hostnames Podman adds to /etc/hosts by default
(also see the --name and --hostname options). This option can be
specified multiple times to add additional mappings to /etc/hosts. It
conflicts with the --no-hosts option and conflicts with no_hosts=true in
containers.conf.

Instead of an IP address, the special flag host-gateway can be given. This
resolves to an IP address the container can use to connect to the host. The
IP address chosen depends on your network setup, thus there’s no guarantee that
Podman can determine the host-gateway address automatically, which will then
cause Podman to fail with an error message. You can overwrite this IP address
using the host_containers_internal_ip option in containers.conf.

The host-gateway address is also used by Podman to automatically add the
host.containers.internal and host.docker.internal hostnames to /etc/hosts.
You can prevent that by either giving the --no-hosts option, or by setting
host_containers_internal_ip=”none” in containers.conf. If no host-gateway
address was configured manually and Podman fails to determine the IP address
automatically, Podman will silently skip adding these internal hostnames to
/etc/hosts. If Podman is running in a virtual machine using podman machine
(this includes Mac and Windows hosts), Podman will silently skip adding the
internal hostnames to /etc/hosts, unless an IP address was configured
manually; the internal hostnames are resolved by the gvproxy DNS resolver
instead.

Podman will use the /etc/hosts file of the host as a basis by default, i.e.
any hostname present in this file will also be present in the /etc/hosts file
of the container. A different base file can be configured using the
base_hosts_file config in containers.conf.

The /etc/hosts file is shared between all containers in the pod.



--blkio-weight=weight

Block IO relative weight. The weight is a value between 10 and 1000.

This option is not supported on cgroups V1 rootless systems.



--blkio-weight-device=device:weight

Block IO relative device weight.



--cgroup-parent=path

Path to cgroups under which the cgroup for the pod is created. If the
path is not absolute, the path is considered to be relative to the cgroups path
of the init process. Cgroups are created if they do not already exist.



--cpu-shares, -c=shares

CPU shares (relative weight).

By default, all containers get the same proportion of CPU cycles. This
proportion can be modified by changing the container’s CPU share weighting
relative to the combined weight of all the running containers.
Default weight is 1024.

The proportion only applies when CPU-intensive processes are running.
When tasks in one container are idle, other containers can use the
left-over CPU time. The actual amount of CPU time varies depending on
the number of containers running on the system.

For example, consider three containers, one has a cpu-share of 1024 and
two others have a cpu-share setting of 512. When processes in all three
containers attempt to use 100% of CPU, the first container receives
50% of the total CPU time. If a fourth container is added with a cpu-share
of 1024, the first container only gets 33% of the CPU. The remaining containers
receive 16.5%, 16.5% and 33% of the CPU.

On a multi-core system, the shares of CPU time are distributed over all CPU
cores. Even if a container is limited to less than 100% of CPU time, it can
use 100% of each individual CPU core.

For example, consider a system with more than three cores.
If the container C0 is started with --cpu-shares=512 running one process,
and another container C1 with --cpu-shares=1024 running two processes,
this can result in the following division of CPU shares:



	PID

	container

	CPU

	CPU share





	100

	C0

	0

	100% of CPU0



	101

	C1

	1

	100% of CPU1



	102

	C1

	2

	100% of CPU2






On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpus=amount

Set the total number of CPUs delegated to the pod. Default is 0.000 which indicates that there is no limit on computation power.



--cpuset-cpus=number

CPUs in which to allow execution. Can be specified as a comma-separated list
(e.g. 0,1), as a range (e.g. 0-3), or any combination thereof
(e.g. 0-3,7,11-15).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpuset-mems=nodes

Memory nodes (MEMs) in which to allow execution (0-3, 0,1). Only effective on
NUMA systems.

If there are four memory nodes on the system (0-3), use --cpuset-mems=0,1
then processes in the container only uses memory from the first
two memory nodes.

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--device=host-device[:container-device][:permissions]

Add a host device to the pod. Optional permissions parameter
can be used to specify device permissions by combining
r for read, w for write, and m for mknod(2).

Example: --device=/dev/sdc:/dev/xvdc:rwm.

Note: if host-device is a symbolic link then it is resolved first.
The pod only stores the major and minor numbers of the host device.

Podman may load kernel modules required for using the specified
device. The devices that Podman loads modules for when necessary are:
/dev/fuse.

In rootless mode, the new device is bind mounted in the container from the host
rather than Podman creating it within the container space. Because the bind
mount retains its SELinux label on SELinux systems, the container can get
permission denied when accessing the mounted device. Modify SELinux settings to
allow containers to use all device labels via the following command:

$ sudo setsebool -P  container_use_devices=true

Note: the pod implements devices by storing the initial configuration passed by the user and recreating the device on each container added to the pod.



--device-read-bps=path:rate

Limit read rate (in bytes per second) from a device (e.g. --device-read-bps=/dev/sda:1mb).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--device-write-bps=path:rate

Limit write rate (in bytes per second) to a device (e.g. --device-write-bps=/dev/sda:1mb).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--dns=ipaddr

Set custom DNS servers in the /etc/resolv.conf file that is shared between all containers in the pod. A special option, “none” is allowed which disables creation of /etc/resolv.conf for the pod.



--dns-option=option

Set custom DNS options in the /etc/resolv.conf file that is shared between all containers in the pod.



--dns-search=domain

Set custom DNS search domains in the /etc/resolv.conf file that is shared between all containers in the pod.



--exit-policy=continue | stop

Set the exit policy of the pod when the last container exits.  Supported policies are:



	Exit Policy

	Description





	continue

	The pod continues running, by keeping its infra container alive, when the last container exits. Used by default.



	stop

	The pod (including its infra container) is stopped when the last container exits. Used in kube play and quadlets.








--gidmap=pod_gid:host_gid:amount

GID map for the user namespace. Using this flag runs all containers in the pod with user namespace enabled.
It conflicts with the --userns and --subgidname flags.



--gpus=ENTRY

GPU devices to add to the container (‘all’ to pass all GPUs) Currently only
Nvidia devices are supported.



--help, -h

Print usage statement.



--hostname=name

Set the pod’s hostname inside all containers.

The given hostname is also added to the /etc/hosts file using the container’s
primary IP address (also see the --add-host option).



--hosts-file=path | none | image

Base file to create the /etc/hosts file inside the container. This must either
be an absolute path to a file on the host system, or one of the following
special flags:
“”      Follow the base_hosts_file configuration in containers.conf (the default)
none  Do not use a base file (i.e. start with an empty file)
image Use the container image’s /etc/hosts file as base file



--infra

Create an infra container and associate it with the pod. An infra container is a lightweight container used to coordinate the shared kernel namespace of a pod. Default: true.



--infra-command=command

The command that is run to start the infra container. Default: “/pause”.



--infra-conmon-pidfile=file

Write the pid of the infra container’s conmon process to a file. As conmon runs in a separate process than Podman, this is necessary when using systemd to manage Podman containers and pods.



--infra-image=image

The custom image that is used for the infra container.  Unless specified, Podman builds a custom local image which does not require pulling down an image.



--infra-name=name

The name that is used for the pod’s infra container.



--ip=ipv4

Specify a static IPv4 address for the pod, for example 10.88.64.128.
This option can only be used if the pod is joined to only a single network - i.e., --network=network-name is used at most once -
and if the pod is not joining another container’s network namespace via --network=container:id.
The address must be within the network’s IP address pool (default 10.88.0.0/16).

To specify multiple static IP addresses per pod, set multiple networks using the --network option with a static IP address specified for each using the ip mode for that option.



--ip6=ipv6

Specify a static IPv6 address for the pod, for example fd46:db93:aa76:ac37::10.
This option can only be used if the pod is joined to only a single network - i.e., --network=network-name is used at most once -
and if the pod is not joining another container’s network namespace via --network=container:id.
The address must be within the network’s IPv6 address pool.

To specify multiple static IPv6 addresses per pod, set multiple networks using the --network option with a static IPv6 address specified for each using the ip6 mode for that option.



--label, -l=key=value

Add metadata to a pod.



--label-file=file

Read in a line-delimited file of labels.



--mac-address=address

Pod network interface MAC address (e.g. 92:d0:c6:0a:29:33)
This option can only be used if the pod is joined to only a single network - i.e., --network=network-name is used at most once -
and if the pod is not joining another container’s network namespace via --network=container:id.

Remember that the MAC address in an Ethernet network must be unique.
The IPv6 link-local address is based on the device’s MAC address
according to RFC4862.

To specify multiple static MAC addresses per pod, set multiple networks using the --network option with a static MAC address specified for each using the mac mode for that option.



--memory, -m=number[unit]

Memory limit. A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

Allows the memory available to a container to be constrained. If the host
supports swap memory, then the -m memory setting can be larger than physical
RAM. If a limit of 0 is specified (not using -m), the container’s memory is
not limited. The actual limit may be rounded up to a multiple of the operating
system’s page size (the value is very large, that’s millions of trillions).

This option is not supported on cgroups V1 rootless systems.



--memory-swap=number[unit]

A limit value equal to memory plus swap.
A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

Must be used with the -m (--memory) flag.
The argument value must be larger than that of
-m (--memory) By default, it is set to double
the value of --memory.

Set number to -1 to enable unlimited swap.

This option is not supported on cgroups V1 rootless systems.



--name, -n=name

Assign a name to the pod.



--network=mode, --net

Set the network mode for the pod.

Valid mode values are:


	bridge[:OPTIONS,…]: Create a network stack on the default bridge. This is the default for rootful containers. It is possible to specify these additional options:


	alias=name: Add network-scoped alias for the container.


	ip=IPv4: Specify a static IPv4 address for this container.


	ip6=IPv6: Specify a static IPv6 address for this container.


	mac=MAC: Specify a static MAC address for this container.


	interface_name=name: Specify a name for the created network interface inside the container.


	host_interface_name=name: Specify a name for the created network interface outside the container.




Any other options will be passed through to netavark without validation. This can be useful to pass arguments to netavark plugins.

For example, to set a static ipv4 address and a static mac address, use --network bridge:ip=10.88.0.10,mac=44:33:22:11:00:99.



	<network name or ID>[:OPTIONS,…]: Connect to a user-defined network; this is the network name or ID from a network created by podman network create. It is possible to specify the same options described under the bridge mode above. Use the --network option multiple times to specify additional networks. 

For backwards compatibility it is also possible to specify comma-separated networks on the first --network argument, however this prevents you from using the options described under the bridge section above.


	none: Create a network namespace for the container but do not configure network interfaces for it, thus the container has no network connectivity.


	container:id: Reuse another container’s network stack.


	host: Use the host’s network namespace for the container instead of creating an isolated namespace. Warning: This gives the container full access to abstract Unix domain sockets and to TCP/UDP sockets bound to localhost. Since these mechanisms are often used to prevent access to sensitive system services, isolating them from access by external entities, use of this option may be considered a security vulnerability.


	ns:path: Path to a network namespace to join.


	private: Create a new namespace for the container. This uses the bridge mode for rootful containers and slirp4netns for rootless ones.


	slirp4netns[:OPTIONS,…]: use slirp4netns(1) to create a user network stack. It is possible to specify these additional options, they can also be set with network_cmd_options in containers.conf:


	allow_host_loopback=true|false: Allow slirp4netns to reach the host loopback IP (default is 10.0.2.2 or the second IP from slirp4netns cidr subnet when changed, see the cidr option below). The default is false.


	mtu=MTU: Specify the MTU to use for this network. (Default is 65520).


	cidr=CIDR: Specify ip range to use for this network. (Default is 10.0.2.0/24).


	enable_ipv6=true|false: Enable IPv6. Default is true. (Required for outbound_addr6).


	outbound_addr=INTERFACE: Specify the outbound interface slirp binds to (ipv4 traffic only).


	outbound_addr=IPv4: Specify the outbound ipv4 address slirp binds to.


	outbound_addr6=INTERFACE: Specify the outbound interface slirp binds to (ipv6 traffic only).


	outbound_addr6=IPv6: Specify the outbound ipv6 address slirp binds to.


	port_handler=rootlesskit: Use rootlesskit for port forwarding. Default. 

Note: Rootlesskit changes the source IP address of incoming packets to an IP address in the container network namespace, usually 10.0.2.100. If the application requires the real source IP address, e.g. web server logs, use the slirp4netns port handler. The rootlesskit port handler is also used for rootless containers when connected to user-defined networks.


	port_handler=slirp4netns: Use the slirp4netns port forwarding, it is slower than rootlesskit but preserves the correct source IP address. This port handler cannot be used for user-defined networks.






	pasta[:OPTIONS,…]: use pasta(1) to create a user-mode networking
stack. 

This is the default for rootless containers and only supported in rootless mode. 

By default, IPv4 and IPv6 addresses and routes, as well as the pod interface
name, are copied from the host. Port forwarding preserves the original
source IP address. Options described in pasta(1) can be specified as
comma-separated arguments. 

In terms of pasta(1) options, --config-net is given by default, in
order to configure networking when the container is started, and
--no-map-gw is also assumed by default, to avoid direct access from
container to host using the gateway address. The latter can be overridden
by passing --map-gw in the pasta-specific options (despite not being an
actual pasta(1) option). 

For better integration with DNS handling, --dns-forward 169.254.1.1 is passed,
and this address is added to resolv.conf(5) as first resolver. It is possible to pass
--dns-forward explicitly in case a different IP address should be used.
To make the host.containers.internal /etc/hosts entry work and allow connections
to the host, --map-guest-addr 169.254.1.2 is passed. Again, it can be set
explicitly to choose a different IP address. 

Also, -t none and -u none are passed if, respectively, no TCP or
UDP port forwarding from host to container is configured (via Podman’s
--publish or by passing the pasta -t/-u options directly),
to disable automatic port forwarding based on bound ports. Similarly, -T none
and -U none are given to disable the same functionality from container to
host. 

All options can also be set in containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md];
see the pasta_options key under the network section in that file. 

Some examples:


	pasta:--map-gw: Allow the container to directly reach the host using the
gateway address.


	pasta:--mtu,1500: Specify a 1500 bytes MTU for the tap interface in
the container.


	pasta:--ipv4-only,-a,10.0.2.0,-n,24,-g,10.0.2.2,--dns-forward,10.0.2.3,-m,1500,--no-ndp,--no-dhcpv6,--no-dhcp,
equivalent to default slirp4netns(1) options: disable IPv6, assign
10.0.2.0/24 to the tap0 interface in the container, with gateway
10.0.2.3, enable DNS forwarder reachable at 10.0.2.3, set MTU to 1500
bytes, disable NDP, DHCPv6 and DHCP support.


	pasta:-I,tap0,--ipv4-only,-a,10.0.2.0,-n,24,-g,10.0.2.2,--dns-forward,10.0.2.3,--no-ndp,--no-dhcpv6,--no-dhcp,
equivalent to default slirp4netns(1) options with Podman overrides: same as
above, but leave the MTU to 65520 bytes


	pasta:-t,auto,-u,auto,-T,auto,-U,auto: enable automatic port forwarding
based on observed bound ports from both host and container sides


	pasta:-T,5201: enable forwarding of TCP port 5201 from container to
host, using the loopback interface instead of the tap interface for improved
performance








Invalid if using --dns, --dns-option, or --dns-search with --network set to none or container:id.



--network-alias=alias

Add a network-scoped alias for the pod, setting the alias for all networks that the container joins. To set a
name only for a specific network, use the alias option as described under the --network option.
If the network has DNS enabled (podman network inspect -f {{.DNSEnabled}} <name>),
these aliases can be used for name resolution on the given network. This option can be specified multiple times.
NOTE: When using CNI a pod only has access to aliases on the first network that it joins. This limitation does
not exist with netavark/aardvark-dns.



--no-hostname

Do not create the /etc/hostname file in the containers.

By default, Podman manages the /etc/hostname file, adding the container’s own hostname.  When the --no-hostname option is set, the image’s /etc/hostname will be preserved unmodified if it exists.



--no-hosts

Do not modify the /etc/hosts file in the pod.

Podman assumes control over the pod’s /etc/hosts file by
default and adds entries for the container’s name (see --name option) and
hostname (see --hostname option), the internal host.containers.internal
and host.docker.internal hosts, as well as any hostname added using the
--add-host option. Refer to the --add-host option for details. Passing
--no-hosts disables this, so that the image’s /etc/hosts file is kept
unmodified. The same can be achieved globally by setting no_hosts=true in
containers.conf.

This option conflicts with --add-host.



--pid=pid

Set the PID mode for the pod. The default is to create a private PID namespace for the pod. Requires the PID namespace to be shared via --share.

host: use the host’s PID namespace for the pod
ns: join the specified PID namespace
private: create a new namespace for the pod (default)







--pod-id-file=path

Write the pod ID to the file.



--publish, -p=[[ip:][hostPort]:]containerPort[/protocol]

Publish a container’s port, or range of ports, within this pod to the host.

Both hostPort and containerPort can be specified as a range of ports.
When specifying ranges for both, the number of container ports in the
range must match the number of host ports in the range.

If host IP is set to 0.0.0.0 or not set at all, the port is bound on all IPs on the host.

By default, Podman publishes TCP ports. To publish a UDP port instead, give
udp as protocol. To publish both TCP and UDP ports, set --publish twice,
with tcp, and udp as protocols respectively. Rootful containers can also
publish ports using the sctp protocol.

Host port does not have to be specified (e.g. podman run -p 127.0.0.1::80).
If it is not, the container port is randomly assigned a port on the host.

Use podman port to see the actual mapping: podman port $CONTAINER $CONTAINERPORT.

Port publishing is only supported for containers utilizing their own network namespace
through bridge networks, or the pasta and slirp4netns network modes.

Note: You must not publish ports of containers in the pod individually,
but only by the pod itself.

Note: This cannot be modified once the pod is created.



--replace

If another pod with the same name already exists, replace and remove it. The default is false.



--restart=policy

Restart policy to follow when containers exit.
Restart policy does not take effect if a container is stopped via the podman kill or podman stop commands.

Valid policy values are:


	no                       : Do not restart containers on exit


	never                    : Synonym for no; do not restart containers on exit


	on-failure[:max_retries] : Restart containers when they exit with a non-zero exit code, retrying indefinitely or until the optional max_retries count is hit


	always                   : Restart containers when they exit, regardless of status, retrying indefinitely


	unless-stopped           : Restart containers when they exit, unless the container was explicitly stopped by the user. After a system reboot, containers with this policy will be restarted by podman-restart.service only if they were not explicitly stopped by the user before the reboot. This differs from always, which restarts containers after a system reboot regardless of whether they were user-stopped




Podman provides a systemd unit file, podman-restart.service, which restarts containers after a system reboot.

When running containers in systemd services, use the restart functionality provided by systemd.
In other words, do not use this option in a container unit, instead set the Restart= systemd directive in the [Service] section.
See podman-systemd.unit(5) and systemd.service(5).

Default restart policy for all the containers in a pod.



--security-opt=option

Security Options


	apparmor=unconfined : Turn off apparmor confinement for the pod


	apparmor=alternate-profile : Set the apparmor confinement profile for the pod


	label=user:USER: Set the label user for the pod processes


	label=role:ROLE: Set the label role for the pod processes


	label=type:TYPE: Set the label process type for the pod processes


	label=level:LEVEL: Set the label level for the pod processes


	label=filetype:TYPE: Set the label file type for the pod files


	label=disable: Turn off label separation for the pod




Note: Labeling can be disabled for all pods/containers by setting label=false in the containers.conf (/etc/containers/containers.conf or $HOME/.config/containers/containers.conf) file.


	label=nested: Allows SELinux modifications within the container. Containers are allowed to modify SELinux labels on files and processes, as long as SELinux policy allows. Without nested, containers view SELinux as disabled, even when it is enabled on the host. Containers are prevented from setting any labels.


	mask=/path/1:/path/2: The paths to mask separated by a colon. A masked path cannot be accessed inside the containers within the pod.


	no-new-privileges: Disable container processes from gaining additional privileges through the execve(2) system call (e.g. via setuid or setgid bits, or via file capabilities). Programs that rely on setuid/setgid bits set on their executable to change user id or group id are no longer able to do so, and any file capabilities added to the executable (e.g. via setcap) are not added to the permitted capability set. For more details, see: https://docs.kernel.org/userspace-api/no_new_privs.html.


	seccomp=unconfined: Turn off seccomp confinement for the pod.


	seccomp=profile.json: JSON file to be used as a seccomp filter. Note that the io.podman.annotations.seccomp annotation is set with the specified value as shown in podman inspect.


	proc-opts=OPTIONS : Comma-separated list of options to use for the /proc mount. More details
for the possible mount options are specified in the proc(5) man page.


	unmask=ALL or /path/1:/path/2, or shell expanded paths (/proc/*): Paths to unmask separated by a colon. If set to ALL, it unmasks all the paths that are masked or made read-only by default.
The default masked paths are /proc/acpi, /proc/kcore, /proc/keys, /proc/latency_stats, /proc/sched_debug, /proc/scsi, /proc/timer_list, /proc/timer_stats, /sys/firmware, and /sys/fs/selinux, /sys/devices/virtual/powercap.  The default paths that are read-only are /proc/asound, /proc/bus, /proc/fs, /proc/irq, /proc/sys, /proc/sysrq-trigger, /sys/fs/cgroup.




Note: Labeling can be disabled for all containers by setting label=false in the containers.conf(5) file.



--share=namespace

A comma-separated list of kernel namespaces to share. If none or “” is specified, no namespaces are shared, and the infra container is not created unless explicitly specified via --infra=true. The namespaces to choose from are cgroup, ipc, net, pid, uts. If the option is prefixed with a “+”, the namespace is appended to the default list. Otherwise, it replaces the default list. Defaults match Kubernetes default (ipc, net, uts)



--share-parent

This boolean determines whether or not all containers entering the pod use the pod as their cgroup parent. The default value of this option is true. Use the --share option to share the cgroup namespace rather than a cgroup parent in a pod.

Note: This option conflicts with the --share=cgroup option since that option sets the pod as the cgroup parent but enters the container into the same cgroupNS as the infra container.



--shm-size=number[unit]

Size of /dev/shm. A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).
If the unit is omitted, the system uses bytes. If the size is omitted, the default is 64m.
When size is 0, there is no limit on the amount of memory used for IPC by the pod.
This option conflicts with --ipc=host.



--shm-size-systemd=number[unit]

Size of systemd-specific tmpfs mounts such as /run, /run/lock, /var/log/journal and /tmp.
A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).
If the unit is omitted, the system uses bytes. If the size is omitted, the default is 64m.
When size is 0, the usage is limited to 50% of the host’s available memory.



--subgidname=name

Run the container in a new user namespace using the map with name in the /etc/subgid file.
If running rootless, the user needs to have the right to use the mapping. See subgid(5).
This flag conflicts with --userns and --gidmap.



--subuidname=name

Run the container in a new user namespace using the map with name in the /etc/subuid file.
If running rootless, the user needs to have the right to use the mapping. See subuid(5).
This flag conflicts with --userns and --uidmap.



--sysctl=name=value

Configure namespaced kernel parameters for all containers in the pod.

For the IPC namespace, the following sysctls are allowed:


	kernel.msgmax


	kernel.msgmnb


	kernel.msgmni


	kernel.sem


	kernel.shmall


	kernel.shmmax


	kernel.shmmni


	kernel.shm_rmid_forced


	Sysctls beginning with fs.mqueue.*




Note: if the ipc namespace is not shared within the pod, the above sysctls are not allowed.

For the network namespace, only sysctls beginning with net.* are allowed.

Note: if the network namespace is not shared within the pod, the above sysctls are not allowed.



--uidmap=container_uid:from_uid:amount

Run all containers in the pod in a new user namespace using the supplied mapping. This
option conflicts with the --userns and --subuidname options. This
option provides a way to map host UIDs to container UIDs. It can be passed
several times to map different ranges.



--userns=mode

Set the user namespace mode for all the containers in a pod. It defaults to the PODMAN_USERNS environment variable. An empty value (“”) means user namespaces are disabled.

Rootless user --userns=Key mappings:



	Key

	Host User

	Container User





	“”

	$UID

	0 (Default User account mapped to root user in container.)



	host

	$UID

	0 (Default User account mapped to root user in container.)



	keep-id

	$UID

	$UID (Map user account to same UID within container.)



	auto

	$UID

	nil (Host User UID is not mapped into container.)



	nomap

	$UID

	nil (Host User UID is not mapped into container.)






Valid mode values are:


	auto[:OPTIONS,…]: automatically create a namespace. It is possible to specify these options to auto:


	gidmapping=CONTAINER_GID:HOST_GID:SIZE to force a GID mapping to be present in the user namespace.


	size=SIZE: to specify an explicit size for the automatic user namespace. e.g. --userns=auto:size=8192. If size is not specified, auto estimates the size for the user namespace.


	uidmapping=CONTAINER_UID:HOST_UID:SIZE to force a UID mapping to be present in the user namespace.






	host: run in the user namespace of the caller. The processes running in the container have the same privileges on the host as any other process launched by the calling user (default).


	keep-id: creates a user namespace where the current rootless user’s UID:GID are mapped to the same values in the container. This option is not allowed for containers created by the root user.


	nomap: creates a user namespace where the current rootless user’s UID:GID are not mapped into the container. This option is not allowed for containers created by the root user.






--uts=mode

Set the UTS namespace mode for the pod. The following values are supported:


	host: use the host’s UTS namespace inside the pod.


	private: create a new namespace for the pod (default).


	ns:[path]: run the pod in the given existing UTS namespace.






--volume, -v=[[SOURCE-VOLUME|HOST-DIR:]CONTAINER-DIR[:OPTIONS]]

Create a bind mount. If -v /HOST-DIR:/CONTAINER-DIR is specified, Podman
bind mounts /HOST-DIR from the host into /CONTAINER-DIR in the Podman
container. Similarly, -v SOURCE-VOLUME:/CONTAINER-DIR mounts the named
volume from the host into the container. If no such named volume exists,
Podman creates one. If no source is given, the volume is created
as an anonymously named volume with a randomly generated name, and is
removed when the pod is removed via the --rm flag or
the podman rm --volumes command.

(Note when using the remote client, including Mac and Windows (excluding WSL2) machines, the volumes are mounted from the remote server, not necessarily the client machine.)

The OPTIONS is a comma-separated list and can be one or more of:


	rw|ro


	z|Z


	[O]


	[U]


	[no]copy


	[no]dev


	[no]exec


	[no]suid


	[r]bind


	[r]shared|[r]slave|[r]private[r]unbindable [1]


	idmap[=options]




The CONTAINER-DIR must be an absolute path such as /src/docs. The volume
is mounted into the container at this directory.

If a volume source is specified, it must be a path on the host or the name of a
named volume. Host paths are allowed to be absolute or relative; relative paths
are resolved relative to the directory Podman is run in. If the source does not
exist, Podman returns an error. Users must pre-create the source files or
directories.

Any source that does not begin with a . or / is treated as the name of
a named volume. If a volume with that name does not exist, it is created.
Volumes created with names are not anonymous, and they are not removed by the --rm
option and the podman rm --volumes command.

Specify multiple -v options to mount one or more volumes into a
pod.

Write Protected Volume Mounts

Add :ro or :rw option to mount a volume in read-only or
read-write mode, respectively. By default, the volumes are mounted read-write.
See examples.

Chowning Volume Mounts

When a named volume is first mounted to a container, Podman
automatically adjusts the ownership of the volume’s mount point during
container initialization. This chown operation occurs under the
following conditions:


	The volume was not used yet (has NeedsChown set to true)


	The volume is empty or has not been copied up yet


	The volume is not managed by an external volume driver


	The volume driver is not “image”




For volumes with idmapped mounts (using the idmap option), the
ownership change takes into account the container’s user namespace
mappings, but the idmapped volume retains proper UID/GID mapping. For
volumes without idmapping, the mount point is chowned to match the
container’s process user and group, mapped to the host user namespace
if user namespace remapping is enabled.

If a pod is created in a new user namespace, the UID and
GID in the container may correspond to another UID and GID on the host.

The :U suffix tells Podman to use the correct host UID and GID based on the
UID and GID within the pod, to change recursively the owner and
group of the source volume. Chowning walks the file system under the volume and
changes the UID/GID on each file. If the volume has thousands of inodes, this
process takes a long time, delaying the start of the pod.

Warning use with caution since this modifies the host filesystem.

Labeling Volume Mounts

Labeling systems like SELinux require that proper labels are placed on volume
content mounted into a pod. Without a label, the security system
might prevent the processes running inside the pod from using the
content. By default, Podman does not change the labels set by the OS.

To change a label in the pod context, add either of two suffixes
:z or :Z to the volume mount. These suffixes tell Podman to relabel file
objects on the shared volumes. The z option tells Podman that two or more
pods share the volume content. As a result, Podman labels the
content with a shared content label. Shared volume labels allow all containers
to read/write content. The Z option tells Podman to label the content with
a private unshared label. Only the current pod can use a private
volume.

Note: all containers within a pod share the same SELinux label. This
means all containers within said pod can read/write volumes shared into the
container created with the :Z on any one of the containers. Relabeling walks
the file system under the volume and changes the label on each file; if the
volume has thousands of inodes, this process takes a long time, delaying the
start of the pod. If the volume was previously relabeled with the
z option, Podman is optimized to not relabel a second time. If files are
moved into the volume, then the labels can be manually changed with the
chcon -Rt container_file_t PATH command.

Note: Do not relabel system files and directories. Relabeling system content
might cause other confined services on the machine to fail.  For these types
of containers we recommend disabling SELinux separation.  The option
--security-opt label=disable disables SELinux separation for the pod.
For example if a user wanted to volume mount their entire home directory into a
pod, they need to disable SELinux separation.

$ podman pod create --security-opt label=disable -v $HOME:/home/user fedora touch /home/user/file





Overlay Volume Mounts

The :O flag tells Podman to mount the directory from the host as a
temporary storage using the overlay file system. The pod processes
can modify content within the mountpoint which is stored in the
container storage in a separate directory. In overlay terms, the source
directory is the lower, and the container storage directory is the
upper. Modifications to the mount point are destroyed when the pod
finishes executing, similar to a tmpfs mount point being unmounted.

For advanced users, the overlay option also supports custom non-volatile
upperdir and workdir for the overlay mount. Custom upperdir and
workdir can be fully managed by the users themselves, and Podman does not
remove it on lifecycle completion.
Example :O,upperdir=/some/upper,workdir=/some/work

Subsequent executions of the container sees the original source directory
content, any changes from previous pod executions no longer exist.

One use case of the overlay mount is sharing the package cache from the
host into the container to allow speeding up builds.

Note: The O flag conflicts with other options listed above.

Content mounted into the container is labeled with the private label.
On SELinux systems, labels in the source directory must be readable
by the pod infra container label. Usually containers can read/execute container_share_t
and can read/write container_file_t. If unable to change the labels on a
source volume, SELinux container separation must be disabled for the pod or infra container
to work.

Do not modify the source directory mounted into the pod with an overlay mount,
it can cause unexpected failures. Only modify the directory after the container finishes running.

Mounts propagation

By default, bind-mounted volumes are private. That means any mounts done
inside the pod are not visible on the host and vice versa.
One can change this behavior by specifying a volume mount propagation property.
When a volume is shared, mounts done under that volume inside the pod
are visible on host and vice versa. Making a volume slave[1]
enables only one-way mount propagation: mounts done on the host under that volume
are visible inside the container but not the other way around.

To control mount propagation property of a volume one can use the [r]shared,
[r]slave, [r]private or the [r]unbindable propagation flag.
Propagation property can be specified only for bind mounted volumes and not for
internal volumes or named volumes. For mount propagation to work the source mount
point (the mount point where source dir is mounted on) has to have the right propagation
properties. For shared volumes, the source mount point has to be shared. And for
slave volumes, the source mount point has to be either shared or slave.
[1]

To recursively mount a volume and all of its submounts into a
pod, use the rbind option. By default the bind option is
used, and submounts of the source directory is not mounted into the
pod.

Mounting the volume with a copy option tells podman to copy content from
the underlying destination directory onto newly created internal volumes. The
copy only happens on the initial creation of the volume. Content is not
copied up when the volume is subsequently used on different containers. The
copy option is ignored on bind mounts and has no effect.

Mounting volumes with the nosuid options means that SUID executables on the
volume can not be used by applications to change their privilege. By default
volumes are mounted with nosuid.

Mounting the volume with the noexec option means that no executables on the
volume can be executed within the pod.

Mounting the volume with the nodev option means that no devices on the volume
can be used by processes within the pod. By default volumes
are mounted with nodev.

If the HOST-DIR is a mount point, then dev, suid, and exec options are
ignored by the kernel.

Use df HOST-DIR to figure out the source mount, then use
findmnt -o TARGET,PROPAGATION source-mount-dir to figure out propagation
properties of source mount. If findmnt(1) utility is not available, then one
can look at the mount entry for the source mount point in /proc/self/mountinfo. Look
at the “optional fields” and see if any propagation properties are specified.
In there, shared:N means the mount is shared, master:N means mount
is slave, and if nothing is there, the mount is private. [1]

To change propagation properties of a mount point, use mount(8) command. For
example, if one wants to bind mount source directory /foo, one can do
mount --bind /foo /foo and mount --make-private --make-shared /foo. This
converts /foo into a shared mount point. Alternatively, one can directly
change propagation properties of source mount. Say / is source mount for
/foo, then use mount --make-shared / to convert / into a shared mount.

Note: if the user only has access rights via a group, accessing the volume
from inside a rootless pod fails.

Idmapped mount

If idmap is specified, create an idmapped mount to the target user
namespace in the container. The idmap option supports a custom mapping
that can be different than the user namespace used by the
container. The mapping can be specified after the idmap option like:
idmap=uids=0-1-10#10-11-10;gids=0-100-10.
For each triplet, the first value is the start of the backing file
system IDs that are mapped to the second value on the host.  The
length of this mapping is given in the third value.
Multiple ranges are separated with #.



--volumes-from=CONTAINER[:OPTIONS]

Mount volumes from the specified container(s). Used to share volumes between
containers and pods. The options is a comma-separated list with the following available elements:


	rw|ro


	z




Mounts already mounted volumes from a source container onto another
pod. CONTAINER may be a name or ID.
To share a volume, use the --volumes-from option when running
the target container. Volumes can be shared even if the source container
is not running.

By default, Podman mounts the volumes in the same mode (read-write or
read-only) as it is mounted in the source container.
This can be changed by adding a ro or rw option.

Labeling systems like SELinux require that proper labels are placed on volume
content mounted into a pod. Without a label, the security system might
prevent the processes running inside the container from using the content. By
default, Podman does not change the labels set by the OS.

To change a label in the pod context, add z to the volume mount.
This suffix tells Podman to relabel file objects on the shared volumes. The z
option tells Podman that two entities share the volume content. As a result,
Podman labels the content with a shared content label. Shared volume labels allow
all containers to read/write content.

If the location of the volume from the source container overlaps with
data residing on a target pod, then the volume hides
that data on the target.




EXAMPLES

Create a named pod.

$ podman pod create --name test





Create a named pod.

$ podman pod create mypod





Create a pod without an infra container.

$ podman pod create --infra=false





Create a named pod with infra container command to run.

$ podman pod create --infra-command /top toppod





Create a pod with published ports on the host.

$ podman pod create --publish 8443:443





Create a pod with the specified network configuration.

$ podman pod create --network slirp4netns:outbound_addr=127.0.0.1,allow_host_loopback=true





Create a pod with the specified network.

$ podman pod create --network pasta





Create a pod on two networks.

$ podman pod create --network net1:ip=10.89.1.5 --network net2:ip=10.89.10.10





Create a pod with shared CPU and memory limits for all containers.

$ podman pod create --cpus=2 --memory=512m mypod





Create a pod with shared volume mounts accessible to all containers.

$ podman pod create --volume /host/path:/container/path:Z mypod





Create a pod with shared resource limits and volume mounts for all containers.

$ podman pod create --volume /data:/data:Z --volume /config:/etc/config:ro --cpus=1.5 --memory=1g --cpu-shares=512 mypod





Create a pod with shared device access and resource limits.

$ podman pod create --device /dev/sda:/dev/sda:rw --cpus=4 --memory=2g --blkio-weight=500 mypod





Create a pod with shared CPU set limits and volumes from another container that will be shared to all containers in the pod.

$ podman pod create --cpuset-cpus=0,2 --volumes-from=source-container --memory=1g mypod





Create a pod with shared resources and add containers to it.

$ podman pod create --cpus=2 --memory=1g --volume /data:/data:Z mypod
$ podman create --pod mypod nginx
$ podman create --pod mypod redis







SEE ALSO

podman(1), podman-pod(1), podman-kube-play(1), containers.conf(1), cgroups(7) [https://man7.org/linux/man-pages/man7/cgroups.7.html]


Troubleshooting

See podman-troubleshooting(7) [https://github.com/containers/podman/blob/main/troubleshooting.md]
for solutions to common issues.




HISTORY

July 2018, Originally compiled by Peter Hunt pehunt@redhat.com



FOOTNOTES

[bookmark: Footnote1]1: The Podman project is committed to inclusivity, a core value of open source. The master and slave mount propagation terminology used here is problematic and divisive, and needs to be changed. However, these terms are currently used within the Linux kernel and must be used as-is at this time. When the kernel maintainers rectify this usage, Podman will follow suit immediately.
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NAME

podman-pod-exists - Check if a pod exists in local storage



SYNOPSIS

podman pod exists pod



DESCRIPTION

podman pod exists checks if a pod exists in local storage. The ID or Name
of the pod may be used as input.  Podman returns an exit code
of 0 when the pod is found.  A 1 is returned otherwise. An exit code of 125 indicates there
was an issue accessing the local storage.



EXAMPLES

Check if specified pod exists in local storage (the pod does actually exist):

$ sudo podman pod exists web; echo $?
0





Check if specified pod exists in local storage (the pod does not actually exist):

$ sudo podman pod exists backend; echo $?
1







SEE ALSO

podman(1), podman-pod(1)



HISTORY

December 2018, Originally compiled by Brent Baude (bbaude at redhat dot com)
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NAME

podman-pod-inspect - Display information describing a pod



SYNOPSIS

podman pod inspect [options] pod …



DESCRIPTION

Displays configuration and state information about a given pod.  It also displays information about containers
that belong to the pod.



OPTIONS


--format, -f=format

Change the default output format.  This can be of a supported type like ‘json’
or a Go template.
Valid placeholders for the Go template are listed below:



	Placeholder

	Description





	.BlkioDeviceReadBps

	Block I/O Device Read, in bytes/sec



	.BlkioDeviceWriteBps

	Block I/O Device Read, in bytes/sec



	.BlkioWeight

	Block I/O Weight



	.BlkioWeightDevice

	Block I/O Device Weight



	.CgroupParent

	Pod cgroup parent



	.CgroupPath

	Pod cgroup path



	.Containers

	Pod containers



	.CPUPeriod

	CPU period



	.CPUQuota

	CPU quota



	.CPUSetCPUs

	CPU Set CPUs



	.CPUSetMems

	CPU Set Mems



	.CPUShares

	CPU Shares



	.CreateCgroup

	Whether cgroup was created



	.CreateCommand

	Create command



	.Created …

	Time when the pod was created



	.CreateInfra

	Whether infrastructure created



	.Devices

	Devices



	.ExitPolicy

	Exit policy



	.Hostname

	Pod hostname



	.ID

	Pod ID



	.InfraConfig …

	Infra config (contains further fields)



	.InfraContainerID

	Pod infrastructure ID



	.InspectPodData …

	Nested structure, for experts only



	.Labels …

	Pod labels



	.LockNumber

	Number of the pod’s Libpod lock



	.MemoryLimit

	Memory limit, bytes



	.MemorySwap

	Memory swap limit, in bytes



	.Mounts

	Mounts



	.Name

	Pod name



	.Namespace

	Namespace



	.NumContainers

	Number of containers in the pod



	.RestartPolicy

	Restart policy of the pod



	.SecurityOpts

	Security options



	.SharedNamespaces

	Pod shared namespaces



	.State

	Pod state



	.VolumesFrom

	Volumes from








--latest, -l

Instead of providing the pod name or ID, use the last created pod.
Note: the last started pod can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)




EXAMPLE

Inspect specified pod:

$ podman pod inspect foobar
[
     {
         "Id": "3513ca70583dd7ef2bac83331350f6b6c47d7b4e526c908e49d89ebf720e4693",
         "Name": "foobar",
         "Labels": {},
         "CgroupParent": "/libpod_parent",
         "CreateCgroup": true,
         "Created": "2018-08-08T11:15:18.823115347-05:00"
         "State": "created",
         "Hostname": "",
         "SharedNamespaces": [
              "uts",
              "ipc",
              "net"
         ]
         "CreateInfra": false,
         "InfraContainerID": "1020dd70583dd7ff2bac83331350f6b6e007de0d026c908e49d89ebf891d4699"
         "CgroupPath": ""
         "Containers": [
              {
                   "id": "d53f8bf1e9730281264aac6e6586e327429f62c704abea4b6afb5d8a2b2c9f2c",
                   "state": "configured"
              }
         ]
     }
]





Show only pod name and state:

$ podman pod inspect --format "{{.Name}}\t{{.State}}" mypod
mypod	Running





Show pod ID and number of containers:

$ podman pod inspect mypod --format "Pod {{.Name}} ({{.ID}}) has {{.NumContainers}} containers"
Pod mypod (605f5f776e101a6e0ad11ea802cae25eabf299da77122f2963fa65dc6ccf6717) has 2 containers





Show pod creation time and shared namespaces:

$ podman pod inspect mypod --format "Created: {{.Created}}\nShared: {{.SharedNamespaces}}"
Created: 2025-08-14 21:16:05.861363099 +0000 UTC
Shared: [net uts ipc]





Show pod resource limits:

$ podman pod inspect --format "Memory: {{.MemoryLimit}}, CPU Period: {{.CPUPeriod}}, CPU Quota: {{.CPUQuota}}" mypod
Memory: 1073741824, CPU Period: 100000, CPU Quota: 50000





Show container IDs within the pod:

$ podman pod inspect --format "{{range .Containers}}{{.Id}}: {{.State}} {{end}}" mypod
e907f7902decca9d6b600b4d3cca9541d9b89dd726b2af7ad2eba05d2a97083f: running c5a53050a31aed71c55cb6a31b9564c69a1009f77750f3f0e8093bd98fcd8918: running







SEE ALSO

podman(1), podman-pod(1), podman-inspect(1)



HISTORY

August 2018, Originally compiled by Brent Baude bbaude@redhat.com
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NAME

podman-pod-kill - Kill the main process of each container in one or more pods



SYNOPSIS

podman pod kill [options] pod …



DESCRIPTION

The main process of each container inside the pods specified is sent SIGKILL, or any signal specified with option --signal.



OPTIONS


--all, -a

Sends signal to all containers associated with a pod.



--latest, -l

Instead of providing the pod name or ID, use the last created pod.
Note: the last started pod can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)



--signal, -s=signal

Signal to send to the containers in the pod. For more information on Linux signals, refer to signal(7).
The default is SIGKILL.




EXAMPLE

Kill pod with a given name:

podman pod kill mywebserver





Kill pod with a given ID:

podman pod kill 860a4b23





Terminate pod by sending TERM signal:

podman pod kill --signal TERM 860a4b23





Kill the latest pod. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines):

podman pod kill --latest





Terminate all pods by sending KILL signal:

podman pod kill --all







SEE ALSO

podman(1), podman-pod(1), podman-pod-stop(1)



HISTORY

July 2018, Originally compiled by Peter Hunt pehunt@redhat.com
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NAME

podman-pod-logs - Display logs for pod with one or more containers



SYNOPSIS

podman pod logs [options] pod



DESCRIPTION

The podman pod logs command batch-retrieves whatever logs are present with all the containers of a pod. Pod logs can be filtered by container name or ID using flag -c or --container if needed.

Note: A long-running podman pod log command with a -f or --follow option needs to be reinvoked if a new container is added to the pod dynamically; otherwise, logs of newly added containers are not visible in the log stream.



OPTIONS


--color

Output the containers with different colors in the log.



--container, -c

By default, podman pod logs retrieves logs for all the containers available within the pod, differentiated by the field container. However, there are use cases where the user wants to limit the log stream only to a particular container of a pod. For such cases, -c can be used like podman pod logs -c ctrNameorID podname.



--follow, -f

Follow log output.  Default is false.

Note: When following a pod which is removed by podman pod rm
or removed on exit (podman run --rm ...), there is a chance that the log
file is removed before podman pod logs reads the final content.



--latest, -l

Instead of providing the pod name or ID, use the last created pod.
Note: the last started pod can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)



--names, -n

Output the container names instead of the container IDs in the log.



--since=TIMESTAMP

Show logs since TIMESTAMP. The --since option can be Unix timestamps, date formatted timestamps, or Go duration
strings (e.g. 10m, 1h30m) computed relative to the client machine’s time. Supported formats for date formatted
time stamps include RFC3339Nano, RFC3339, 2006-01-02T15:04:05, 2006-01-02T15:04:05.999999999, 2006-01-02Z07:00,
and 2006-01-02.



--tail=LINES

Output the specified number of LINES at the end of the logs.  LINES must be an integer.  Defaults to -1,
which prints all lines



--timestamps, -t

Show timestamps in the log outputs.  The default is false



--until=TIMESTAMP

Show logs until TIMESTAMP. The --until option can be Unix timestamps, date formatted timestamps, or Go duration
strings (e.g. 10m, 1h30m) computed relative to the client machine’s time. Supported formats for date formatted
time stamps include RFC3339Nano, RFC3339, 2006-01-02T15:04:05, 2006-01-02T15:04:05.999999999, 2006-01-02Z07:00,
and 2006-01-02.




EXAMPLE

To view a pod’s logs:

podman pod logs -t podIdorName





To view logs of a specific container on the pod:

podman pod logs -c ctrIdOrName podIdOrName





To view all pod logs:

podman pod logs -t --since 0 myserver-pod-1





To view a pod’s logs since a certain time:

podman pod logs -t --since 2017-08-07T10:10:09.055837383-04:00 myserver-pod-1





To view a pod’s logs generated in the last 10 minutes:

podman pod logs --since 10m myserver-pod-1





To view a pod’s logs until 30 minutes ago:

podman pod logs --until 30m myserver-pod-1







SEE ALSO

podman(1), podman-pod(1), podman-pod-rm(1), podman-logs(1)
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NAME

podman-pod-pause - Pause one or more pods



SYNOPSIS

podman pod pause [options] pod …



DESCRIPTION

Pauses all the running processes in the containers of one or more pods.  You may use pod IDs or names as input.



OPTIONS


--all, -a

Pause all pods.



--latest, -l

Instead of providing the pod name or ID, pause the last created pod. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)




EXAMPLES

Pause a pod with a given name:

$ podman pod pause mywebserverpod





Pause a pod with a given ID:

$ podman pod pause 860a4b23





Pause all pods

$ podman pod pause --all
817973d45404da08f1fe393a13c8eeb0948f4a259d8835f083370b4a63cb0431
0793d692719c8ef1f983fd29d7568e817c5a8e865e2b3925201a75dce24cfe80







SEE ALSO

podman(1), podman-pod(1), podman-pod-unpause(1), podman-pause(1)



HISTORY

July 2018, Originally compiled by Peter Hunt pehunt@redhat.com
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NAME

podman-pod-prune - Remove all stopped pods and their containers



SYNOPSIS

podman pod prune [options]



DESCRIPTION

podman pod prune removes all stopped pods and their containers from local storage.



OPTIONS


--force, -f

Force removal of all running pods and their containers. The default is false.




EXAMPLES

Remove all stopped pods and their containers from local storage.

$ sudo podman pod prune
WARNING! This will remove all stopped/exited pods..
Are you sure you want to continue? [y/N] y
22b8813332948064b6566370088c5e0230eeaf15a58b1c5646859fd9fc364fe7
2afb26869fe5beab979c234afb75c7506063cd4655b1a73557c9d583ff1aebe9
49161ad2a722cf18722f0e17199a9e840703a17d1158cdeda502b6d54080f674
5ca429f37fb83a9f54eea89e3a9102b7780a6e6ae5f132db0672da551d862c4a
6bb06573787efb8b0675bc88ebf8361f1a56d3ac7922d1a6436d8f59ffd955f1





Force removal of all running pods and their containers.

$ sudo podman pod prune --force
22b8813332948064b6566370088c5e0230eeaf15a58b1c5646859fd9fc364fe7
2afb26869fe5beab979c234afb75c7506063cd4655b1a73557c9d583ff1aebe9
49161ad2a722cf18722f0e17199a9e840703a17d1158cdeda502b6d54080f674
5ca429f37fb83a9f54eea89e3a9102b7780a6e6ae5f132db0672da551d862c4a







SEE ALSO

podman(1), podman-pod(1)



HISTORY

April 2019, Originally compiled by Peter Hunt (pehunt at redhat dot com)
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NAME

podman-pod-ps - Print out information about pods



SYNOPSIS

podman pod ps [options]



DESCRIPTION

podman pod ps lists the pods on the system.
By default it lists:


	pod ID


	pod name


	the time the pod was created


	number of containers attached to pod


	container ID of the pod infra container


	status of pod as defined by the following table






	Status

	Description





	Created

	No containers running nor stopped



	Running

	at least one container is running



	Stopped

	At least one container stopped and none running



	Exited

	All containers stopped in pod



	Dead

	Error retrieving state








OPTIONS


--ctr-ids

Display the container IDs



--ctr-names

Display the container names



--ctr-status

Display the container statuses



--filter, -f=filter

Provide filter values.

The filters argument format is of key=value. If there is more than one filter, then pass multiple OPTIONS: --filter foo=bar --filter bif=baz.

Supported filters:



	Filter

	Description





	ctr-ids

	Filter by container ID within the pod. (CID prefix match by default; accepts regex)



	ctr-names

	Filter by container name within the pod.



	ctr-number

	Filter by number of containers in the pod.



	ctr-status

	Filter by container status within the pod.



	id

	Filter by pod ID. (Prefix match by default; accepts regex)



	label

	Filter by container with (or without, in the case of label!=[…] is used) the specified labels.



	name

	Filter by pod name.



	network

	Filter by network name or full ID of network.



	status

	Filter by pod status.



	until

	Filter by pods created before given timestamp.






The ctr-ids, ctr-names, id, name filters accept regex format.

The ctr-status filter accepts values: created, running, paused, stopped, exited, unknown.

The label filter accepts two formats. One is the label=key or label=key=value, which removes containers with the specified labels. The other format is the label!=key or label!=key=value, which removes containers without the specified labels.

The until filter can be Unix timestamps, date formatted timestamps, or Go duration strings (e.g. 10m, 1h30m) computed relative to the machine’s time.

The status filter accepts values: stopped, running, paused, exited, dead, created, degraded.



--format=format

Pretty-print containers to JSON or using a Go template

Valid placeholders for the Go template are listed below:



	Placeholder

	Description





	.Cgroup

	Cgroup path of pod



	.ContainerIds

	Comma-separated list of container IDs in the pod



	.ContainerNames

	Comma-separated list of container names in the pod



	.ContainerStatuses

	Comma-separated list of container statuses



	.Created

	Creation time of pod



	.ID

	Container ID



	.InfraID

	Pod infra container ID



	.Label string

	Specified label of the pod



	.Labels …

	All the labels assigned to the pod



	.Name

	Name of pod



	.Networks

	Show all networks connected to the infra container



	.NumberOfContainers

	Show the number of containers attached to pod



	.Restarts

	Show the total number of container restarts in a pod



	.Status

	Status of pod








--help, -h

Print usage statement



--latest, -l

Show the latest pod created (all states) (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--namespace, --ns

Display namespace information of the pod



--no-trunc

Do not truncate the output (default false).



--noheading, -n

Omit the table headings from the listing.



--quiet, -q

Print the numeric IDs of the pods only



--sort

Sort by created, ID, name, status, or number of containers

Default: created




EXAMPLES

List all running pods.

$ podman pod ps
POD ID         NAME              STATUS    CREATED          INFRA ID       # OF CONTAINERS
00dfd6fa02c0   jolly_goldstine   Running   31 hours ago     ba465ab0a3a4   1
f4df8692e116   nifty_torvalds    Created   10 minutes ago   331693bff40a   2





List all running pods along with container names within the pods.

$ podman pod ps --ctr-names
POD ID         NAME              STATUS    CREATED          INFRA ID       NAMES
00dfd6fa02c0   jolly_goldstine   Running   31 hours ago     ba465ab0a3a4   loving_archimedes
f4df8692e116   nifty_torvalds    Created   10 minutes ago   331693bff40a   thirsty_hawking,wizardly_golick





List all running pods along with status, names and ids.

$ podman pod ps --ctr-status --ctr-names --ctr-ids
POD ID         NAME              STATUS    CREATED          INFRA ID       IDS                         NAMES                             STATUS
00dfd6fa02c0   jolly_goldstine   Running   31 hours ago     ba465ab0a3a4   ba465ab0a3a4                loving_archimedes                 running
f4df8692e116   nifty_torvalds    Created   10 minutes ago   331693bff40a   331693bff40a,8e428daeb89e   thirsty_hawking,wizardly_golick   configured,configured





List all running pods and print ID, Container Names, and cgroups.

$ podman pod ps --format "{{.ID}}  {{.ContainerNames}}  {{.Cgroup}}"
00dfd6fa02c0   loving_archimedes   /libpod_parent
f4df8692e116   thirsty_hawking,wizardly_golick   /libpod_parent





List all running pods with two containers sorted by pod ID.

$ podman pod ps --sort id --filter ctr-number=2
POD ID         NAME             STATUS    CREATED          INFRA ID       # OF CONTAINERS
f4df8692e116   nifty_torvalds   Created   10 minutes ago   331693bff40a   2





List all running pods with their container ids.

$ podman pod ps  --ctr-ids
POD ID         NAME              STATUS    CREATED          INFRA ID       IDS
00dfd6fa02c0   jolly_goldstine   Running   31 hours ago     ba465ab0a3a4   ba465ab0a3a4
f4df8692e116   nifty_torvalds    Created   10 minutes ago   331693bff40a   331693bff40a,8e428daeb89e





List all running pods with container ids without truncating IDs.

$ podman pod ps --no-trunc --ctr-ids
POD ID                                                             NAME              STATUS    CREATED          INFRA ID                                                           IDS
00dfd6fa02c0a2daaedfdf8fcecd06f22ad114d46d167d71777224735f701866   jolly_goldstine   Running   31 hours ago     ba465ab0a3a4e15e3539a1e79c32d1213a02b0989371e274f98e0f1ae9de7050   ba465ab0a3a4e15e3539a1e79c32d1213a02b0989371e274f98e0f1ae9de7050
f4df8692e116a3e6d1d62572644ed36ca475d933808cc3c93435c45aa139314b   nifty_torvalds    Created   10 minutes ago   331693bff40a926b6d52b184e116afd15497610c378d5d4c42945dd6e33b75b0   331693bff40a926b6d52b184e116afd15497610c378d5d4c42945dd6e33b75b0,8e428daeb89e69b71e7916a13accfb87d122889442b5c05c2d99cf94a3230e9d





List all running pods with container names.

$ podman pod ps --ctr-names
POD ID         NAME   STATUS    CREATED        INFRA ID       NAMES
314f4da82d74   hi     Created   17 hours ago   a9f2d2165675   jovial_jackson,hopeful_archimedes,vibrant_ptolemy,heuristic_jennings,keen_raman,hopeful_newton,mystifying_bose,silly_lalande,serene_lichterman ...





List all running pods with container IDs

$ podman pod ps --filter ctr-ids=aceb3b775797
POD ID        NAME        STATUS      CREATED        INFRA ID      # OF CONTAINERS
952330c7cff0  web-app     Running     3 minutes ago  b0f247c49669  3





List all pods with exactly 2 containers

$ podman pod ps --filter ctr-number=2
POD ID        NAME         STATUS      CREATED        INFRA ID      # OF CONTAINERS
b2ae050d17be  labeled-pod  Running     2 minutes ago  fda2a486b939  2





List pods with containers in exited status

$ podman pod ps --filter ctr-status=exited
POD ID        NAME         STATUS      CREATED        INFRA ID      # OF CONTAINERS
06c3a107763a  maintenance  Degraded    4 minutes ago  67e500cbb678  3
1e3424d7e9c0  db-cluster   Degraded    4 minutes ago  d6650a490b69  3





List all current pods

$ podman pod ps
POD ID        NAME         STATUS      CREATED        INFRA ID      # OF CONTAINERS
95938982244d  nettest      Running     4 minutes ago  a28d133e8c63  3
deee8956522e  utility      Running     4 minutes ago  6b730e3ac334  3
06c3a107763a  maintenance  Degraded    4 minutes ago  67e500cbb678  3
1e3424d7e9c0  db-cluster   Degraded    4 minutes ago  d6650a490b69  3
952330c7cff0  web-app      Running     4 minutes ago  b0f247c49669  3





Filter pod by ID

$ podman pod ps --filter id=95938982244d
POD ID        NAME        STATUS      CREATED        INFRA ID      # OF CONTAINERS
95938982244d  nettest     Running     4 minutes ago  a28d133e8c63  3





Filter pod by label

$ podman pod ps --filter label=tier=frontend
POD ID        NAME         STATUS      CREATED       INFRA ID      # OF CONTAINERS
b2ae050d17be  labeled-pod  Running     1 second ago  fda2a486b939  2





Filter pod by name

$ podman pod ps --filter name=db-cluster
POD ID        NAME        STATUS      CREATED        INFRA ID      # OF CONTAINERS
1e3424d7e9c0  db-cluster  Degraded    4 minutes ago  d6650a490b69  3





Filter pod by pod status (e.g., Degraded)

$ podman pod ps --filter status=degraded
POD ID        NAME         STATUS      CREATED        INFRA ID      # OF CONTAINERS
95938982244d  nettest      Degraded    7 minutes ago  a28d133e8c63  3
06c3a107763a  maintenance  Degraded    8 minutes ago  67e500cbb678  3
1e3424d7e9c0  db-cluster   Degraded    8 minutes ago  d6650a490b69  3
952330c7cff0  web-app      Degraded    8 minutes ago  b0f247c49669  3





Filter pods created before a time threshold (--until)

$ podman pod ps --filter until=2m
POD ID        NAME         STATUS      CREATED        INFRA ID      # OF CONTAINERS
b2ae050d17be  labeled-pod  Running     3 minutes ago  fda2a486b939  2
95938982244d  nettest      Degraded    8 minutes ago  a28d133e8c63  3
deee8956522e  utility      Running     8 minutes ago  6b730e3ac334  3
06c3a107763a  maintenance  Degraded    8 minutes ago  67e500cbb678  3
1e3424d7e9c0  db-cluster   Degraded    8 minutes ago  d6650a490b69  3
952330c7cff0  web-app      Degraded    8 minutes ago  b0f247c49669  3







pod ps

Print a list of pods



SEE ALSO

podman(1), podman-pod(1)



HISTORY

July 2018, Originally compiled by Peter Hunt pehunt@redhat.com
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NAME

podman-pod-restart - Restart one or more pods



SYNOPSIS

podman pod restart [options] pod …



DESCRIPTION

Restart containers in one or more pods. Running containers are stopped and restarted.
Stopped containers are started. You may use pod IDs or names as input.
The pod ID is printed upon successful restart.
When restarting multiple pods, an error from restarting one pod does not effect restarting other pods.



OPTIONS


--all, -a

Restarts all pods



--latest, -l

Instead of providing the pod name or ID, restart the last created pod. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)




EXAMPLE

Restart pod with a given name:

podman pod restart mywebserverpod
cc8f0bea67b1a1a11aec1ecd38102a1be4b145577f21fc843c7c83b77fc28907





Restart multiple pods with given IDs:

podman pod restart 490eb 3557fb
490eb241aaf704d4dd2629904410fe4aa31965d9310a735f8755267f4ded1de5
3557fbea6ad61569de0506fe037479bd9896603c31d3069a6677f23833916fab





Restart the last created pod:

podman pod restart --latest
3557fbea6ad61569de0506fe037479bd9896603c31d3069a6677f23833916fab





Restart all pods:

podman pod restart --all
19456b4cd557eaf9629825113a552681a6013f8c8cad258e36ab825ef536e818
3557fbea6ad61569de0506fe037479bd9896603c31d3069a6677f23833916fab
490eb241aaf704d4dd2629904410fe4aa31965d9310a735f8755267f4ded1de5
70c358daecf71ef9be8f62404f926080ca0133277ef7ce4f6aa2d5af6bb2d3e9
cc8f0bea67b1a1a11aec1ecd38102a1be4b145577f21fc843c7c83b77fc28907







SEE ALSO

podman(1), podman-pod(1), podman-restart(1)



HISTORY

July 2018, Originally compiled by Peter Hunt pehunt@redhat.com
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NAME

podman-pod-rm - Remove one or more stopped pods and containers



SYNOPSIS

podman pod rm [options] pod



DESCRIPTION

podman pod rm removes one or more stopped pods and their containers from the host.  The pod name or ID can be used. The -f option stops all containers and then removes them before removing the pod. If all containers added by the user are in an exited state, the pod is removed.



OPTIONS


--all, -a

Remove all pods.  Can be used in conjunction with -f as well.



--force, -f

Stop running containers and delete all stopped containers before removal of pod.



--ignore, -i

Ignore errors when specified pods are not in the container store.  A user
might have decided to manually remove a pod which leads to a failure
during the ExecStop directive of a systemd service referencing that pod.



--latest, -l

Instead of providing the pod name or ID, use the last created pod.
Note: the last started pod can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)



--pod-id-file=file

Read pod ID from the specified file and rm the pod. Can be specified multiple times.

If specified, the pod-id-file is removed along with the pod.



--time, -t=seconds

Seconds to wait before forcibly stopping running containers within the pod.
Use -1 for infinite wait.

The --force option must be specified to use the --time option.




EXAMPLE

Remove pod with a given name:

podman pod rm mywebserverpod





Remove multiple pods with given names and/or IDs:

podman pod rm mywebserverpod myflaskserverpod 860a4b23





Forcefully remove pod with a given ID:

podman pod rm -f 860a4b23





Forcefully remove all pods:

podman pod rm -f -a
podman pod rm -fa





Remove pod using ID specified in a given file:

podman pod rm --pod-id-file /path/to/id/file







Exit Status

0   All specified pods removed

1   One of the specified pods did not exist, and no other failures

2   One of the specified pods is attached to a container

125 The command fails for any other reason



SEE ALSO

podman(1), podman-pod(1)



HISTORY

July 2018, Originally compiled by Peter Hunt pehunt@redhat.com
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NAME

podman-pod-start - Start one or more pods



SYNOPSIS

podman pod start [options] pod …



DESCRIPTION

Start containers in one or more pods.  You may use pod IDs or names as input. The pod must have a container attached
to be started.



OPTIONS


--all, -a

Starts all pods



--latest, -l

Instead of providing the pod name or ID, use the last created pod.
Note: the last started pod can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)



--pod-id-file=file

Read pod ID from the specified file and start the pod. Can be specified multiple times.




EXAMPLE

Start pod with a given name:

podman pod start mywebserverpod





Start pods with given IDs:

podman pod start 860a4b23 5421ab4





Start the latest pod. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines):

podman pod start --latest





Start all pods:

podman pod start --all





Start pod using ID specified in a given file:

podman pod start --pod-id-file /path/to/id/file







SEE ALSO

podman(1), podman-pod(1), podman-pod-stop(1)



HISTORY

July 2018, Adapted from podman start man page by Peter Hunt pehunt@redhat.com
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NAME

podman-pod-stats - Display a live stream of resource usage stats for containers in one or more pods



SYNOPSIS

podman pod stats [options] [pod]



DESCRIPTION

Display a live stream of containers in one or more pods resource usage statistics.  Running rootless is only supported on cgroups v2.



OPTIONS


--all, -a

Show all containers.  Only running containers are shown by default



--format=template

Pretty-print container statistics to JSON or using a Go template

Valid placeholders for the Go template are listed below:



	Placeholder

	Description





	.BlockIO

	Block IO



	.CID

	Container ID



	.CPU

	CPU percentage



	.Mem

	Memory percentage



	.MemUsage

	Memory usage



	.MemUsageBytes

	Memory usage (IEC)



	.Name

	Container Name



	.NetIO

	Network IO



	.PIDS

	Number of PIDs



	.Pod

	Pod ID






When using a Go template, precede the format with table to print headers.



--latest, -l

Instead of providing the pod name or ID, use the last created pod.
Note: the last started pod can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)



--no-reset

Do not clear the terminal/screen in between reporting intervals



--no-stream

Disable streaming pod stats and only pull the first result, default setting is false




EXAMPLES

List statistics about all pods without streaming:

# podman pod stats -a --no-stream
ID             NAME              CPU %   MEM USAGE / LIMIT   MEM %   NET IO    BLOCK IO   PIDS
a9f807ffaacd   frosty_hodgkin    --      3.092MB / 16.7GB    0.02%   -- / --   -- / --    2
3b33001239ee   sleepy_stallman   --      -- / --             --      -- / --   -- / --    --





List statistics about specified pod without streaming:

# podman pod stats --no-stream a9f80
ID             NAME             CPU %   MEM USAGE / LIMIT   MEM %   NET IO    BLOCK IO   PIDS
a9f807ffaacd   frosty_hodgkin   --      3.092MB / 16.7GB    0.02%   -- / --   -- / --    2





List statistics about specified pod in JSON format without streaming:

# podman pod stats --no-stream --format=json a9f80
[
    {
        "id": "a9f807ffaacd",
        "name": "frosty_hodgkin",
        "cpu_percent": "--",
        "mem_usage": "3.092MB / 16.7GB",
        "mem_percent": "0.02%",
        "netio": "-- / --",
        "blocki": "-- / --",
        "pids": "2"
    }
]





List selected statistics formatted in a table about specified pod:

# podman pod stats --no-stream --format "table {{.ID}} {{.Name}} {{.MemUsage}}" 6eae
ID             NAME           MEM USAGE / LIMIT
6eae9e25a564   clever_bassi   3.031MB / 16.7GB







SEE ALSO

podman(1), podman-pod(1)



HISTORY

February 2019, Originally compiled by Dan Walsh dwalsh@redhat.com
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NAME

podman-pod-stop - Stop one or more pods



SYNOPSIS

podman pod stop [options] pod …



DESCRIPTION

Stop containers in one or more pods.  You may use pod IDs or names as input.



OPTIONS


--all, -a

Stops all pods



--ignore, -i

Ignore errors when specified pods are not in the container store.  A user
might have decided to manually remove a pod which leads to a failure
during the ExecStop directive of a systemd service referencing that pod.



--latest, -l

Instead of providing the pod name or ID, use the last created pod.
Note: the last started pod can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)



--pod-id-file=file

Read pod ID from the specified file and stop the pod. Can be specified multiple times.



--time, -t=seconds

Seconds to wait before forcibly stopping running containers within the pod.
Use -1 for infinite wait.




EXAMPLE

Stop pod with a given name.

$ podman pod stop mywebserverpod
cc8f0bea67b1a1a11aec1ecd38102a1be4b145577f21fc843c7c83b77fc28907





Stop multiple pods with given IDs.

$ podman pod stop 490eb 3557fb
490eb241aaf704d4dd2629904410fe4aa31965d9310a735f8755267f4ded1de5
3557fbea6ad61569de0506fe037479bd9896603c31d3069a6677f23833916fab





Stop the last created pod. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)

$ podman pod stop --latest
3557fbea6ad61569de0506fe037479bd9896603c31d3069a6677f23833916fab





Stop all pods.

$ podman pod stop --all
19456b4cd557eaf9629825113a552681a6013f8c8cad258e36ab825ef536e818
3557fbea6ad61569de0506fe037479bd9896603c31d3069a6677f23833916fab
490eb241aaf704d4dd2629904410fe4aa31965d9310a735f8755267f4ded1de5
70c358daecf71ef9be8f62404f926080ca0133277ef7ce4f6aa2d5af6bb2d3e9
cc8f0bea67b1a1a11aec1ecd38102a1be4b145577f21fc843c7c83b77fc28907





Stop two pods via --pod-id-file.

$ podman pod stop --pod-id-file file1 --pod-id-file file2
19456b4cd557eaf9629825113a552681a6013f8c8cad258e36ab825ef536e818
cc8f0bea67b1a1a11aec1ecd38102a1be4b145577f21fc843c7c83b77fc28907





Stop all pods with a timeout of 1 second.

$ podman pod stop -a -t 1
3557fbea6ad61569de0506fe037479bd9896603c31d3069a6677f23833916fab
490eb241aaf704d4dd2629904410fe4aa31965d9310a735f8755267f4ded1de5
70c358daecf71ef9be8f62404f926080ca0133277ef7ce4f6aa2d5af6bb2d3e9







SEE ALSO

podman(1), podman-pod(1), podman-pod-start(1)



HISTORY

July 2018, Originally compiled by Peter Hunt pehunt@redhat.com
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NAME

podman-pod-top - Display the running processes of containers in a pod



SYNOPSIS

podman pod top [options] pod [format-descriptors]



DESCRIPTION

Display the running processes of containers in a pod. The format-descriptors are ps (1) compatible AIX format
descriptors but extended to print additional information, such as the seccomp mode or the effective capabilities
of a given process. The descriptors can either be passed as separate arguments or as a single comma-separated argument.



OPTIONS


--help, -h

Print usage statement



--latest, -l

Instead of providing the pod name or ID, use the last created pod.
Note: the last started pod can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)




FORMAT DESCRIPTORS

For a full list of available descriptors, see podman-top(1)



EXAMPLES

Print top data for the specified pod.
By default, podman-pod-top prints data similar to ps -ef:

$ podman pod top b031293491cc
USER   PID   PPID   %CPU    ELAPSED             TTY   TIME   COMMAND
root   1     0      0.000   2h5m38.737137571s   ?     0s     top
root   8     0      0.000   2h5m15.737228361s   ?     0s     top





The output can be controlled by specifying format descriptors as arguments after the pod.

Print the pod top data fields pid,seccomp, args and %C on the latest pod created. (This -l option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)

$ podman pod top -l pid seccomp args %C
PID   SECCOMP   COMMAND   %CPU
1     filter    top       0.000
1     filter    /bin/sh   0.000







SEE ALSO

podman(1), podman-pod(1), ps(1), seccomp(2), proc(5), capabilities(7)



HISTORY

August 2018, Originally compiled by Peter Hunt pehunt@redhat.com
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NAME

podman-pod-unpause - Unpause one or more pods



SYNOPSIS

podman pod unpause [options] pod …



DESCRIPTION

Unpauses all the paused processes in the containers of one or more pods.  You may use pod IDs or names as input.



OPTIONS


--all, -a

Unpause all pods.



--latest, -l

Instead of providing the pod name or ID, unpause the last created pod. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)




EXAMPLE

Unpause pod with a given name:

podman pod unpause mywebserverpod





Unpause pod with a given ID:

podman pod unpause 860a4b23







SEE ALSO

podman(1), podman-pod(1), podman-pod-pause(1)



HISTORY

July 2018, Originally compiled by Peter Hunt pehunt@redhat.com
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NAME

podman-pod - Management tool for groups of containers, called pods



SYNOPSIS

podman pod subcommand



DESCRIPTION

podman pod is a set of subcommands that manage pods, or groups of containers.



SUBCOMMANDS



	Command

	Man Page

	Description





	clone

	podman-pod-clone(1)

	Create a copy of an existing pod.



	create

	podman-pod-create(1)

	Create a new pod.



	exists

	podman-pod-exists(1)

	Check if a pod exists in local storage.



	inspect

	podman-pod-inspect(1)

	Display information describing a pod.



	kill

	podman-pod-kill(1)

	Kill the main process of each container in one or more pods.



	logs

	podman-pod-logs(1)

	Display logs for pod with one or more containers.



	pause

	podman-pod-pause(1)

	Pause one or more pods.



	prune

	podman-pod-prune(1)

	Remove all stopped pods and their containers.



	ps

	podman-pod-ps(1)

	Print out information about pods.



	restart

	podman-pod-restart(1)

	Restart one or more pods.



	rm

	podman-pod-rm(1)

	Remove one or more stopped pods and containers.



	start

	podman-pod-start(1)

	Start one or more pods.



	stats

	podman-pod-stats(1)

	Display a live stream of resource usage stats for containers in one or more pods.



	stop

	podman-pod-stop(1)

	Stop one or more pods.



	top

	podman-pod-top(1)

	Display the running processes of containers in a pod.



	unpause

	podman-pod-unpause(1)

	Unpause one or more pods.








SEE ALSO

podman(1)



HISTORY

July 2018, Originally compiled by Peter Hunt pehunt@redhat.com
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NAME

podman-port - List port mappings for a container



SYNOPSIS

podman port [options] container [private-port[/proto]]

podman container port [options] container [private-port[/proto]]



DESCRIPTION

List port mappings for the container or look up the public-facing port that is NAT-ed to the private-port.



OPTIONS


--all, -a

List all known port mappings for running containers; when using this option, container names or private ports/protocols filters cannot be used.



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)




EXAMPLE

List all port mappings:

# podman port -a
b4d2f05432e482e017b1a4b2eae15fa7b4f6fb7e9f65c1bde46294fdef285906
80/udp -> 0.0.0.0:44327
80/tcp -> 0.0.0.0:44327
#





List port mappings for a specific container:

# podman port b4d2f054
80/udp -> 0.0.0.0:44327
80/tcp -> 0.0.0.0:44327
#





List the specified port mappings for a specific container:

# podman port b4d2f054 80
 0.0.0.0:44327
#





List the port mappings for a specific container for port 80 and the tcp protocol:

# podman port b4d2f054 80/tcp
0.0.0.0:44327
#







SEE ALSO

podman(1), podman-inspect(1)



HISTORY

January 2018, Originally compiled by Brent Baude bbaude@redhat.com
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NAME

podman-ps - Print out information about containers



SYNOPSIS

podman ps [options]

podman container ps [options]

podman container list [options]

podman container ls [options]



DESCRIPTION

podman ps lists the running containers on the system. Use the --all flag to view
all the containers information.  By default it lists:


	container id


	the name of the image the container is using


	the COMMAND the container is executing


	the time the container was created


	the status of the container


	port mappings the container is using


	alternative names for the container






OPTIONS


--all, -a

Show all the containers, default is only running containers.

Note: Podman shares containers storage with other tools such as Buildah and CRI-O. In some cases these external containers might also exist in the same storage. Use the --external option to see these external containers. External containers show the ‘storage’ status.



--external

Display external containers that are not controlled by Podman but are stored in containers storage.  These external containers are generally created via other container technology such as Buildah or CRI-O and may depend on the same container images that Podman is also using.  External containers are denoted with either a ‘buildah’ or ‘storage’ in the COMMAND and STATUS column of the ps output.



--filter, -f=filter

Filter what containers ps.
Multiple filters can be given with multiple uses of the --filter flag.
Filters with the same key work inclusive with the only exception being
label which is exclusive. Filters with different keys always work exclusive.

Valid filters are listed below:



	Filter

	Description





	id

	[ID] Container’s ID (CID prefix match by default; accepts regex)



	name

	[Name] Container’s name (accepts regex)



	label

	[Key] or [Key=Value] Label assigned to a container



	label!

	[Key] or [Key=Value] Label NOT assigned to a container



	exited

	[Int] Container’s exit code



	status

	[Status] Container’s status: ‘created’, ‘initialized’, ‘exited’, ‘paused’, ‘running’, ‘unknown’



	ancestor

	[ImageName] Image or descendant used to create container (accepts regex)



	before

	[ID] or [Name] Containers created before this container



	since

	[ID] or [Name] Containers created since this container



	volume

	[VolumeName] or [MountpointDestination] Volume mounted in container



	health

	[Status] healthy or unhealthy



	pod

	[Pod] name or full or partial ID of pod



	network

	[Network] name or full ID of network



	restart-policy

	[Policy] Container’s restart policy (e.g., ‘no’, ‘on-failure’, ‘always’, ‘unless-stopped’)



	until

	[DateTime] Containers created before the given duration or time.



	command

	[Command] the command the container is executing, only argv[0] is taken



	should-start-on-boot

	[Bool] Containers that need to be restarted after system reboot. True for containers with restart policy ‘always’, or ‘unless-stopped’ that were not explicitly stopped by the user








--format=format

Pretty-print containers to JSON or using a Go template

Valid placeholders for the Go template are listed below:



	Placeholder

	Description





	.AutoRemove

	If true, containers are removed on exit



	.CIDFile

	Container ID File



	.Command

	Quoted command used



	.Created …

	Creation time for container, Y-M-D H:M:S



	.CreatedAt

	Creation time for container (same as above)



	.CreatedHuman

	Creation time, relative



	.ExitCode

	Container exit code



	.Exited

	“true” if container has exited



	.ExitedAt

	Time (epoch seconds) that container exited



	.ExposedPorts …

	Map of exposed ports on this container



	.ID

	Container ID



	.Image

	Image Name/ID



	.ImageID

	Image ID



	.IsInfra

	“true” if infra container



	.Label string

	Specified label of the container



	.Labels …

	All the labels assigned to the container



	.Mounts

	Volumes mounted in the container



	.Names

	Name of container



	.Networks

	Show all networks connected to the container



	.Pid

	Process ID on host system



	.Pod

	Pod the container is associated with (SHA)



	.PodName

	PodName of the container



	.Ports

	Forwarded and exposed ports



	.Restarts

	Display the container restart count



	.RunningFor

	Time elapsed since container was started



	.Size

	Size of container



	.StartedAt

	Time (epoch seconds) the container started



	.State

	Human-friendly description of ctr state



	.Status

	Status of container








--help, -h

Print usage statement



--last, -n

Print the n last created containers (all states)



--latest, -l

Show the latest container created (all states) (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--namespace, --ns

Display namespace information



--no-trunc

Do not truncate the output (default false).



--noheading

Omit the table headings from the listing of containers.



--pod, -p

Display the pods the containers are associated with



--quiet, -q

Print the numeric IDs of the containers only



--size, -s

Display the total file size



--sort=created

Sort by command, created, id, image, names, runningfor, size, or status”,
Note: Choosing size sorts by size of rootFs, not alphabetically like the rest of the options



--sync

Force a sync of container state with the OCI runtime.
In some cases, a container’s state in the runtime can become out of sync with Podman’s state.
This updates Podman’s state based on what the OCI runtime reports.
Forcibly syncing is much slower, but can resolve inconsistent state issues.



--watch, -w

Refresh the output with current containers on an interval in seconds.




EXAMPLES

List running containers.

$ podman ps
CONTAINER ID  IMAGE                            COMMAND    CREATED        STATUS        PORTS                                                   NAMES
4089df24d4f3  docker.io/library/centos:latest  /bin/bash  2 minutes ago  Up 2 minutes  0.0.0.0:80->8080/tcp, 0.0.0.0:2000-2006->2000-2006/tcp  manyports
92f58933c28c  docker.io/library/centos:latest  /bin/bash  3 minutes ago  Up 3 minutes  192.168.99.100:1000-1006->1000-1006/tcp                 zen_sanderson





List all containers.

$ podman ps -a
CONTAINER ID   IMAGE         COMMAND         CREATED       STATUS                    PORTS     NAMES
02f65160e14ca  redis:alpine  "redis-server"  19 hours ago  Exited (-1) 19 hours ago  6379/tcp  k8s_podsandbox1-redis_podsandbox1_redhat.test.crio_redhat-test-crio_0
69ed779d8ef9f  redis:alpine  "redis-server"  25 hours ago  Created                   6379/tcp  k8s_container1_podsandbox1_redhat.test.crio_redhat-test-crio_1





List all containers including their size. Note: this can take longer since Podman needs to calculate the size from the file system.

$ podman ps -a -s
CONTAINER ID   IMAGE         COMMAND         CREATED       STATUS                    PORTS     NAMES                                                                  SIZE
02f65160e14ca  redis:alpine  "redis-server"  20 hours ago  Exited (-1) 20 hours ago  6379/tcp  k8s_podsandbox1-redis_podsandbox1_redhat.test.crio_redhat-test-crio_0  27.49 MB
69ed779d8ef9f  redis:alpine  "redis-server"  25 hours ago  Created                   6379/tcp  k8s_container1_podsandbox1_redhat.test.crio_redhat-test-crio_1         27.49 MB





List all containers, running or not, using a custom Go format.

$ podman ps -a --format "{{.ID}}  {{.Image}}  {{.Labels}}  {{.Mounts}}"
02f65160e14ca  redis:alpine  tier=backend  proc,tmpfs,devpts,shm,mqueue,sysfs,cgroup,/var/run/,/var/run/
69ed779d8ef9f  redis:alpine  batch=no,type=small  proc,tmpfs,devpts,shm,mqueue,sysfs,cgroup,/var/run/,/var/run/





List all containers and display their namespaces.

$ podman ps --ns -a
CONTAINER ID    NAMES                                                                   PID     CGROUP       IPC          MNT          NET          PIDNS        USER         UTS
3557d882a82e3   k8s_container2_podsandbox1_redhat.test.crio_redhat-test-crio_1          29910   4026531835   4026532585   4026532593   4026532508   4026532595   4026531837   4026532594
09564cdae0bec   k8s_container1_podsandbox1_redhat.test.crio_redhat-test-crio_1          29851   4026531835   4026532585   4026532590   4026532508   4026532592   4026531837   4026532591
a31ebbee9cee7   k8s_podsandbox1-redis_podsandbox1_redhat.test.crio_redhat-test-crio_0   29717   4026531835   4026532585   4026532587   4026532508   4026532589   4026531837   4026532588





List all containers including size sorted by names.

$ podman ps -a --size --sort names
CONTAINER ID   IMAGE         COMMAND         CREATED       STATUS                    PORTS     NAMES
69ed779d8ef9f  redis:alpine  "redis-server"  25 hours ago  Created                   6379/tcp  k8s_container1_podsandbox1_redhat.test.crio_redhat-test-crio_1
02f65160e14ca  redis:alpine  "redis-server"  19 hours ago  Exited (-1) 19 hours ago  6379/tcp  k8s_podsandbox1-redis_podsandbox1_redhat.test.crio_redhat-test-crio_0





List all external containers created by tools other than Podman.

$ podman ps --external -a
CONTAINER ID  IMAGE                             COMMAND  CREATED      STATUS  PORTS  NAMES
69ed779d8ef9f  redis:alpine  "redis-server"  25 hours ago  Created                   6379/tcp  k8s_container1_podsandbox1_redhat.test.crio_redhat-test-crio_1
38a8a78596f9  docker.io/library/busybox:latest  buildah  2 hours ago  storage        busybox-working-container
fd7b786b5c32  docker.io/library/alpine:latest   buildah  2 hours ago  storage        alpine-working-container
f78620804e00  scratch                           buildah  2 hours ago  storage        working-container





List containers with their associated pods.

$ podman ps --pod
CONTAINER ID  IMAGE                            COMMAND    CREATED        STATUS        PORTS     NAMES               POD ID        PODNAME
4089df24d4f3  docker.io/library/nginx:latest  nginx      2 minutes ago  Up 2 minutes  80/tcp    webserver           1234567890ab  web-pod
92f58933c28c  docker.io/library/redis:latest  redis      3 minutes ago  Up 3 minutes  6379/tcp  cache               1234567890ab  web-pod
a1b2c3d4e5f6  docker.io/library/centos:latest /bin/bash  1 minute ago   Up 1 minute             standalone-container





List all containers with pod information, including those not in pods.

$ podman ps -a --pod
CONTAINER ID  IMAGE                            COMMAND    CREATED        STATUS                    PORTS     NAMES                POD ID        PODNAME
4089df24d4f3  docker.io/library/nginx:latest  nginx      2 minutes ago  Up 2 minutes              80/tcp    webserver            1234567890ab  web-pod
92f58933c28c  docker.io/library/redis:latest  redis      3 minutes ago  Up 3 minutes              6379/tcp  cache                1234567890ab  web-pod
69ed779d8ef9f redis:alpine                     redis      25 hours ago   Exited (0) 25 hours ago   6379/tcp  old-cache            5678901234cd  old-pod
a1b2c3d4e5f6  docker.io/library/centos:latest /bin/bash  1 minute ago   Up 1 minute                         standalone-container





Filter containers by pod name.

$ podman ps --filter pod=web-pod
CONTAINER ID  IMAGE                            COMMAND    CREATED        STATUS        PORTS     NAMES
4089df24d4f3  docker.io/library/nginx:latest  nginx      2 minutes ago  Up 2 minutes  80/tcp    webserver
92f58933c28c  docker.io/library/redis:latest  redis      3 minutes ago  Up 3 minutes  6379/tcp  cache





Filter containers by Status.

$ podman ps --filter status=running
CONTAINER ID  IMAGE                             COMMAND               CREATED         STATUS                  PORTS                           NAMES
ff660efda598  docker.io/library/nginx:latest    nginx -g daemon o...  3 minutes ago   Up 3 minutes            0.0.0.0:8080->80/tcp            webserver
5693e934f4c6  docker.io/library/redis:latest    redis-server          3 minutes ago   Up 3 minutes            6379/tcp                        cache
2b271d67dbb6                                                          3 minutes ago   Up 3 minutes            0.0.0.0:9090->80/tcp            463241862e7e-infra
23f99674da1c  docker.io/library/nginx:latest    nginx -g daemon o...  3 minutes ago   Up 3 minutes            0.0.0.0:9090->80/tcp            pod-nginx
62180adfbd42  docker.io/library/redis:latest    redis-server          3 minutes ago   Up 3 minutes            0.0.0.0:9090->80/tcp, 6379/tcp  pod-redis
5e3694604817  quay.io/centos/centos:latest      sleep 300             3 minutes ago   Up 3 minutes                                            centos-test
af3d8b3f5471  docker.io/library/busybox:latest  sleep 1000            3 minutes ago   Up 3 minutes                                            test-dev
b6ee47492b64  docker.io/library/nginx:latest    nginx -g daemon o...  3 minutes ago   Up 3 minutes (healthy)  80/tcp                          healthy-nginx
db75e6c397db  docker.io/library/busybox:latest  sleep 300             23 seconds ago  Up 23 seconds                                         test-volume-container





$ podman ps -a --filter status=exited
CONTAINER ID  IMAGE                            COMMAND     CREATED        STATUS                    PORTS                NAMES
94f211cc6e36  docker.io/library/alpine:latest  sleep 1     4 minutes ago  Exited (0) 4 minutes ago                       old-alpine
75a800cb848a  docker.io/library/mysql:latest   mysqld      3 minutes ago  Exited (1) 3 minutes ago  3306/tcp, 33060/tcp  db-container
2d9b3a94e31e  docker.io/library/nginx:latest   nginx       3 minutes ago  Exited (0) 3 minutes ago  80/tcp               nginx-cmd





Filter containers by name.

$ podman ps --filter name=webserver
CONTAINER ID  IMAGE                           COMMAND               CREATED        STATUS        PORTS                 NAMES
ff660efda598  docker.io/library/nginx:latest  nginx -g daemon o...  3 minutes ago  Up 3 minutes  0.0.0.0:8080->80/tcp  webserver





Filter containers by label.

$ podman ps --filter label=app=frontend
CONTAINER ID  IMAGE                           COMMAND               CREATED        STATUS        PORTS                 NAMES
ff660efda598  docker.io/library/nginx:latest  nginx -g daemon o...  3 minutes ago  Up 3 minutes  0.0.0.0:8080->80/tcp  webserver





Filter containers by volume.

$ podman ps --filter volume=mydata
CONTAINER ID  IMAGE                             COMMAND     CREATED         STATUS         PORTS       NAMES
db75e6c397db  docker.io/library/busybox:latest  sleep 300   42 seconds ago  Up 42 seconds              test-volume-container





Filter containers by network.

$ podman ps --filter network=web-net
CONTAINER ID  IMAGE                         COMMAND     CREATED        STATUS        PORTS       NAMES
5e3694604817  quay.io/centos/centos:latest  sleep 300   3 minutes ago  Up 3 minutes              centos-test





Filter containers that need to be restarted after system reboot.

$ podman ps -a --filter should-start-on-boot=true
CONTAINER ID  IMAGE                           COMMAND               CREATED        STATUS                    PORTS                 NAMES
ff660efda598  docker.io/library/nginx:latest  nginx -g daemon o...  3 minutes ago  Up 3 minutes              0.0.0.0:8080->80/tcp  webserver
5693e934f4c6  docker.io/library/redis:latest  redis-server          3 minutes ago  Exited (0) 3 minutes ago  6379/tcp              cache





Use custom format to show container and pod information.

$ podman ps --format "{{.Names}} is in pod {{.PodName}} ({{.Pod}})"
webserver is in pod web-pod (1234567890ab)
cache is in pod web-pod (1234567890ab)
standalone-container is in pod  ()







SEE ALSO

podman(1), buildah(1) [https://github.com/containers/buildah/blob/main/docs/buildah.1.md], crio(8) [https://github.com/cri-o/cri-o/blob/main/docs/crio.8.md]
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NAME

podman-pull - Pull an image from a registry



SYNOPSIS

podman pull [options] source [source…]

podman image pull [options] source [source…]

podman pull [options] [transport]name[:tag|@digest]

podman image pull [options] [transport]name[:tag|@digest]



DESCRIPTION

podman pull copies an image from a registry onto the local machine. The command can pull one or more images. If the image reference in the command line argument does not contain a registry, it is referred to as a short-name reference. If the image is a ‘short-name’ reference, Podman prompts the user for the specific container registry to pull the image from, if an alias for the short-name has not been specified in the short-name-aliases.conf. If an image tag is not specified, podman pull defaults to the image with the latest tag (if it exists) and pulls it. After the image is pulled, podman prints the full image ID. podman pull can also pull images using a digest podman pull image@digest and can also be used to pull images from archives and local storage using different transports.
IMPORTANT: Images are stored in local image storage.



SOURCE

SOURCE is the location from which the container image is pulled from. It supports all transports from containers-transports(5) [https://github.com/containers/image/blob/main/docs/containers-transports.5.md]. If no transport is specified, the input is subject to short-name resolution and the docker (i.e., container registry) transport is used.  For remote clients, including Mac and Windows (excluding WSL2) machines, docker is the only supported transport.

# Pull from a container registry
$ podman pull quay.io/username/myimage

# Pull from a container registry with short-name resolution
$ podman pull fedora

# Pull from a container registry via the docker transport
$ podman pull docker://quay.io/username/myimage

# Pull from a local directory
$ podman pull dir:/tmp/myimage

# Pull from a tarball in the docker-archive format
$ podman pull docker-archive:/tmp/myimage

# Pull from a local docker daemon
$ sudo podman pull docker-daemon:docker.io/library/myimage:33

# Pull from a tarball in the OCI-archive format
$ podman pull oci-archive:/tmp/myimage







OPTIONS


--all-tags, -a

All tagged images in the repository are pulled.

IMPORTANT: When using the all-tags flag, Podman does not iterate over the search registries in the containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md] but always uses docker.io for unqualified image names.



--arch=ARCH

Override the architecture, defaults to hosts, of the image to be pulled. For example, arm.
Unless overridden, subsequent lookups of the same image in the local storage matches this architecture, regardless of the host.



--authfile=path

Path of the authentication file. Default is ${XDG_RUNTIME_DIR}/containers/auth.json on Linux, and $HOME/.config/containers/auth.json on Windows/macOS.
The file is created by podman login. If the authorization state is not found there, $HOME/.docker/config.json is checked, which is set using docker login.

Note: There is also the option to override the default path of the authentication file by setting the REGISTRY_AUTH_FILE environment variable. This can be done with export REGISTRY_AUTH_FILE=path.



--cert-dir=path

Use certificates at path (*.crt, *.cert, *.key) to connect to the registry. (Default: /etc/containers/certs.d)
For details, see containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md].
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--creds=[username[:password]]

The [username[:password]] to use to authenticate with the registry, if required.
If one or both values are not supplied, a command line prompt appears and the
value can be entered. The password is entered without echo.

Note that the specified credentials are only used to authenticate against
target registries.  They are not used for mirrors or when the registry gets
rewritten (see containers-registries.conf(5)); to authenticate against those
consider using a containers-auth.json(5) file.



--decryption-key=key[:passphrase]

The [key[:passphrase]] to be used for decryption of images. Key can point to keys and/or certificates. Decryption is tried with all keys. If the key is protected by a passphrase, it is required to be passed in the argument and omitted otherwise.



--disable-content-trust

This is a Docker-specific option to disable image verification to a container
registry and is not supported by Podman. This option is a NOOP and provided
solely for scripting compatibility.



--help, -h

Print the usage statement.



--os=OS

Override the OS, defaults to hosts, of the image to be pulled. For example, windows.
Unless overridden, subsequent lookups of the same image in the local storage matches this OS, regardless of the host.



--platform=OS/ARCH

Specify the platform for selecting the image.  (Conflicts with --arch and --os)
The --platform option can be used to override the current architecture and operating system.
Unless overridden, subsequent lookups of the same image in the local storage matches this platform, regardless of the host.



--policy

Pull image policy. The default is always.


	always: Always pull the image and throw an error if the pull fails.


	missing: Only pull the image if it could not be found in the local containers storage. Throw an error if no image could be found and the pull fails.


	never: Never pull the image; only use the local version. Throw an error if the image is not present locally.


	newer: Pull if the image on the registry is newer than the one in the local containers storage. An image is considered to be newer when the digests are different. Comparing the time stamps is prone to errors. Pull errors are suppressed if a local image was found.






--quiet, -q

Suppress output information when pulling images



--retry=attempts

Number of times to retry pulling or pushing images between the registry and
local storage in case of failure. Default is 3.



--retry-delay=duration

Duration of delay between retry attempts when pulling or pushing images between
the registry and local storage in case of failure. The default is to start at two seconds and then exponentially back off. The delay is used when this value is set, and no exponential back off occurs.



--tls-verify

Require HTTPS and verify certificates when contacting registries (default: true).
If explicitly set to true, TLS verification is used.
If set to false, TLS verification is not used.
If not specified, TLS verification is used unless the target registry
is listed as an insecure registry in containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]



--variant=VARIANT

Use VARIANT instead of the default architecture variant of the container image. Some images can use multiple variants of the arm architectures, such as arm/v5 and arm/v7.




FILES

short-name-aliases.conf (/var/cache/containers/short-name-aliases.conf, $HOME/.cache/containers/short-name-aliases.conf)

When users specify images that do not include the container registry where the
image is stored, this is called a short name. The use of unqualified-search registries entails an ambiguity as it is unclear from which registry a given image, referenced by a short name, may be pulled from.

Using short names is subject to the risk of hitting squatted registry namespaces. If the unqualified-search registries are set to [“public-registry.com”,  “my-private-registry.com”] an attacker may take over a namespace of public-registry.com such that an image may be pulled from public-registry.com instead of the intended source my-private-registry.com.

While it is highly recommended to always use fully-qualified image references, existing deployments using short names may not be easily changed. To circumvent the aforementioned ambiguity, so called short-name aliases can be configured that point to a fully-qualified image reference. Distributions often ship a default shortnames.conf expansion file in /etc/containers/registries.conf.d/ directory. Administrators can use this directory to add their own local short-name expansion files.

When pulling an image, if the user does not specify the complete registry, container engines attempt to expand the short-name into a full name. If the command is executed with a tty, the user is prompted to select a registry from the
default list unqualified registries defined in registries.conf. The user’s selection is then stored in a cache file to be used in all future short-name expansions. Rootful short-names are stored in /var/cache/containers/short-name-aliases.conf. Rootless short-names are stored in the $HOME/.cache/containers/short-name-aliases.conf file.

For more information on short-names, see containers-registries.conf(5)

registries.conf (/etc/containers/registries.conf)

registries.conf is the configuration file which specifies which container registries is consulted when completing image names which do not include a registry or domain portion.

NOTE: Use the environment variable TMPDIR to change the temporary storage location of downloaded container images. Podman defaults to use /var/tmp.



EXAMPLES

Pull a single image with short name resolution.

$ podman pull alpine:latest
Resolved "alpine" as an alias (/etc/containers/registries.conf.d/000-shortnames.conf)
Trying to pull docker.io/library/alpine:latest...
Getting image source signatures
Copying blob 5843afab3874 done
Copying config d4ff818577 done
Writing manifest to image destination
Storing signatures
d4ff818577bc193b309b355b02ebc9220427090057b54a59e73b79bdfe139b83





Pull multiple images with/without short name resolution.

podman pull busybox:musl alpine quay.io/libpod/cirros
Trying to pull docker.io/library/busybox:musl...
Getting image source signatures
Copying blob 0c52b060233b [--------------------------------------] 0.0b / 0.0b
Copying config 9ad2c435a8 done
Writing manifest to image destination
Storing signatures
9ad2c435a887e3f723654e09b48563de44aa3c7950246b2e9305ec85dd3422db
Trying to pull docker.io/library/alpine:latest...
Getting image source signatures
Copying blob 5843afab3874 [--------------------------------------] 0.0b / 0.0b
Copying config d4ff818577 done
Writing manifest to image destination
Storing signatures
d4ff818577bc193b309b355b02ebc9220427090057b54a59e73b79bdfe139b83
Trying to pull quay.io/libpod/cirros:latest...
Getting image source signatures
Copying blob 8da581cc9286 done
Copying blob 856628d95d17 done
Copying blob f513001ba4ab done
Copying config 3c82e4d066 done
Writing manifest to image destination
Storing signatures
3c82e4d066cf6f9e50efaead6e3ff7fddddf5527826afd68e5a969579fc4db4a





Pull an image using its digest.

$ podman pull alpine@sha256:d7342993700f8cd7aba8496c2d0e57be0666e80b4c441925fc6f9361fa81d10e
Trying to pull docker.io/library/alpine@sha256:d7342993700f8cd7aba8496c2d0e57be0666e80b4c441925fc6f9361fa81d10e...
Getting image source signatures
Copying blob 188c0c94c7c5 done
Copying config d6e46aa247 done
Writing manifest to image destination
Storing signatures
d6e46aa2470df1d32034c6707c8041158b652f38d2a9ae3d7ad7e7532d22ebe0





Pull an image by specifying an authentication file.

$ podman pull --authfile temp-auths/myauths.json docker://docker.io/umohnani/finaltest
Trying to pull docker.io/umohnani/finaltest:latest...Getting image source signatures
Copying blob sha256:6d987f6f42797d81a318c40d442369ba3dc124883a0964d40b0c8f4f7561d913
 1.90 MB / 1.90 MB [========================================================] 0s
Copying config sha256:ad4686094d8f0186ec8249fc4917b71faa2c1030d7b5a025c29f26e19d95c156
 1.41 KB / 1.41 KB [========================================================] 0s
Writing manifest to image destination
Storing signatures
03290064078cb797f3e0a530e78c20c13dd22a3dd3adf84a5da2127b48df0438





Pull an image by authenticating to a registry.

$ podman pull --creds testuser:testpassword docker.io/umohnani/finaltest
Trying to pull docker.io/umohnani/finaltest:latest...Getting image source signatures
Copying blob sha256:6d987f6f42797d81a318c40d442369ba3dc124883a0964d40b0c8f4f7561d913
 1.90 MB / 1.90 MB [========================================================] 0s
Copying config sha256:ad4686094d8f0186ec8249fc4917b71faa2c1030d7b5a025c29f26e19d95c156
 1.41 KB / 1.41 KB [========================================================] 0s
Writing manifest to image destination
Storing signatures
03290064078cb797f3e0a530e78c20c13dd22a3dd3adf84a5da2127b48df0438





Pull an image using tls verification.

$ podman pull --tls-verify=false --cert-dir image/certs docker.io/umohnani/finaltest
Trying to pull docker.io/umohnani/finaltest:latest...Getting image source signatures
Copying blob sha256:6d987f6f42797d81a318c40d442369ba3dc124883a0964d40b0c8f4f7561d913
 1.90 MB / 1.90 MB [========================================================] 0s
Copying config sha256:ad4686094d8f0186ec8249fc4917b71faa2c1030d7b5a025c29f26e19d95c156
 1.41 KB / 1.41 KB [========================================================] 0s
Writing manifest to image destination
Storing signatures
03290064078cb797f3e0a530e78c20c13dd22a3dd3adf84a5da2127b48df0438





Pull an image by overriding the host architecture.

$ podman pull --arch=arm arm32v7/debian:stretch
Trying to pull docker.io/arm32v7/debian:stretch...
Getting image source signatures
Copying blob b531ae4a3925 done
Copying config 3cba58dad5 done
Writing manifest to image destination
Storing signatures
3cba58dad5d9b35e755b48b634acb3fdd185ab1c996ac11510cc72c17780e13c





Pull an image with up to 6 retries, delaying 10 seconds between retries in quet mode.

$ podman --remote pull -q --retry 6 --retry-delay 10s ubi9
4d6addf62a90e392ff6d3f470259eb5667eab5b9a8e03d20b41d0ab910f92170





Pull an image only if not present locally.

$ podman pull --policy missing alpine:latest





Never pull the image, only use local version.

$ podman pull --policy never alpine:latest





Always pull the image even if present locally.

$ podman pull --policy always alpine:latest
Trying to pull docker.io/library/alpine:latest...
Getting image source signatures
Copying blob 5843afab3874 done
Copying config d4ff818577 done
Writing manifest to image destination
Storing signatures
d4ff818577bc193b309b355b02ebc9220427090057b54a59e73b79bdfe139b83







SEE ALSO

podman(1), podman-push(1), podman-login(1), containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md], containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md], containers-transports(5) [https://github.com/containers/image/blob/main/docs/containers-transports.5.md]


Troubleshooting

See podman-troubleshooting(7) [https://github.com/containers/podman/blob/main/troubleshooting.md]
for solutions to common issues.
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NAME

podman-push - Push an image, manifest list or image index from local storage to elsewhere



SYNOPSIS

podman push [options] image [destination]

podman image push [options] image [destination]



DESCRIPTION

Pushes an image, manifest list or image index from local storage to a specified
destination.



Image storage

Images are pushed from those stored in local image storage.



DESTINATION

DESTINATION is the location the container image is pushed to. It supports all transports from containers-transports(5). If no transport is specified, the docker (i.e., container registry) transport is used.  For remote clients, including Mac and Windows (excluding WSL2) machines, docker is the only supported transport.

# Push to a container registry
$ podman push quay.io/podman/stable

# Push to a container registry via the docker transport
$ podman push docker://quay.io/podman/stable

# Push to a container registry with another tag
$ podman push myimage quay.io/username/myimage

# Push to a local directory
$ podman push myimage dir:/tmp/myimage

# Push to a tarball in the docker-archive format
$ podman push myimage docker-archive:/tmp/myimage

# Push to a local docker daemon
$ sudo podman push myimage docker-daemon:docker.io/library/myimage:33

# Push to a tarball in the OCI format
$ podman push myimage oci-archive:/tmp/myimage







OPTIONS


--authfile=path

Path of the authentication file. Default is ${XDG_RUNTIME_DIR}/containers/auth.json on Linux, and $HOME/.config/containers/auth.json on Windows/macOS.
The file is created by podman login. If the authorization state is not found there, $HOME/.docker/config.json is checked, which is set using docker login.

Note: There is also the option to override the default path of the authentication file by setting the REGISTRY_AUTH_FILE environment variable. This can be done with export REGISTRY_AUTH_FILE=path.



--cert-dir=path

Use certificates at path (*.crt, *.cert, *.key) to connect to the registry. (Default: /etc/containers/certs.d)
For details, see containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md].
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--compress

Compress tarball image layers when pushing to a directory using the ‘dir’ transport. (default is same compression type, compressed or uncompressed, as source)

Note: This flag can only be set when using the dir transport



--compression-format=gzip | zstd | zstd:chunked

Specifies the compression format to use.  Supported values are: gzip, zstd and zstd:chunked.  The default is gzip unless overridden in the containers.conf file.
zstd:chunked is incompatible with encrypting images, and will be treated as zstd with a warning in that case.



--compression-level=level

Specifies the compression level to use.  The value is specific to the compression algorithm used, e.g. for zstd the accepted values are in the range 1-20 (inclusive) with a default of 3, while for gzip it is 1-9 (inclusive) and has a default of 5.



--creds=[username[:password]]

The [username[:password]] to use to authenticate with the registry, if required.
If one or both values are not supplied, a command line prompt appears and the
value can be entered. The password is entered without echo.

Note that the specified credentials are only used to authenticate against
target registries.  They are not used for mirrors or when the registry gets
rewritten (see containers-registries.conf(5)); to authenticate against those
consider using a containers-auth.json(5) file.



--digestfile=Digestfile

After copying the image, write the digest of the resulting image to the file.



--disable-content-trust

This is a Docker-specific option to disable image verification to a container
registry and is not supported by Podman. This option is a NOOP and provided
solely for scripting compatibility.



--encrypt-layer=layer(s)

Layer(s) to encrypt: 0-indexed layer indices with support for negative indexing (e.g. 0 is the first layer, -1 is the last layer). If not defined, encrypts all layers if encryption-key flag is specified.



--encryption-key=key

The [protocol:keyfile] specifies the encryption protocol, which can be JWE (RFC7516), PGP (RFC4880), and PKCS7 (RFC2315) and the key material required for image encryption. For instance, jwe:/path/to/key.pem or pgp:admin@example.com or pkcs7:/path/to/x509-file.



--force-compression

If set, push uses the specified compression algorithm even if the destination contains a differently-compressed variant already.
Defaults to true if --compression-format is explicitly specified on the command-line, false otherwise.



--format, -f=format

Manifest Type (oci, v2s2, or v2s1) to use when pushing an image.



--quiet, -q

When writing the output image, suppress progress output



--remove-signatures

Discard any pre-existing signatures in the image.



--retry=attempts

Number of times to retry pulling or pushing images between the registry and
local storage in case of failure. Default is 3.



--retry-delay=duration

Duration of delay between retry attempts when pulling or pushing images between
the registry and local storage in case of failure. The default is to start at two seconds and then exponentially back off. The delay is used when this value is set, and no exponential back off occurs.



--sign-by=key

Add a “simple signing” signature at the destination using the specified key. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--sign-by-sigstore=param-file

Add a sigstore signature based on further options specified in a container’s sigstore signing parameter file param-file.
See containers-sigstore-signing-params.yaml(5) for details about the file format.



--sign-by-sigstore-private-key=path

Add a sigstore signature at the destination using a private key at the specified path. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--sign-by-sq-fingerprint=fingerprint

Add a “simple signing” signature using a Sequoia-PGP key with the specified fingerprint.
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--sign-passphrase-file=path

If signing the image (using --sign-by, sign-by-sq-fingerprint or --sign-by-sigstore-private-key), read the passphrase to use from the specified path.



--tls-verify

Require HTTPS and verify certificates when contacting registries (default: true).
If explicitly set to true, TLS verification is used.
If set to false, TLS verification is not used.
If not specified, TLS verification is used unless the target registry
is listed as an insecure registry in containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]




EXAMPLES

Push the specified image to a local directory:

# podman push imageID dir:/path/to/image





Push the specified image to a local directory in OCI format:

# podman push imageID oci-archive:/path/to/layout:image:tag





Push the specified image to a container registry:

# podman push imageID docker://registry.example.com/repository:tag





Push the specified image to a container registry and save the digest in the specified file:

# podman push --digestfile=/tmp/mydigest imageID docker://registry.example.com/repository:tag





Push the specified image into the local Docker daemon container store:

# podman push imageID docker-daemon:image:tag





Push the specified image with a different image name using credentials from an alternate authfile path:

# podman push --authfile temp-auths/myauths.json alpine docker://docker.io/umohnani/alpine
Getting image source signatures
Copying blob sha256:5bef08742407efd622d243692b79ba0055383bbce12900324f75e56f589aedb0
 4.03 MB / 4.03 MB [========================================================] 1s
Copying config sha256:ad4686094d8f0186ec8249fc4917b71faa2c1030d7b5a025c29f26e19d95c156
 1.41 KB / 1.41 KB [========================================================] 1s
Writing manifest to image destination
Storing signatures





Push the specified image to a local directory as an OCI image:

# podman push --format oci registry.access.redhat.com/rhel7 dir:rhel7-dir
Getting image source signatures
Copying blob sha256:9cadd93b16ff2a0c51ac967ea2abfadfac50cfa3af8b5bf983d89b8f8647f3e4
 71.41 MB / 71.41 MB [======================================================] 9s
Copying blob sha256:4aa565ad8b7a87248163ce7dba1dd3894821aac97e846b932ff6b8ef9a8a508a
 1.21 KB / 1.21 KB [========================================================] 0s
Copying config sha256:f1b09a81455c351eaa484b61aacd048ab613c08e4c5d1da80c4c46301b03cf3b
 3.01 KB / 3.01 KB [========================================================] 0s
Writing manifest to image destination
Storing signatures







SEE ALSO

podman(1), podman-pull(1), podman-login(1), containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md], containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md], containers-transports(5) [https://github.com/containers/image/blob/main/docs/containers-transports.5.md]


Troubleshooting

See podman-troubleshooting(7) [https://github.com/containers/podman/blob/main/troubleshooting.md]
for solutions to common issues.
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NAME

podman-quadlet-install - Install a quadlet file or quadlet application



SYNOPSIS

podman quadlet install [options] quadlet-path-or-url [files-path-or-url]…



DESCRIPTION

Install a Quadlet file or an application (which may include multiple Quadlet files) for the current user. You can specify Quadlet files as local files or web URLs.

This command allows you to:

* Install a single Quadlet file, optionally followed by additional non-Quadlet files.

* Specify a directory containing multiple Quadlet files and other non-Quadlet files for installation ( example a config file for a quadlet container ).

* Install multiple Quadlets from a single file with the `.quadlets` extension, where each Quadlet is separated by a `---` delimiter. When using multiple quadlets in a single `.quadlets` file, each quadlet section must include a `# FileName=<name>` comment to specify the name for that quadlet.





Note: If a quadlet is part of an application, removing that specific quadlet will remove the entire application. When a quadlet is installed from a directory, all files installed from that directory—including both quadlet and non-quadlet files—are considered part of a single application. Similarly, when multiple quadlets are installed from a single .quadlets file, they are all considered part of the same application.

Note: In case user wants to install Quadlet application then first path should be the path to application directory.



OPTIONS


--reload-systemd

Reload systemd after installing Quadlets (default true).
In order to disable it users need to manually set the value
of this flag to false.



--replace, -r

Replace the Quadlet installation even if the generated unit file already exists (default false).
In order to enable it, users need to manually set the value
of this flag to true. This flag is used primarily to update an existing unit.




EXAMPLES

Install quadlet from a file.

$ podman quadlet install test-service-quadlet.container
/home/user/.config/containers/systemd/test-service-quadlet.container





Install quadlet from a dir.

$ podman quadlet install /home/user/work/quadlet-app/
/home/user/.config/containers/systemd/myquadlet1.container
/home/user/.config/containers/systemd/myquadlet2.container
/install/path/myquadlet1.container
/install/path/myquadlet2.container





Install quadlet from a url

$ podman quadlet install https://github.com/containers/podman/blob/main/test/e2e/quadlet/basic.container
/home/user/.config/containers/systemd/basic.container





Install multiple quadlets from a single .quadlets file

$ cat webapp.quadlets
# FileName=web-server
[Container]
Image=nginx:latest
ContainerName=web-server
PublishPort=8080:80
---
# FileName=app-storage
[Volume]
Label=app=webapp
---
# FileName=app-network
[Network]
Subnet=10.0.0.0/24

$ podman quadlet install webapp.quadlets
/home/user/.config/containers/systemd/web-server.container
/home/user/.config/containers/systemd/app-storage.volume
/home/user/.config/containers/systemd/app-network.network





Note: Multi-quadlet functionality requires the .quadlets file extension. Files with other extensions will only be processed as single quadlets or asset files.



SEE ALSO

podman(1), podman-quadlet(1), podman-systemd.unit(5)
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NAME

podman-quadlet-list - List installed quadlets



SYNOPSIS

podman quadlet list [options]



DESCRIPTION

List all Quadlets configured for the current user.



OPTIONS


--filter, -f=filter

Filter output based on conditions give.

The filters argument format is of key=value. If there is more than one filter, then pass multiple OPTIONS: --filter foo=bar --filter bif=baz.

Supported filters:



	Filter

	Description





	name

	Filter by quadlet name.








--format=format

Pretty-print output to JSON or using a Go template (default “{{range .}}{{.Name}}\t{{.UnitName}}\t{{.Path}}\t{{.Status}}\n{{end -}}”)

Print results with a Go template.



	Placeholder

	Description





	.App

	Name of application if Quadlet is part of an app



	.Name

	Name of the Quadlet file



	.Path

	Quadlet file path on disk



	.Status

	Quadlet status corresponding to systemd unit



	.UnitName

	Systemd unit name corresponding to quadlet









EXAMPLES

Simple list command

$ podman quadlet list
NAME                            UNIT NAME                     PATH ON DISK                                                          STATUS      APPLICATION
test-service-quadlet.container  test-service-quadlet.service  /home/user/.config/containers/systemd/test-service-quadlet.container  Not loaded
sample-quadlet.container        sample-quadlet.service        /home/user/.config/containers/systemd/sample-quadlet.container        Not loaded





Filter list by name.

$ podman quadlet list --filter 'name=test*'
NAME                            UNIT NAME                     PATH ON DISK                                                          STATUS      APPLICATION
test-service-quadlet.container  test-service-quadlet.service  /home/user/.config/containers/systemd/test-service-quadlet.container  Not loaded





Format list output for a specific field.

$ podman quadlet list --format '{{ .UnitName }}'
UNIT NAME
test-service-quadlet.service
sample-quadlet.service







SEE ALSO

podman(1), podman-quadlet(1), podman-systemd.unit(5)
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NAME

podman-quadlet-print - Display the contents of a quadlet



SYNOPSIS

podman quadlet print quadlet

podman quadlet cat quadlet



DESCRIPTION

Print the contents of a Quadlet, displaying the file including all comments.



EXAMPLES

Using podman quadlet print to display the contents of a quadlet named myquadlet.container:

$ podman quadlet print myquadlet.container
[Container]
Image=alpine
Exec=sh -c "echo LIFECYCLE TEST STARTED; trap 'exit' SIGTERM; while :; do echo running; sleep 1; done"
LogDriver=passthrough







SEE ALSO

podman(1), podman-quadlet(1), podman-systemd.unit(5)
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NAME

podman-quadlet-rm - Removes an installed quadlet



SYNOPSIS

podman quadlet rm [options] quadlet [quadlet]…



DESCRIPTION

Remove one or more installed Quadlets from the current user. Following command also takes application name
as input and removes all the Quadlets which belongs to that specific application.

Note: If a quadlet is part of an application, removing that specific quadlet will remove the entire application.
When a quadlet is installed from a directory, all files installed from that directory—including both quadlet and non-quadlet files—are considered part
of a single application.



OPTIONS


--all, -a

Remove all Quadlets for the current user.



--force, -f

Remove running quadlets.



--ignore, -i

Do not error for Quadlets that do not exist.



--reload-systemd

Reload systemd after removing Quadlets (default true).
In order to disable it users need to manually set the value
of this flag to false.




EXAMPLES

$ podman quadlet rm myquadlet.container
myquadlet.container







SEE ALSO

podman(1), podman-quadlet(1), podman-systemd.unit(5)
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NAME

podman-quadlet - Allows users to manage Quadlets



SYNOPSIS

podman quadlet subcommand



DESCRIPTION

podman quadlet is a set of subcommands that manage Quadlets.

Podman Quadlets allow users to manage containers, pods, volumes, networks, and images declaratively via systemd unit files, streamlining container management on Linux systems without the complexity of full orchestration tools like Kubernetes. The syntax of quadlet files is described in podman-systemd.unit(5).



SUBCOMMANDS



	Command

	Man Page

	Description





	install

	podman-quadlet-install(1)

	Install a quadlet file or quadlet application



	list

	podman-quadlet-list(1)

	List installed quadlets



	print

	podman-quadlet-print(1)

	Display the contents of a quadlet



	rm

	podman-quadlet-rm(1)

	Removes an installed quadlet








SEE ALSO

podman(1), podman-systemd.unit(5)
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NAME

podman-remote - A remote CLI for Podman: A Simple management tool for pods, containers and images.



SYNOPSIS

podman-remote [options] command



DESCRIPTION

Podman (Pod Manager) is a fully featured container engine that is a simple daemonless tool.
Podman provides a Docker-CLI comparable command line that eases the transition from other
container engines and allows the management of pods, containers and images.  Simply put: alias docker=podman.
Most Podman commands can be run as a regular user, without requiring additional
privileges.

Podman uses Buildah(1) internally to create container images. Both tools share image
(not container) storage, hence each can use or manipulate images (but not containers)
created by the other.

Podman-remote provides a local client interacting with a Podman backend node through a RESTful API tunneled through a ssh connection. In this context, a Podman node is a Linux system with Podman installed on it and the API service activated. Credentials for this session can be passed in using flags, environment variables, or in containers.conf.

The containers.conf file is placed under $HOME/.config/containers/containers.conf on Linux and Mac and %APPDATA%\containers\containers.conf on Windows.

podman [GLOBAL OPTIONS]



GLOBAL OPTIONS


--connection=name, -c

Remote connection name

Overrides environment variable CONTAINER_CONNECTION if set.



--help, -h

Print usage statement



--identity=path

Path to ssh identity file. If the identity file has been encrypted, Podman prompts the user for the passphrase.
If no identity file is provided and no user is given, Podman defaults to the user running the podman command.
Podman prompts for the login password on the remote server.

Identity value resolution precedence:


	command line value


	environment variable CONTAINER_SSHKEY, if CONTAINER_HOST is found


	containers.conf






--log-level=level

Log messages above specified level: debug, info, warn, error (default), fatal or panic



--url=value

URL to access Podman service (default from containers.conf, rootless “unix:///run/user/$UID/podman/podman.sock” or as root “unix:///run/podman/podman.sock).


	CONTAINER_HOST is of the format <schema>://[<user[:<password>]@]<host>[:<port>][<path>]


	CONTAINER_PROXY is of the format <socks5|socks5h>://[<user[:<password>]@]<host>[:<port>]




Details:


	schema is one of:


	ssh (default): a local unix(7) socket on the named host and port, reachable via SSH


	tcp: an unencrypted, unauthenticated TCP connection to the named host and port, can work with proxy if CONTAINER_PROXY is set


	unix: a local unix(7) socket at the specified path, or the default for the user






	user defaults to either root or the current running user (ssh only)


	password has no default (ssh only)


	host must be provided and is either the IP or name of the machine hosting the Podman service (ssh and tcp)


	port defaults to 22 (ssh and tcp)


	path defaults to either /run/podman/podman.sock, or /run/user/$UID/podman/podman.sock if running rootless (unix), or must be explicitly specified (ssh)


	CONTAINER_PROXY: use proxy (socks5 or socks5h) to access Podman service (tcp only)




URL value resolution precedence:


	command line value


	environment variable CONTAINER_HOST


	engine.service_destinations table in containers.conf, excluding the /usr/share/containers directory


	unix:///run/podman/podman.sock




Remote connections use local containers.conf for default.

Some example URL values in valid formats:


	unix:///run/podman/podman.sock


	unix:///run/user/$UID/podman/podman.sock


	ssh://notroot@localhost:22/run/user/$UID/podman/podman.sock


	ssh://root@localhost:22/run/podman/podman.sock


	tcp://localhost:34451


	tcp://127.0.0.1:34451






--version

Print the version




Environment Variables

Podman can set up environment variables from env of [engine] table in containers.conf. These variables can be overridden by passing  environment variables before the podman commands.


CONTAINERS_CONF

Set default locations of containers.conf file



CONTAINER_CONNECTION

Set default --connection value to access Podman service.



CONTAINER_HOST

Set default --url value to access Podman service.



CONTAINER_SSHKEY

Set default --identity path to ssh key file value used to access Podman service.




Exit Status

The exit code from podman gives information about why the container
failed to run or why it exited.  When podman commands exit with a non-zero code,
the exit codes follow the chroot standard, see below:

125 The error is with podman itself

$ podman run --foo busybox; echo $?
Error: unknown flag: --foo
125





126 Executing a contained command and the command cannot be invoked

$ podman run busybox /etc; echo $?
Error: container_linux.go:346: starting container process caused "exec: \"/etc\": permission denied": OCI runtime error
126





127 Executing a contained command and the command cannot be found
$ podman run busybox foo; echo $?
Error: container_linux.go:346: starting container process caused “exec: “foo”: executable file not found in $PATH”: OCI runtime error
127

Exit code contained command exit code

$ podman run busybox /bin/sh -c 'exit 3'; echo $?
3







COMMANDS



	Command

	Description





	podman-attach(1)

	Attach to a running container.



	podman-build(1)

	Build a container image using a Dockerfile.



	podman-commit(1)

	Create new image based on the changed container.



	podman-container(1)

	Manage containers.



	podman-cp(1)

	Copy files/folders between a container and the local filesystem.



	podman-create(1)

	Create a new container.



	podman-diff(1)

	Inspect changes on a container or image’s filesystem.



	podman-events(1)

	Monitor Podman events



	podman-export(1)

	Export a container’s filesystem contents as a tar archive.



	podman-generate(1)

	Generate structured data based on containers and pods.



	podman-healthcheck(1)

	Manage healthchecks for containers



	podman-history(1)

	Show the history of an image.



	podman-image(1)

	Manage images.



	podman-images(1)

	List images in local storage.



	podman-import(1)

	Import a tarball and save it as a filesystem image.



	podman-info(1)

	Display Podman related system information.



	podman-init(1)

	Initialize a container



	podman-inspect(1)

	Display a container or image’s configuration.



	podman-kill(1)

	Kill the main process in one or more containers.



	podman-load(1)

	Load an image from a container image archive into container storage.



	podman-logs(1)

	Display the logs of a container.



	podman-pause(1)

	Pause one or more containers.



	podman-pod(1)

	Management tool for groups of containers, called pods.



	podman-port(1)

	List port mappings for a container.



	podman-ps(1)

	Print out information about containers.



	podman-pull(1)

	Pull an image from a registry.



	podman-push(1)

	Push an image from local storage to elsewhere.



	podman-restart(1)

	Restart one or more containers.



	podman-rm(1)

	Remove one or more containers.



	podman-rmi(1)

	Remove one or more locally stored images.



	podman-run(1)

	Run a command in a new container.



	podman-save(1)

	Save an image to a container archive.



	podman-start(1)

	Start one or more containers.



	podman-stop(1)

	Stop one or more running containers.



	podman-system(1)

	Manage podman.



	podman-tag(1)

	Add an additional name to a local image.



	podman-top(1)

	Display the running processes of a container.



	podman-unpause(1)

	Unpause one or more containers.



	podman-version(1)

	Display the Podman version information.



	podman-volume(1)

	Manage Volumes.








FILES

containers.conf ($HOME/.config/containers/containers.conf)

Podman has builtin defaults for command line options. These defaults can be overridden using the containers.conf configuration files.

Users can modify defaults by creating the $HOME/.config/containers/containers.conf file. Podman merges its builtin defaults with the specified fields from this file, if it exists. Fields specified in the users file override the built-in defaults.

Podman uses builtin defaults if no containers.conf file is found.



SEE ALSO

podman(1), podman-system-service(1), containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md]


Troubleshooting

See podman-troubleshooting(7) [https://github.com/containers/podman/blob/main/troubleshooting.md]
for solutions to common issues.
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NAME

podman-rename - Rename an existing container



SYNOPSIS

podman rename container newname

podman container rename container newname



DESCRIPTION

Rename changes the name of an existing container.
The old name is freed, and is available for use.
This command can be run on containers in any state.
However, running containers may not fully receive the effects until they are restarted - for example, a running container may still use the old name in its logs.
At present, only containers are supported; pods and volumes cannot be renamed.



OPTIONS



EXAMPLES

Rename container with a given name.

$ podman rename oldContainer aNewName





Rename container with a given ID.

$ podman rename 717716c00a6b testcontainer





Create an alias for container with a given ID.

$ podman container rename 6e7514b47180 databaseCtr







SEE ALSO

podman(1)
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NAME

podman-restart - Restart one or more containers



SYNOPSIS

podman restart [options] container …

podman container restart [options] container …



DESCRIPTION

The restart command allows containers to be restarted using their ID or name.
Running containers are stopped and restarted. Stopped containers are started.



OPTIONS


--all, -a

Restart all containers regardless of their current state.



--cidfile

Read container ID from the specified file and restart the container.  Can be specified multiple times.



--filter, -f=filter

Filter what containers restart.
Multiple filters can be given with multiple uses of the --filter flag.
Filters with the same key work inclusive with the only exception being
label which is exclusive. Filters with different keys always work exclusive.

Valid filters are listed below:



	Filter

	Description





	id

	[ID] Container’s ID (CID prefix match by default; accepts regex)



	name

	[Name] Container’s name (accepts regex)



	label

	[Key] or [Key=Value] Label assigned to a container



	label!

	[Key] or [Key=Value] Label NOT assigned to a container



	exited

	[Int] Container’s exit code



	status

	[Status] Container’s status: ‘created’, ‘initialized’, ‘exited’, ‘paused’, ‘running’, ‘unknown’



	ancestor

	[ImageName] Image or descendant used to create container (accepts regex)



	before

	[ID] or [Name] Containers created before this container



	since

	[ID] or [Name] Containers created since this container



	volume

	[VolumeName] or [MountpointDestination] Volume mounted in container



	health

	[Status] healthy or unhealthy



	pod

	[Pod] name or full or partial ID of pod



	network

	[Network] name or full ID of network



	restart-policy

	[Policy] Container’s restart policy (e.g., ‘no’, ‘on-failure’, ‘always’, ‘unless-stopped’)



	until

	[DateTime] Containers created before the given duration or time.



	command

	[Command] the command the container is executing, only argv[0] is taken



	should-start-on-boot

	[Bool] Containers that need to be restarted after system reboot. True for containers with restart policy ‘always’, or ‘unless-stopped’ that were not explicitly stopped by the user








--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)



--running

Restart all containers that are already in the running state.



--time, -t=seconds

Seconds to wait before forcibly stopping the container.
Use -1 for infinite wait.




EXAMPLES

Restart the latest container.

$ podman restart -l
ec588fc80b05e19d3006bf2e8aa325f0a2e2ff1f609b7afb39176ca8e3e13467





Restart a specific container by partial container ID.

$ podman restart ff6cf1
ff6cf1e5e77e6dba1efc7f3fcdb20e8b89ad8947bc0518be1fcb2c78681f226f





Restart two containers by name with a timeout of 4 seconds.

$ podman restart --time 4 test1 test2
c3bb026838c30e5097f079fa365c9a4769d52e1017588278fa00d5c68ebc1502
17e13a63081a995136f907024bcfe50ff532917988a152da229db9d894c5a9ec





Restart all running containers.

$ podman restart --running





Restart all containers.

$ podman restart --all





Restart container using ID specified in a given files.

$ podman restart --cidfile /home/user/cidfile-1
$ podman restart --cidfile /home/user/cidfile-1 --cidfile ./cidfile-2





Restart container by name.

$ podman restart --filter name=id-name-test





Restart container by label.

$ podman restart --filter label=app=label-test





Restart container by exit code.

$ podman restart --filter exited=0





Restart container by status.

$ podman restart --filter status=running





Restart container by ancestor image.

$ podman restart --filter ancestor=nginx





Restart containers created before another.

$ podman restart --filter before=second





Restart containers created since another.

$ podman restart --filter since=first





Restart container by volume.

$ podman restart --filter volume=vol-filter





Restart containers in a pod.

$ podman restart --filter pod=mypod





Restart container by network.

$ podman restart --filter network=net-filter





Restart containers created until time.

$ podman restart --filter until=10s







SEE ALSO

podman(1)



HISTORY

March 2018, Originally compiled by Matt Heon mheon@redhat.com
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NAME

podman-rm - Remove one or more containers



SYNOPSIS

podman rm [options] container

podman container rm [options] container



DESCRIPTION

podman rm removes one or more containers from the host.  The container name or ID can be used.  This does not remove images.
Running or unusable containers are not removed without the -f option.



OPTIONS


--all, -a

Remove all containers.  Can be used in conjunction with -f as well.



--cidfile=file

Read container ID from the specified file and rm the container.
Can be specified multiple times.

Command does not fail when file is missing and user specified --ignore.



--depend

Remove selected container and recursively remove all containers that depend on it.



--filter, -f=filter

Filter what containers rm.
Multiple filters can be given with multiple uses of the --filter flag.
Filters with the same key work inclusive with the only exception being
label which is exclusive. Filters with different keys always work exclusive.

Valid filters are listed below:



	Filter

	Description





	id

	[ID] Container’s ID (CID prefix match by default; accepts regex)



	name

	[Name] Container’s name (accepts regex)



	label

	[Key] or [Key=Value] Label assigned to a container



	label!

	[Key] or [Key=Value] Label NOT assigned to a container



	exited

	[Int] Container’s exit code



	status

	[Status] Container’s status: ‘created’, ‘initialized’, ‘exited’, ‘paused’, ‘running’, ‘unknown’



	ancestor

	[ImageName] Image or descendant used to create container (accepts regex)



	before

	[ID] or [Name] Containers created before this container



	since

	[ID] or [Name] Containers created since this container



	volume

	[VolumeName] or [MountpointDestination] Volume mounted in container



	health

	[Status] healthy or unhealthy



	pod

	[Pod] name or full or partial ID of pod



	network

	[Network] name or full ID of network



	restart-policy

	[Policy] Container’s restart policy (e.g., ‘no’, ‘on-failure’, ‘always’, ‘unless-stopped’)



	until

	[DateTime] Containers created before the given duration or time.



	command

	[Command] the command the container is executing, only argv[0] is taken



	should-start-on-boot

	[Bool] Containers that need to be restarted after system reboot. True for containers with restart policy ‘always’, or ‘unless-stopped’ that were not explicitly stopped by the user








--force, -f

Force the removal of running and paused containers. Forcing a container removal also
removes containers from container storage even if the container is not known to Podman.
For example, containers that are created by different container engines like Buildah.
In addition, forcing can be used to remove unusable containers, e.g. containers
whose OCI runtime has become unavailable.



--ignore, -i

Ignore errors when specified containers are not in the container store.  A user
might have decided to manually remove a container which leads to a failure
during the ExecStop directive of a systemd service referencing that container.

Further ignore when the specified --cidfile does not exist as it may have
already been removed along with the container.



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)



--time, -t=seconds

Seconds to wait before forcibly stopping the container.
Use -1 for infinite wait.

The --force option must be specified to use the --time option.



--volumes, -v

Remove anonymous volumes associated with the container. This does not include named volumes
created with podman volume create, or the --volume option of podman run and podman create.




EXAMPLES

Remove container with a given name:

$ podman rm mywebserver





Remove container with a given name and all of the containers that depend on it:

$ podman rm --depend mywebserver





Remove multiple containers with given names or IDs:

$ podman rm mywebserver myflaskserver 860a4b23





Remove multiple containers with IDs read from files:

$ podman rm --cidfile ./cidfile-1 --cidfile /home/user/cidfile-2





Forcibly remove container with a given ID:

$ podman rm -f 860a4b23





Remove all containers regardless of the run state:

$ podman rm -f -a





Forcibly remove the last created container. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines):

$ podman rm -f --latest





Remove by name:

$ podman rm --filter name=test-alpine
34f997d354017a0076402c3a79245a5b8bd11b597c84385bec25ae8941fd5238





Remove by label:

$ podman rm --filter label=app=frontend
5a3694a13436168ea99490e74b489566c646d6a0db29868f57113298110d1b1c





Remove by status:

$ podman rm --filter status=exited
4a3332649ed8bec1e0d82e113074b9a13d45582007aeac969c005992cc480a73
f8e85f84a749b205fb602895afa6ec8a866045ff27b82f843033712c8b93a2c9
7d17e850c9b172f11a3e20bab81da6fc694c35c2dc38d84083eb57869dcaca63
47972eb04aa7c77705b597a929957d1e8a392e00b44c0a2a7f88a01f9f860d11





Remove by ancestor:

$ podman rm --filter ancestor=nginx
8a7668cdec27664559a7da55ed5cda101f904441f7245e248218580656b2bae3
0d297b336bf31d141c7720a791c45dafdb8b5033deaab12f29b88e5bff6b122d
134475ac5140687d1eefff19f937dc24755f6c18e37e11d61b1084b59f1bdbe2





Remove by volume:

$ podman rm --filter volume=web-vol
b3f4d4c6a67e2ef1e089efdc8ff3a47dba008eb0ff1e53ae60f59279cb43f9ba





Remove by network:

$ podman rm --filter network=web-net
1c057cac90c0512df86197599eef5a9485afc900b1ade03c9739fa24c360bbda





Remove containers ignoring errors if they don’t exist :

$ podman rm --ignore mycontainer1 mycontainer2 nonexistent-container
mycontainer1
mycontainer2







Exit Status

0   All specified containers removed

1   One of the specified containers did not exist, and no other failures

2   One of the specified containers is paused or running

125 The command fails for any other reason



SEE ALSO

podman(1)
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NAME

podman-rmi - Remove one or more locally stored images



SYNOPSIS

podman rmi [options] image […]

podman image rm [options] image […]



DESCRIPTION

Removes one or more locally stored images.
Passing an argument image deletes it, along with any of its dangling parent images.  A dangling image is an image without a tag and without being referenced by another image.

Note: To delete an image from a remote registry, use the skopeo delete [https://github.com/containers/skopeo/blob/main/docs/skopeo-delete.1.md] command. Some registries do not allow users to delete an image via a CLI remotely.



OPTIONS


--all, -a

Remove all images in the local storage.



--force, -f

This option causes Podman to remove all containers that are using the image before removing the image from the system.



--ignore, -i

If a specified image does not exist in the local storage, ignore it and do not throw an error.



--no-prune

This option does not remove dangling parents of the specified image.




EXAMPLES

Remove an image by its short ID

$ podman rmi c0ed59d05ff7





Remove an image and its associated containers.

$ podman rmi --force imageID





Remove multiple images by their shortened IDs.

$ podman rmi c4dfb1609ee2 93fd78260bd1 c0ed59d05ff7





Remove all images and containers.

$ podman rmi -a -f





Remove an absent image with and without the --ignore flag.

$ podman rmi --ignore nothing
$ podman rmi nothing
Error: nothing: image not known






Remove an image but keep any parents of it.

podman rmi --no-prune d29200bf974d
Deleted: d29200bf974dbc48dc66c23c4031548531b6b5943e5f25ee7bda232e3b6b27f4







Exit Status

0   All specified images removed

1   One of the specified images did not exist, and no other failures

2   One of the specified images has child images or is being used by a container

125 The command fails for any other reason



SEE ALSO

podman(1), skopeo-delete(1) [https://github.com/containers/skopeo/blob/main/docs/skopeo-delete.1.md]



HISTORY
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NAME

podman-run - Run a command in a new container



SYNOPSIS

podman run [options] image [command [arg …]]

podman container run [options] image [command [arg …]]



DESCRIPTION

Run a process in a new container. podman run starts a process with its own
file system, its own networking, and its own isolated process tree. The image
which starts the process may define defaults related to the process that will be
run in the container, the networking to expose, and more, but podman run
gives final control to the operator or administrator who starts the container
from the image. For that reason podman run has more options than any other
Podman command.

If the image is not already loaded then podman run will pull the image, and
all image dependencies, from the repository in the same way running podman
pull image, before it starts the container from that image.

Several files will be automatically created within the container. These include
/etc/hosts, /etc/hostname, and /etc/resolv.conf to manage networking.
These will be based on the host’s version of the files, though they can be
customized with options (for example, --dns may override the host’s DNS
servers in the created resolv.conf). Additionally, a container environment
file is created in each container to indicate to programs they are running in a
container. This file is located at /run/.containerenv (or
/var/run/.containerenv for FreeBSD containers). When using the
--privileged flag the .containerenv contains name/value pairs indicating the
container engine version, whether the engine is running in rootless mode, the
container name and ID, as well as the image name and ID that the container is based on. Note: /run/.containerenv will not be created when a volume is mounted on /run.

When running from a user defined network namespace, the /etc/netns/NSNAME/resolv.conf
will be used if it exists, otherwise /etc/resolv.conf will be used.

Default settings are defined in containers.conf. Most settings for remote
connections use the servers containers.conf, except when documented in man
pages.



IMAGE

The image is specified using transport:path format. If no transport is specified, the docker (container registry)
transport is used by default. For remote Podman, including Mac and Windows (excluding WSL2) machines, docker is the only allowed transport.

dir:path
An existing local directory path storing the manifest, layer tarballs and signatures as individual files. This
is a non-standardized format, primarily useful for debugging or noninvasive container inspection.

$ podman save --format docker-dir fedora -o /tmp/fedora
$ podman run dir:/tmp/fedora echo hello





docker://docker-reference (Default)
An image reference stored in a remote container image registry. Example: “quay.io/podman/stable:latest”.
The reference can include a path to a specific registry; if it does not, the
registries listed in registries.conf are queried to find a matching image.
By default, credentials from podman login (stored at
$XDG_RUNTIME_DIR/containers/auth.json by default) are used to authenticate;
otherwise it falls back to using credentials in $HOME/.docker/config.json.

$ podman run registry.fedoraproject.org/fedora:latest echo hello





docker-archive:path[:docker-reference]
An image stored in the docker save formatted file. docker-reference is only used when creating such a
file, and it must not contain a digest.

$ podman save --format docker-archive fedora -o /tmp/fedora
$ podman run docker-archive:/tmp/fedora echo hello





Note: On remote clients, including Mac and Windows (excluding WSL2) machines, this transport is not supported.

docker-daemon:docker-reference
An image in docker-reference format stored in the docker daemon internal storage. The docker-reference can also be an image ID (docker-daemon:algo:digest).

$ sudo docker pull fedora
$ sudo podman run docker-daemon:docker.io/library/fedora echo hello





Note: On remote clients, including Mac and Windows (excluding WSL2) machines, this transport is not supported.

oci-archive:path:tag
An image in a directory compliant with the “Open Container Image Layout Specification” at the specified path
and specified with a tag.

$ podman save --format oci-archive fedora -o /tmp/fedora
$ podman run oci-archive:/tmp/fedora echo hello





Note: On remote clients, including Mac and Windows (excluding WSL2) machines, this transport is not supported.



OPTIONS


--add-host=hostname[;hostname[;…]]:ip

Add a custom host-to-IP mapping to the container’s /etc/hosts file.

The option takes one or multiple semicolon-separated hostnames to be mapped to
a single IPv4 or IPv6 address, separated by a colon. It can also be used to
overwrite the IP addresses of hostnames Podman adds to /etc/hosts by default
(also see the --name and --hostname options). This option can be
specified multiple times to add additional mappings to /etc/hosts. It
conflicts with the --no-hosts option and conflicts with no_hosts=true in
containers.conf.

Instead of an IP address, the special flag host-gateway can be given. This
resolves to an IP address the container can use to connect to the host. The
IP address chosen depends on your network setup, thus there’s no guarantee that
Podman can determine the host-gateway address automatically, which will then
cause Podman to fail with an error message. You can overwrite this IP address
using the host_containers_internal_ip option in containers.conf.

The host-gateway address is also used by Podman to automatically add the
host.containers.internal and host.docker.internal hostnames to /etc/hosts.
You can prevent that by either giving the --no-hosts option, or by setting
host_containers_internal_ip=”none” in containers.conf. If no host-gateway
address was configured manually and Podman fails to determine the IP address
automatically, Podman will silently skip adding these internal hostnames to
/etc/hosts. If Podman is running in a virtual machine using podman machine
(this includes Mac and Windows hosts), Podman will silently skip adding the
internal hostnames to /etc/hosts, unless an IP address was configured
manually; the internal hostnames are resolved by the gvproxy DNS resolver
instead.

Podman will use the /etc/hosts file of the host as a basis by default, i.e.
any hostname present in this file will also be present in the /etc/hosts file
of the container. A different base file can be configured using the
base_hosts_file config in containers.conf.



--annotation=key=value

Add an annotation to the container. This option can be set multiple times.



--arch=ARCH

Override the architecture, defaults to hosts, of the image to be pulled. For example, arm.
Unless overridden, subsequent lookups of the same image in the local storage matches this architecture, regardless of the host.



--attach, -a=stdin | stdout | stderr

Attach to STDIN, STDOUT or STDERR.

In foreground mode (the default when -d
is not specified), podman run can start the process in the container
and attach the console to the process’s standard input, output, and
error. It can even pretend to be a TTY (this is what most command-line
executables expect) and pass along signals. The -a option can be set for
each of stdin, stdout, and stderr.



--authfile=path

Path of the authentication file. Default is ${XDG_RUNTIME_DIR}/containers/auth.json on Linux, and $HOME/.config/containers/auth.json on Windows/macOS.
The file is created by podman login. If the authorization state is not found there, $HOME/.docker/config.json is checked, which is set using docker login.

Note: There is also the option to override the default path of the authentication file by setting the REGISTRY_AUTH_FILE environment variable. This can be done with export REGISTRY_AUTH_FILE=path.



--blkio-weight=weight

Block IO relative weight. The weight is a value between 10 and 1000.

This option is not supported on cgroups V1 rootless systems.



--blkio-weight-device=device:weight

Block IO relative device weight.



--cap-add=capability

Add Linux capabilities.

Granting additional capabilities increases the privileges of the
processes running inside the container and potentially allow it to
break out of confinement.  Capabilities like CAP_SYS_ADMIN,
CAP_SYS_PTRACE, CAP_MKNOD and CAP_SYS_MODULE are particularly
dangerous when they are not used within a user namespace.  Please
refer to user_namespaces(7) for a more detailed explanation of the
interaction between user namespaces and capabilities.

Before adding any capability, review its security implications and
ensure it is really necessary for the container’s functionality.  See
capabilities(7) for more information.



--cap-drop=capability

Drop Linux capabilities.



--cert-dir=path

Use certificates at path (*.crt, *.cert, *.key) to connect to the registry. (Default: /etc/containers/certs.d)
For details, see containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md].
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--cgroup-conf=KEY=VALUE

When running on cgroup v2, specify the cgroup file to write to and its value. For example --cgroup-conf=memory.high=1073741824 sets the memory.high limit to 1GB.



--cgroup-parent=path

Path to cgroups under which the cgroup for the container is created. If the
path is not absolute, the path is considered to be relative to the cgroups path
of the init process. Cgroups are created if they do not already exist.



--cgroupns=mode

Set the cgroup namespace mode for the container.


	host: use the host’s cgroup namespace inside the container.


	container:id: join the namespace of the specified container.


	private: create a new cgroup namespace.


	ns:path: join the namespace at the specified path.




If the host uses cgroups v1, the default is set to host. On cgroups v2, the default is private.



--cgroups=how

Determines whether the container creates cgroups.

Default is enabled.

The enabled option creates a new cgroup under the cgroup-parent.
The disabled option forces the container to not create cgroups, and thus conflicts with cgroup options (--cgroupns and --cgroup-parent).
The no-conmon option disables a new cgroup only for the conmon process.
The split option splits the current cgroup in two sub-cgroups: one for conmon and one for the container payload. It is not possible to set --cgroup-parent with split.



--chrootdirs=path

Path to a directory inside the container that is treated as a chroot directory.
Any Podman managed file (e.g., /etc/resolv.conf, /etc/hosts, /etc/hostname) that is mounted into the root directory is mounted into that location as well.
Multiple directories are separated with a comma.



--cidfile=file

Write the container ID to file.  The file is removed along with the container, except
when used with podman --remote run on detached containers.



--conmon-pidfile=file

Write the pid of the conmon process to a file. As conmon runs in a separate process than Podman, this is necessary when using systemd to restart Podman containers.
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--cpu-period=limit

Set the CPU period for the Completely Fair Scheduler (CFS), which is a
duration in microseconds. Once the container’s CPU quota is used up, it will not
be scheduled to run until the current period ends. Defaults to 100000
microseconds.

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpu-quota=limit

Limit the CPU Completely Fair Scheduler (CFS) quota.

Limit the container’s CPU usage. By default, containers run with the full
CPU resource. The limit is a number in microseconds. If a number is provided,
the container is allowed to use that much CPU time until the CPU period
ends (controllable via --cpu-period).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpu-rt-period=microseconds

Limit the CPU real-time period in microseconds.

Limit the container’s Real Time CPU usage. This option tells the kernel to restrict the container’s Real Time CPU usage to the period specified.

This option is only supported on cgroups V1 rootful systems.



--cpu-rt-runtime=microseconds

Limit the CPU real-time runtime in microseconds.

Limit the containers Real Time CPU usage. This option tells the kernel to limit the amount of time in a given CPU period Real Time tasks may consume. Ex:
Period of 1,000,000us and Runtime of 950,000us means that this container can consume 95% of available CPU and leave the remaining 5% to normal priority tasks.

The sum of all runtimes across containers cannot exceed the amount allotted to the parent cgroup.

This option is only supported on cgroups V1 rootful systems.



--cpu-shares, -c=shares

CPU shares (relative weight).

By default, all containers get the same proportion of CPU cycles. This
proportion can be modified by changing the container’s CPU share weighting
relative to the combined weight of all the running containers.
Default weight is 1024.

The proportion only applies when CPU-intensive processes are running.
When tasks in one container are idle, other containers can use the
left-over CPU time. The actual amount of CPU time varies depending on
the number of containers running on the system.

For example, consider three containers, one has a cpu-share of 1024 and
two others have a cpu-share setting of 512. When processes in all three
containers attempt to use 100% of CPU, the first container receives
50% of the total CPU time. If a fourth container is added with a cpu-share
of 1024, the first container only gets 33% of the CPU. The remaining containers
receive 16.5%, 16.5% and 33% of the CPU.

On a multi-core system, the shares of CPU time are distributed over all CPU
cores. Even if a container is limited to less than 100% of CPU time, it can
use 100% of each individual CPU core.

For example, consider a system with more than three cores.
If the container C0 is started with --cpu-shares=512 running one process,
and another container C1 with --cpu-shares=1024 running two processes,
this can result in the following division of CPU shares:



	PID

	container

	CPU

	CPU share





	100

	C0

	0

	100% of CPU0



	101

	C1

	1

	100% of CPU1



	102

	C1

	2

	100% of CPU2






On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpus=number

Number of CPUs. The default is 0.0 which means no limit. This is shorthand
for --cpu-period and --cpu-quota, therefore the option cannot be specified with
--cpu-period or --cpu-quota.

On some systems, changing the CPU limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpuset-cpus=number

CPUs in which to allow execution. Can be specified as a comma-separated list
(e.g. 0,1), as a range (e.g. 0-3), or any combination thereof
(e.g. 0-3,7,11-15).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpuset-mems=nodes

Memory nodes (MEMs) in which to allow execution (0-3, 0,1). Only effective on
NUMA systems.

If there are four memory nodes on the system (0-3), use --cpuset-mems=0,1
then processes in the container only uses memory from the first
two memory nodes.

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--creds=[username[:password]]

The [username[:password]] to use to authenticate with the registry, if required.
If one or both values are not supplied, a command line prompt appears and the
value can be entered. The password is entered without echo.

Note that the specified credentials are only used to authenticate against
target registries.  They are not used for mirrors or when the registry gets
rewritten (see containers-registries.conf(5)); to authenticate against those
consider using a containers-auth.json(5) file.



--decryption-key=key[:passphrase]

The [key[:passphrase]] to be used for decryption of images. Key can point to keys and/or certificates. Decryption is tried with all keys. If the key is protected by a passphrase, it is required to be passed in the argument and omitted otherwise.



--detach, -d

Detached mode: run the container in the background and print the new container ID. The default is false.

At any time run podman ps in
the other shell to view a list of the running containers. Reattach to a
detached container with podman attach command.

When attached via tty mode, detach from the container (and leave it
running) using a configurable key sequence. The default sequence is ctrl-p,ctrl-q.
Specify the key sequence using the --detach-keys option, or configure
it in the containers.conf file: see containers.conf(5) for more information.



--detach-keys=sequence

Specify the key sequence for detaching a container. Format is a single character [a-Z] or one or more ctrl-<value> characters where <value> is one of: a-z, @, ^, [, , or _. Specifying “” disables this feature. The default is ctrl-p,ctrl-q.

This option can also be set in containers.conf(5) file.



--device=host-device[:container-device][:permissions]

Add a host device to the container. Optional permissions parameter
can be used to specify device permissions by combining
r for read, w for write, and m for mknod(2).

Example: --device=/dev/sdc:/dev/xvdc:rwm.

Note: if host-device is a symbolic link then it is resolved first.
The container only stores the major and minor numbers of the host device.

Podman may load kernel modules required for using the specified
device. The devices that Podman loads modules for when necessary are:
/dev/fuse.

In rootless mode, the new device is bind mounted in the container from the host
rather than Podman creating it within the container space. Because the bind
mount retains its SELinux label on SELinux systems, the container can get
permission denied when accessing the mounted device. Modify SELinux settings to
allow containers to use all device labels via the following command:

$ sudo setsebool -P  container_use_devices=true

Note: if the user only has access rights via a group, accessing the device
from inside a rootless container fails. Use the --group-add keep-groups
flag to pass the user’s supplementary group access into the container.



--device-cgroup-rule=”type major:minor mode”

Add a rule to the cgroup allowed devices list. The rule is expected to be
in the format specified in the Linux kernel documentation
admin-guide/cgroup-v1/devices [https://www.kernel.org/doc/html/latest/admin-guide/cgroup-v1/devices.html]:


	type: a (all), c (char), or b (block);


	major and minor: either a number, or * for all;


	mode: a composition of r (read), w (write), and m (mknod(2)).






--device-read-bps=path:rate

Limit read rate (in bytes per second) from a device (e.g. --device-read-bps=/dev/sda:1mb).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--device-read-iops=path:rate

Limit read rate (in IO operations per second) from a device (e.g. --device-read-iops=/dev/sda:1000).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--device-write-bps=path:rate

Limit write rate (in bytes per second) to a device (e.g. --device-write-bps=/dev/sda:1mb).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--device-write-iops=path:rate

Limit write rate (in IO operations per second) to a device (e.g. --device-write-iops=/dev/sda:1000).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--disable-content-trust

This is a Docker-specific option to disable image verification to a container
registry and is not supported by Podman. This option is a NOOP and provided
solely for scripting compatibility.



--dns=ipaddr

Set custom DNS servers.

This option can be used to override the DNS
configuration passed to the container. Typically this is necessary when the
host DNS configuration is invalid for the container (e.g., 127.0.0.1). When this
is the case the --dns flag is necessary for every run.

The special value none can be specified to disable creation of /etc/resolv.conf in the container by Podman.
The /etc/resolv.conf file in the image is then used without changes.

Note that ipaddr may be added directly to the container’s /etc/resolv.conf.
This is not guaranteed though.  For example, passing a custom network whose dns_enabled is set to true to --network will result in /etc/resolv.conf only referring to the aardvark-dns server.  aardvark-dns then forwards to the supplied ipaddr for all non-container name queries.

This option cannot be combined with --network that is set to none or container:id.



--dns-option=option

Set custom DNS options. Invalid if using --dns-option with --network that is set to none or container:id.



--dns-search=domain

Set custom DNS search domains. Invalid if using --dns-search with --network that is set to none or container:id.
Use --dns-search=. to remove the search domain.



--entrypoint=”command” | ‘[“command”, “arg1”, …]’

Override the default ENTRYPOINT from the image.

The ENTRYPOINT of an image is similar to a COMMAND
because it specifies what executable to run when the container starts, but it is
(purposely) more difficult to override. The ENTRYPOINT gives a container its
default nature or behavior. When the ENTRYPOINT is set, the
container runs as if it were that binary, complete with default options. More options can be
passed in via the COMMAND. But, if a user wants to run
something else inside the container, the --entrypoint option allows a new
ENTRYPOINT to be specified.

Specify multi option commands in the form of a JSON string.



--env, -e=env

Set environment variables.

This option allows arbitrary environment variables that are available for the process to be launched inside of the container. If an environment variable is specified without a value, Podman checks the host environment for a value and set the variable only if it is set on the host. As a special case, if an environment variable ending in * is specified without a value, Podman searches the host environment for variables starting with the prefix and adds those variables to the container.

See Environment note below for precedence and examples.



--env-file=file

Read in a line-delimited file of environment variables.

See Environment note below for precedence and examples.



--env-host

Use host environment inside of the container. See Environment note below for precedence. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--env-merge=env

Preprocess default environment variables for the containers. For example
if image contains environment variable hello=world user can preprocess
it using --env-merge hello=${hello}-some so new value is hello=world-some.

Please note that if the environment variable hello is not present in the image,
then it’ll be replaced by an empty string and so using --env-merge hello=${hello}-some
would result in the new value of hello=-some, notice the leading - delimiter.



--expose=port[/protocol]

Expose a port or a range of ports (e.g. --expose=3300-3310).
The protocol can be tcp, udp or sctp and if not given tcp is assumed.
This option matches the EXPOSE instruction for image builds and has no effect on
the actual networking rules unless -P/--publish-all is used to forward to all
exposed ports from random host ports. To forward specific ports from the host
into the container use the -p/--publish option instead.



--gidmap=[flags]container_uid:from_uid[:amount]

Run the container in a new user namespace using the supplied GID mapping. This
option conflicts with the --userns and --subgidname options. This
option provides a way to map host GIDs to container GIDs in the same way as
--uidmap maps host UIDs to container UIDs. For details see --uidmap.

Note: the --gidmap option cannot be called in conjunction with the --pod option as a gidmap cannot be set on the container level when in a pod.



--gpus=ENTRY

GPU devices to add to the container (‘all’ to pass all GPUs) Currently only
Nvidia devices are supported.



--group-add=group | keep-groups

Assign additional groups to the primary user running within the container process.


	keep-groups is a special flag that tells Podman to keep the supplementary group access.




Allows container to use the user’s supplementary group access. If file systems or
devices are only accessible by the rootless user’s group, this flag tells the OCI
runtime to pass the group access into the container. Currently only available
with the crun OCI runtime. Note: keep-groups is exclusive, other groups cannot be specified
with this flag. (Not available for remote commands, including Mac and Windows (excluding WSL2) machines)



--group-entry=ENTRY

Customize the entry that is written to the /etc/group file within the container when --user is used.

The variables $GROUPNAME, $GID, and $USERLIST are automatically replaced with their value at runtime if present.



--health-cmd=”command” | ‘[“command”, “arg1”, …]’

Set or alter a healthcheck command for a container. The command is a command to be executed inside the
container that determines the container health. The command is required for other healthcheck options
to be applied. A value of none disables existing healthchecks.

Multiple options can be passed in the form of a JSON array; otherwise, the command is interpreted
as an argument to /bin/sh -c.

Note: The default values are used even if healthcheck is configured in the image.



--health-interval=interval

Set an interval for the healthchecks. An interval of disable results in no automatic timer setup. The default is 30s.

Note: This parameter will overwrite related healthcheck configuration from the image.



--health-log-destination=directory_path

Set the destination of the HealthCheck log. Directory path, local or events_logger (local use container state file) (Default: local)


	local: (default) HealthCheck logs are stored in overlay containers. (For example: $runroot/healthcheck.log)


	directory: creates a log file named <container-ID>-healthcheck.log with HealthCheck logs in the specified directory.


	events_logger: The log will be written with logging mechanism set by events_logger. It also saves the log to a default directory, for performance on a system with a large number of logs.






--health-max-log-count=number of stored logs

Set maximum number of attempts in the HealthCheck log file. (‘0’ value means an infinite number of attempts in the log file) (Default: 5 attempts)



--health-max-log-size=size of stored logs

Set maximum length in characters of stored HealthCheck log. (“0” value means an infinite log length) (Default: 500 characters)



--health-on-failure=action

Action to take once the container transitions to an unhealthy state.  The default is none.


	none: Take no action.


	kill: Kill the container.


	restart: Restart the container.  Do not combine the restart action with the --restart flag.  When running inside of a systemd unit, consider using the kill or stop action instead to make use of systemd’s restart policy.


	stop: Stop the container.






--health-retries=retries

The number of retries allowed before a healthcheck is considered to be unhealthy. The default value is 3.

Note: This parameter can overwrite the healthcheck configuration from the image.



--health-start-period=period

The initialization time needed for a container to bootstrap. The value can be expressed in time format like
2m3s. The default value is 0s.

Note: The health check command is executed as soon as a container is started, if the health check is successful
the container’s health state will be updated to healthy. However, if the health check fails, the health state will
stay as starting until either the health check is successful or until the --health-start-period time is over. If the
health check command fails after the --health-start-period time is over, the health state will be updated to unhealthy.
The health check command is executed periodically based on the value of --health-interval.

Note: This parameter will overwrite related healthcheck configuration from the image.



--health-startup-cmd=”command” | ‘[“command”, “arg1”, …]’

Set a startup healthcheck command for a container. This command is executed inside the container and is used to gate the regular
healthcheck. When the startup command succeeds, the regular healthcheck begins and the startup healthcheck ceases. Optionally,
if the command fails for a set number of attempts, the container is restarted. A startup healthcheck can be used to ensure that
containers with an extended startup period are not marked as unhealthy until they are fully started. Startup healthchecks can only be
used when a regular healthcheck (from the container’s image or the --health-cmd option) is also set.



--health-startup-interval=interval

Set an interval for the startup healthcheck. An interval of disable results in no automatic timer setup. The default is 30s.



--health-startup-retries=retries

The number of attempts allowed before the startup healthcheck restarts the container. If set to 0, the container is never restarted. The default is 0.



--health-startup-success=retries

The number of successful runs required before the startup healthcheck succeeds and the regular healthcheck begins. A value
of 0 means that any success begins the regular healthcheck. The default is 0.



--health-startup-timeout=timeout

The maximum time a startup healthcheck command has to complete before it is marked as failed. The value can be expressed in a time
format like 2m3s. The default value is 30s.



--health-timeout=timeout

The maximum time allowed to complete the healthcheck before an interval is considered failed. Like start-period, the
value can be expressed in a time format such as 1m22s. The default value is 30s.

Note: A timeout marks the healthcheck as failed. If the healthcheck command itself runs longer than the specified timeout,
it will be sent a SIGKILL signal.

Note: This parameter will overwrite related healthcheck configuration from the image.



--help

Print usage statement



--hostname, -h=name

Set the container’s hostname inside the container.

This option can only be used with a private UTS namespace --uts=private
(default). If --pod is given and the pod shares the same UTS namespace
(default), the pod’s hostname is used. The given hostname is also added to the
/etc/hosts file using the container’s primary IP address (also see the
--add-host option).



--hosts-file=path | none | image

Base file to create the /etc/hosts file inside the container. This must either
be an absolute path to a file on the host system, or one of the following
special flags:
“”      Follow the base_hosts_file configuration in containers.conf (the default)
none  Do not use a base file (i.e. start with an empty file)
image Use the container image’s /etc/hosts file as base file



--hostuser=name

Add a user account to /etc/passwd from the host to the container. The Username
or UID must exist on the host system.



--http-proxy

By default proxy environment variables are passed into the container if set
for the Podman process. This can be disabled by setting the value to false.
The environment variables passed in include http_proxy,
https_proxy, ftp_proxy, no_proxy, and also the upper case versions of
those. This option is only needed when the host system must use a proxy but
the container does not use any proxy. Proxy environment variables specified
for the container in any other way overrides the values that have
been passed through from the host. (Other ways to specify the proxy for the
container include passing the values with the --env flag, or hard coding the
proxy environment at container build time.)
When used with the remote client it uses the proxy environment variables
that are set on the server process.

Defaults to true.



--image-volume=bind | tmpfs | ignore

Tells Podman how to handle the builtin image volumes. Default is bind.


	bind: An anonymous named volume is created and mounted into the container.


	tmpfs: The volume is mounted onto the container as a tmpfs, which allows the users to create
content that disappears when the container is stopped.


	ignore: All volumes are just ignored and no action is taken.






--init

Run an init inside the container that forwards signals and reaps processes.
The container-init binary is mounted at /run/podman-init.
Mounting over /run breaks container execution.



--init-path=path

Path to the container-init binary.



--interactive, -i

When set to true, make stdin available to the contained process. If false, the stdin of the contained process is empty and immediately closed.

If attached, stdin is piped to the contained process. If detached, reading stdin will block until later attached.

Caveat: Podman will consume input from stdin as soon as it becomes available, even if the contained process doesn’t request it.



--ip=ipv4

Specify a static IPv4 address for the container, for example 10.88.64.128.
This option can only be used if the container is joined to only a single network - i.e., --network=network-name is used at most once -
and if the container is not joining another container’s network namespace via --network=container:id.
The address must be within the network’s IP address pool (default 10.88.0.0/16).

To specify multiple static IP addresses per container, set multiple networks using the --network option with a static IP address specified for each using the ip mode for that option.



--ip6=ipv6

Specify a static IPv6 address for the container, for example fd46:db93:aa76:ac37::10.
This option can only be used if the container is joined to only a single network - i.e., --network=network-name is used at most once -
and if the container is not joining another container’s network namespace via --network=container:id.
The address must be within the network’s IPv6 address pool.

To specify multiple static IPv6 addresses per container, set multiple networks using the --network option with a static IPv6 address specified for each using the ip6 mode for that option.



--ipc=ipc

Set the IPC namespace mode for a container. The default is to create
a private IPC namespace.


	“”: Use Podman’s default, defined in containers.conf.


	container:id: reuses another container’s shared memory, semaphores, and message queues


	host: use the host’s shared memory, semaphores, and message queues inside the container. Note: the host mode gives the container full access to local shared memory and is therefore considered insecure.


	none:  private IPC namespace, with /dev/shm not mounted.


	ns:path: path to an IPC namespace to join.


	private: private IPC namespace.


	shareable: private IPC namespace with a possibility to share it with other containers.






--label, -l=key=value

Add metadata to a container.



--label-file=file

Read in a line-delimited file of labels.



--link-local-ip=ip

Not implemented.



--log-driver=driver

Logging driver for the container. Currently available options are k8s-file, journald, none, passthrough and passthrough-tty, with json-file aliased to k8s-file for scripting compatibility. (Default journald).

The podman info command below displays the default log-driver for the system.

$ podman info --format '{{ .Host.LogDriver }}'
journald





The passthrough driver passes down the standard streams (stdin, stdout, stderr) to the
container.  It is not allowed with the remote Podman client, including Mac and Windows (excluding WSL2) machines, and on a tty, since it is
vulnerable to attacks via TIOCSTI.

The passthrough-tty driver is the same as passthrough except that it also allows it to be used on a TTY if the user really wants it.



--log-opt=name=value

Logging driver specific options.

Set custom logging configuration. The following names are supported:

path: specify a path to the log file
(e.g. --log-opt path=/var/log/container/mycontainer.json);

max-size: specify a max size of the log file
(e.g. --log-opt max-size=10mb);

tag: specify a custom log tag for the container
(e.g. --log-opt tag=”{{.ImageName}}”.
It supports the same keys as podman inspect --format.
This option is currently supported only by the journald log driver.



--mac-address=address

Container network interface MAC address (e.g. 92:d0:c6:0a:29:33)
This option can only be used if the container is joined to only a single network - i.e., --network=network-name is used at most once -
and if the container is not joining another container’s network namespace via --network=container:id.

Remember that the MAC address in an Ethernet network must be unique.
The IPv6 link-local address is based on the device’s MAC address
according to RFC4862.

To specify multiple static MAC addresses per container, set multiple networks using the --network option with a static MAC address specified for each using the mac mode for that option.



--memory, -m=number[unit]

Memory limit. A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

Allows the memory available to a container to be constrained. If the host
supports swap memory, then the -m memory setting can be larger than physical
RAM. If a limit of 0 is specified (not using -m), the container’s memory is
not limited. The actual limit may be rounded up to a multiple of the operating
system’s page size (the value is very large, that’s millions of trillions).

This option is not supported on cgroups V1 rootless systems.



--memory-reservation=number[unit]

Memory soft limit. A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

After setting memory reservation, when the system detects memory contention
or low memory, containers are forced to restrict their consumption to their
reservation. So always set the value below --memory, otherwise the
hard limit takes precedence. By default, memory reservation is the same
as memory limit.

This option is not supported on cgroups V1 rootless systems.



--memory-swap=number[unit]

A limit value equal to memory plus swap.
A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

Must be used with the -m (--memory) flag.
The argument value must be larger than that of
-m (--memory) By default, it is set to double
the value of --memory.

Set number to -1 to enable unlimited swap.

This option is not supported on cgroups V1 rootless systems.



--memory-swappiness=number

Tune a container’s memory swappiness behavior. Accepts an integer between 0 and 100.

This flag is only supported on cgroups V1 rootful systems.



--mount=type=TYPE,TYPE-SPECIFIC-OPTION[,…]

Attach a filesystem mount to the container.

Current supported mount TYPEs are artifact, bind, devpts, glob, image, ramfs, tmpfs and volume.

Options common to all mount types:


	src, source: mount source spec for bind, glob, and volume.
Mandatory for artifact, bind, glob, image and volume.


	dst, dest, destination, target: mount destination spec.




When source globs are specified without the destination directory,
the files and directories are mounted with their complete path
within the container. When the destination is specified, the
files and directories matching the glob on the base file name
on the destination directory are mounted. The option
type=glob,src=/foo*,destination=/tmp/bar tells container engines
to mount host files matching /foo* to the /tmp/bar/
directory in the container.

Options specific to type=artifact:


	digest: If the artifact source contains multiple blobs a digest can be
specified to only mount the one specific blob with the digest.


	title: If the artifact source contains multiple blobs a title can be set
which is compared against org.opencontainers.image.title annotation.


	name: This can be used to overwrite the filename we use inside the container
for mounting. On a single blob artifact the name is used as is if dst is a
directory and otherwise ignored. With a multi blob artifact the name will be
used with an index suffix <name>-x where x is the layer index in the artifact
starting with 0.




The src argument contains the name of the artifact, which must already exist locally.
The dst argument contains the target path, if the path in the container is a
directory the blob title (org.opencontainers.image.title annotation) will be used as
filename and joined to the path. If the annotation does not exist the digest will be
used as filename instead. This results in all blobs of the artifact mounted into the
container at the given path.

However, if the dst path is an existing file in the container, then the blob will be
mounted directly on it. This only works when the artifact contains a single blob
or when either digest or title are specified.

If the dst path does not already exist in the container then if the artifact contains
a single blob it behaves like existing file case and mounts directly to that path.
If the artifact has more than one blob it works like the existing directory case and
mounts each blob as file within the dst path.

Options specific to type=volume:


	ro, readonly: true or false (default if unspecified: false).


	U, chown: true or false (default if unspecified: false). Recursively change the owner and group of the source volume based on the UID and GID of the container.


	subpath: Mount only a specific subpath within the volume, instead of the whole volume.


	idmap: If specified, create an idmapped mount to the target user namespace in the container.
The idmap option is only supported by Podman in rootful mode. The Linux kernel does not allow the use of idmapped file systems for unprivileged users.
The idmap option supports a custom mapping that can be different than the user namespace used by the container.
The mapping can be specified after the idmap option like: idmap=uids=0-1-10#10-11-10;gids=0-100-10.  For each triplet, the first value is the
start of the backing file system IDs that are mapped to the second value on the host.  The length of this mapping is given in the third value.
Multiple ranges are separated with #.  If the specified mapping is prepended with a ‘@’, then the mapping is considered relative to the container
user namespace. The host ID for the mapping is changed to account for the relative position of the container user in the container user namespace.




Options specific to type=image:


	rw, readwrite: true or false (default if unspecified: false).


	subpath: Mount only a specific path within the image, instead of the whole image.




Options specific to bind and glob:


	ro, readonly: true or false (default if unspecified: false).


	bind-propagation: shared, slave, private, unbindable, rshared, rslave, runbindable, or rprivate (default).[1] See also mount(2).


	bind-nonrecursive: do not set up a recursive bind mount. By default it is recursive.


	relabel: shared, private.


	idmap: true or false (default if unspecified: false).  If true, create an idmapped mount to the target user namespace in the container. The idmap option is only supported by Podman in rootful mode.


	U, chown: true or false (default if unspecified: false). Recursively change the owner and group of the source volume based on the UID and GID of the container.


	no-dereference: do not dereference symlinks but copy the link source into the mount destination.




Options specific to type=tmpfs and ramfs:


	ro, readonly: true or false (default if unspecified: false).


	tmpfs-size: Size of the tmpfs/ramfs mount, in bytes. Unlimited by default in Linux.


	tmpfs-mode: Octal file mode of the tmpfs/ramfs (e.g. 700 or 0700.).


	tmpcopyup: Enable copyup from the image directory at the same location to the tmpfs/ramfs. Used by default.


	noatime: Disable updating file access times when the file is read.


	notmpcopyup: Disable copying files from the image to the tmpfs/ramfs.


	U, chown: true or false (default if unspecified: false). Set the uid and gid options for the tmpfs filesystem based on the UID and GID of the container. This is not recursive.




Options specific to type=devpts:


	uid: numeric UID of the file owner (default: 0).


	gid: numeric GID of the file owner (default: 0).


	mode: octal permission mask for the file (default: 600).


	max: maximum number of PTYs (default: 1048576).




Examples:


	type=bind,source=/path/on/host,destination=/path/in/container


	type=bind,src=/path/on/host,dst=/path/in/container,relabel=shared


	type=bind,src=/path/on/host,dst=/path/in/container,relabel=shared,U=true


	type=devpts,destination=/dev/pts


	type=glob,src=/usr/lib/libfoo*,destination=/usr/lib,ro=true


	type=image,source=fedora,destination=/fedora-image,rw=true


	type=ramfs,tmpfs-size=512M,destination=/path/in/container


	type=tmpfs,tmpfs-size=512M,destination=/path/in/container


	type=tmpfs,destination=/path/in/container,noswap


	type=artifact,src=quay.io/libpod/testartifact:20250206-single,dst=/data


	type=artifact,src=quay.io/libpod/testartifact:20250206-multi,dst=/data,title=test1


	type=volume,src=test_vol,dst=/data,subpath=/code/docs






--name=name

Assign a name to the container.

The operator can identify a container in three ways:


	UUID long identifier (“f78375b1c487e03c9438c729345e54db9d20cfa2ac1fc3494b6eb60872e74778”);


	UUID short identifier (“f78375b1c487”);


	Name (“jonah”).




Podman generates a UUID for each container, and if no name is assigned to the
container using --name, Podman generates a random string name. The name can
be useful as a more human-friendly way to identify containers. This works for
both background and foreground containers. The container’s name is also added
to the /etc/hosts file using the container’s primary IP address (also see the
--add-host option).



--network=mode, --net

Set the network mode for the container.

Valid mode values are:


	bridge[:OPTIONS,…]: Create a network stack on the default bridge. This is the default for rootful containers. It is possible to specify these additional options:


	alias=name: Add network-scoped alias for the container.


	ip=IPv4: Specify a static IPv4 address for this container.


	ip6=IPv6: Specify a static IPv6 address for this container.


	mac=MAC: Specify a static MAC address for this container.


	interface_name=name: Specify a name for the created network interface inside the container.


	host_interface_name=name: Specify a name for the created network interface outside the container.




Any other options will be passed through to netavark without validation. This can be useful to pass arguments to netavark plugins.

For example, to set a static ipv4 address and a static mac address, use --network bridge:ip=10.88.0.10,mac=44:33:22:11:00:99.



	<network name or ID>[:OPTIONS,…]: Connect to a user-defined network; this is the network name or ID from a network created by podman network create. It is possible to specify the same options described under the bridge mode above. Use the --network option multiple times to specify additional networks. 

For backwards compatibility it is also possible to specify comma-separated networks on the first --network argument, however this prevents you from using the options described under the bridge section above.


	none: Create a network namespace for the container but do not configure network interfaces for it, thus the container has no network connectivity.


	container:id: Reuse another container’s network stack.


	host: Use the host’s network namespace for the container instead of creating an isolated namespace. Warning: This gives the container full access to abstract Unix domain sockets and to TCP/UDP sockets bound to localhost. Since these mechanisms are often used to prevent access to sensitive system services, isolating them from access by external entities, use of this option may be considered a security vulnerability.


	ns:path: Path to a network namespace to join.


	private: Create a new namespace for the container. This uses the bridge mode for rootful containers and slirp4netns for rootless ones.


	slirp4netns[:OPTIONS,…]: use slirp4netns(1) to create a user network stack. It is possible to specify these additional options, they can also be set with network_cmd_options in containers.conf:


	allow_host_loopback=true|false: Allow slirp4netns to reach the host loopback IP (default is 10.0.2.2 or the second IP from slirp4netns cidr subnet when changed, see the cidr option below). The default is false.


	mtu=MTU: Specify the MTU to use for this network. (Default is 65520).


	cidr=CIDR: Specify ip range to use for this network. (Default is 10.0.2.0/24).


	enable_ipv6=true|false: Enable IPv6. Default is true. (Required for outbound_addr6).


	outbound_addr=INTERFACE: Specify the outbound interface slirp binds to (ipv4 traffic only).


	outbound_addr=IPv4: Specify the outbound ipv4 address slirp binds to.


	outbound_addr6=INTERFACE: Specify the outbound interface slirp binds to (ipv6 traffic only).


	outbound_addr6=IPv6: Specify the outbound ipv6 address slirp binds to.


	port_handler=rootlesskit: Use rootlesskit for port forwarding. Default. 

Note: Rootlesskit changes the source IP address of incoming packets to an IP address in the container network namespace, usually 10.0.2.100. If the application requires the real source IP address, e.g. web server logs, use the slirp4netns port handler. The rootlesskit port handler is also used for rootless containers when connected to user-defined networks.


	port_handler=slirp4netns: Use the slirp4netns port forwarding, it is slower than rootlesskit but preserves the correct source IP address. This port handler cannot be used for user-defined networks.






	pasta[:OPTIONS,…]: use pasta(1) to create a user-mode networking
stack. 

This is the default for rootless containers and only supported in rootless mode. 

By default, IPv4 and IPv6 addresses and routes, as well as the pod interface
name, are copied from the host. Port forwarding preserves the original
source IP address. Options described in pasta(1) can be specified as
comma-separated arguments. 

In terms of pasta(1) options, --config-net is given by default, in
order to configure networking when the container is started, and
--no-map-gw is also assumed by default, to avoid direct access from
container to host using the gateway address. The latter can be overridden
by passing --map-gw in the pasta-specific options (despite not being an
actual pasta(1) option). 

For better integration with DNS handling, --dns-forward 169.254.1.1 is passed,
and this address is added to resolv.conf(5) as first resolver. It is possible to pass
--dns-forward explicitly in case a different IP address should be used.
To make the host.containers.internal /etc/hosts entry work and allow connections
to the host, --map-guest-addr 169.254.1.2 is passed. Again, it can be set
explicitly to choose a different IP address. 

Also, -t none and -u none are passed if, respectively, no TCP or
UDP port forwarding from host to container is configured (via Podman’s
--publish or by passing the pasta -t/-u options directly),
to disable automatic port forwarding based on bound ports. Similarly, -T none
and -U none are given to disable the same functionality from container to
host. 

All options can also be set in containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md];
see the pasta_options key under the network section in that file. 

Some examples:


	pasta:--map-gw: Allow the container to directly reach the host using the
gateway address.


	pasta:--mtu,1500: Specify a 1500 bytes MTU for the tap interface in
the container.


	pasta:--ipv4-only,-a,10.0.2.0,-n,24,-g,10.0.2.2,--dns-forward,10.0.2.3,-m,1500,--no-ndp,--no-dhcpv6,--no-dhcp,
equivalent to default slirp4netns(1) options: disable IPv6, assign
10.0.2.0/24 to the tap0 interface in the container, with gateway
10.0.2.3, enable DNS forwarder reachable at 10.0.2.3, set MTU to 1500
bytes, disable NDP, DHCPv6 and DHCP support.


	pasta:-I,tap0,--ipv4-only,-a,10.0.2.0,-n,24,-g,10.0.2.2,--dns-forward,10.0.2.3,--no-ndp,--no-dhcpv6,--no-dhcp,
equivalent to default slirp4netns(1) options with Podman overrides: same as
above, but leave the MTU to 65520 bytes


	pasta:-t,auto,-u,auto,-T,auto,-U,auto: enable automatic port forwarding
based on observed bound ports from both host and container sides


	pasta:-T,5201: enable forwarding of TCP port 5201 from container to
host, using the loopback interface instead of the tap interface for improved
performance








Invalid if using --dns, --dns-option, or --dns-search with --network set to none or container:id.

If used together with --pod, the container joins the pod’s network namespace.



--network-alias=alias

Add a network-scoped alias for the container, setting the alias for all networks that the container joins. To set a
name only for a specific network, use the alias option as described under the --network option.
If the network has DNS enabled (podman network inspect -f {{.DNSEnabled}} <name>),
these aliases can be used for name resolution on the given network. This option can be specified multiple times.
NOTE: When using CNI a container only has access to aliases on the first network that it joins. This limitation does
not exist with netavark/aardvark-dns.



--no-healthcheck

Disable any defined healthchecks for container.



--no-hostname

Do not create the /etc/hostname file in the containers.

By default, Podman manages the /etc/hostname file, adding the container’s own hostname.  When the --no-hostname option is set, the image’s /etc/hostname will be preserved unmodified if it exists.



--no-hosts

Do not modify the /etc/hosts file in the container.

Podman assumes control over the container’s /etc/hosts file by
default and adds entries for the container’s name (see --name option) and
hostname (see --hostname option), the internal host.containers.internal
and host.docker.internal hosts, as well as any hostname added using the
--add-host option. Refer to the --add-host option for details. Passing
--no-hosts disables this, so that the image’s /etc/hosts file is kept
unmodified. The same can be achieved globally by setting no_hosts=true in
containers.conf.

This option conflicts with --add-host.



--oom-kill-disable

Whether to disable OOM Killer for the container or not.

This flag is not supported on cgroups V2 systems.



--oom-score-adj=num

Tune the host’s OOM preferences for containers (accepts values from -1000 to 1000).

When running in rootless mode, the specified value can’t be lower than
the oom_score_adj for the current process. In this case, the
oom-score-adj is clamped to the current process value.



--os=OS

Override the OS, defaults to hosts, of the image to be pulled. For example, windows.
Unless overridden, subsequent lookups of the same image in the local storage matches this OS, regardless of the host.



--passwd

Allow Podman to add entries to /etc/passwd and /etc/group when used in conjunction with the --user option.
This is used to override the Podman provided user setup in favor of entrypoint configurations such as libnss-extrausers.



--passwd-entry=ENTRY

Customize the entry that is written to the /etc/passwd file within the container when --passwd is used.

The variables $USERNAME, $UID, $GID, $NAME, $HOME are automatically replaced with their value at runtime.



--personality=persona

Personality sets the execution domain via Linux personality(2).



--pid=mode

Set the PID namespace mode for the container.
The default is to create a private PID namespace for the container.


	container:id: join another container’s PID namespace;


	host: use the host’s PID namespace for the container. Note the host mode gives the container full access to local PID and is therefore considered insecure;


	ns:path: join the specified PID namespace;


	private: create a new namespace for the container (default).






--pidfile=path

When the pidfile location is specified, the container process’ PID is written to the pidfile. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)
If the pidfile option is not specified, the container process’ PID is written to /run/containers/storage/${storage-driver}-containers/$CID/userdata/pidfile.

After the container is started, the location for the pidfile can be discovered with the following podman inspect command:

$ podman inspect --format '{{ .PidFile }}' $CID
/run/containers/storage/${storage-driver}-containers/$CID/userdata/pidfile







--pids-limit=limit

Tune the container’s pids limit. Set to -1 to have unlimited pids for the container. The default is 2048 on systems that support “pids” cgroup controller.



--platform=OS/ARCH

Specify the platform for selecting the image.  (Conflicts with --arch and --os)
The --platform option can be used to override the current architecture and operating system.
Unless overridden, subsequent lookups of the same image in the local storage matches this platform, regardless of the host.



--pod=name

Run container in an existing pod. Podman makes the pod automatically if the pod name is prefixed with new:.
To make a pod with more granular options, use the podman pod create command before creating a container.
When a container is run with a pod with an infra-container, the infra-container is started first.



--pod-id-file=file

Run container in an existing pod and read the pod’s ID from the specified file.
When a container is run within a pod which has an infra-container, the infra-container starts first.



--preserve-fd=FD1[,FD2,…]

Pass down to the process the additional file descriptors specified in the comma separated list.  It can be specified multiple times.
This option is only supported with the crun OCI runtime.  It might be a security risk to use this option with other OCI runtimes.

(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--preserve-fds=N

Pass down to the process N additional file descriptors (in addition to 0, 1, 2).
The total FDs are 3+N.
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--privileged

Give extended privileges to this container. The default is false.

By default, Podman containers are unprivileged (=false) and cannot, for
example, modify parts of the operating system. This is because by default a
container is only allowed limited access to devices. A “privileged” container
is given the same access to devices as the user launching the container, with
the exception of virtual consoles (/dev/tty\d+) when running in systemd
mode (--systemd=always).

A privileged container turns off the security features that isolate the
container from the host. Dropped Capabilities, limited devices, read-only mount
points, Apparmor/SELinux separation, and Seccomp filters are all disabled.
Due to the disabled security features, the privileged field should almost never
be set as containers can easily break out of confinement.

Containers running in a user namespace (e.g., rootless containers) cannot have
more privileges than the user that launched them.



--publish, -p=[[ip:][hostPort]:]containerPort[/protocol]

Publish a container’s port, or range of ports, to the host.

Both hostPort and containerPort can be specified as a range of ports.
When specifying ranges for both, the number of container ports in the
range must match the number of host ports in the range.

If host IP is set to 0.0.0.0 or not set at all, the port is bound on all IPs on the host.

By default, Podman publishes TCP ports. To publish a UDP port instead, give
udp as protocol. To publish both TCP and UDP ports, set --publish twice,
with tcp, and udp as protocols respectively. Rootful containers can also
publish ports using the sctp protocol.

Host port does not have to be specified (e.g. podman run -p 127.0.0.1::80).
If it is not, the container port is randomly assigned a port on the host.

Use podman port to see the actual mapping: podman port $CONTAINER $CONTAINERPORT.

Port publishing is only supported for containers utilizing their own network namespace
through bridge networks, or the pasta and slirp4netns network modes.

Note: If a container runs within a pod, it is not necessary to publish the port for
the containers in the pod. The port must only be published by the pod itself. Pod network
stacks act like the network stack on the host - meaning a variety of containers in the pod
and programs in the container all share a single interface, IP address, and
associated ports. If one container binds to a port, no other container can use that port
within the pod while it is in use. Containers in the pod can also communicate over localhost
by having one container bind to localhost in the pod, and another connect to that port.



--publish-all, -P

Publish all exposed ports to random ports on the host interfaces. The default is false.

When set to true, publish all exposed ports to the host interfaces.
If the operator uses -P (or -p) then Podman makes the
exposed port accessible on the host and the ports are available to any
client that can reach the host.

When using this option, Podman binds any exposed port to a random port on the host
within an ephemeral port range defined by /proc/sys/net/ipv4/ip_local_port_range.
To find the mapping between the host ports and the exposed ports, use podman port.



--pull=policy

Pull image policy. The default is missing.


	always: Always pull the image and throw an error if the pull fails.


	missing: Pull the image only when the image is not in the local containers storage.  Throw an error if no image is found and the pull fails.


	never: Never pull the image but use the one from the local containers storage.  Throw an error if no image is found.


	newer: Pull if the image on the registry is newer than the one in the local containers storage.  An image is considered to be newer when the digests are different.  Comparing the time stamps is prone to errors.  Pull errors are suppressed if a local image was found.






--quiet, -q

Suppress output information when pulling images



--rdt-class=intel-rdt-class-of-service

Rdt-class sets the class of service (CLOS or COS) for the container to run in. Based on the Cache Allocation Technology (CAT) feature that is part of Intel’s Resource Director Technology (RDT) feature set, all container processes will run within the pre-configured COS, representing a part of the cache. The COS has to be created and configured using a pseudo file system (usually mounted at /sys/fs/resctrl) that the resctrl kernel driver provides. Assigning the container to a COS requires root privileges and thus doesn’t work in a rootless environment. Currently, the feature is only supported using runc as a runtime. See https://docs.kernel.org/arch/x86/resctrl.html for more details on creating a COS before a container can be assigned to it.



--read-only

Mount the container’s root filesystem as read-only.

By default, container root filesystems are writable, allowing processes
to write files anywhere. By specifying the --read-only flag, the containers root filesystem are mounted read-only prohibiting any writes.



--read-only-tmpfs

When running --read-only containers, mount a read-write tmpfs on /dev, /dev/shm, /run, /tmp, and /var/tmp. The default is true.



	--read-only

	--read-only-tmpfs

	/

	/run, /tmp, /var/tmp





	true

	true

	r/o

	r/w



	true

	false

	r/o

	r/o



	false

	false

	r/w

	r/w



	false

	true

	r/w

	r/w






When --read-only=true and --read-only-tmpfs=true additional tmpfs are mounted on
the /tmp, /run, and /var/tmp directories.

When --read-only=true and --read-only-tmpfs=false /dev and /dev/shm are marked
Read/Only and no tmpfs are mounted on /tmp, /run and /var/tmp. The directories
are exposed from the underlying image, meaning they are read-only by default.
This makes the container totally read-only. No writable directories exist within
the container. In this mode writable directories need to be added via external
volumes or mounts.

By default, when --read-only=false, the /dev and /dev/shm are read/write, and the /tmp, /run, and /var/tmp are read/write directories from the container image.



--replace

If another container with the same name already exists, replace and remove it. The default is false.



--requires=container

Specify one or more requirements.
A requirement is a dependency container that is started before this container.
Containers can be specified by name or ID, with multiple containers being separated by commas.



--restart=policy

Restart policy to follow when containers exit.
Restart policy does not take effect if a container is stopped via the podman kill or podman stop commands.

Valid policy values are:


	no                       : Do not restart containers on exit


	never                    : Synonym for no; do not restart containers on exit


	on-failure[:max_retries] : Restart containers when they exit with a non-zero exit code, retrying indefinitely or until the optional max_retries count is hit


	always                   : Restart containers when they exit, regardless of status, retrying indefinitely


	unless-stopped           : Restart containers when they exit, unless the container was explicitly stopped by the user. After a system reboot, containers with this policy will be restarted by podman-restart.service only if they were not explicitly stopped by the user before the reboot. This differs from always, which restarts containers after a system reboot regardless of whether they were user-stopped




Podman provides a systemd unit file, podman-restart.service, which restarts containers after a system reboot.

When running containers in systemd services, use the restart functionality provided by systemd.
In other words, do not use this option in a container unit, instead set the Restart= systemd directive in the [Service] section.
See podman-systemd.unit(5) and systemd.service(5).



--retry=attempts

Number of times to retry pulling or pushing images between the registry and
local storage in case of failure. Default is 3.



--retry-delay=duration

Duration of delay between retry attempts when pulling or pushing images between
the registry and local storage in case of failure. The default is to start at two seconds and then exponentially back off. The delay is used when this value is set, and no exponential back off occurs.



--rm

Automatically remove the container and any anonymous unnamed volume associated with
the container when it exits. The default is false.



--rmi

After exit of the container, remove the image unless another
container is using it. Implies --rm on the new container. The default is false.



--rootfs

If specified, the first argument refers to an exploded container on the file system.

This is useful to run a container without requiring any image management, the rootfs
of the container is assumed to be managed externally.

Overlay Rootfs Mounts

The :O flag tells Podman to mount the directory from the rootfs path as
storage using the overlay file system. The container processes
can modify content within the mount point which is stored in the
container storage in a separate directory. In overlay terms, the source
directory is the lower, and the container storage directory is the
upper. Modifications to the mount point are destroyed when the container
finishes executing, similar to a tmpfs mount point being unmounted.

Note: On SELinux systems, the rootfs needs the correct label, which is by default
unconfined_u:object_r:container_file_t:s0.

idmap

If idmap is specified, create an idmapped mount to the target user
namespace in the container.
The idmap option supports a custom mapping that can be different than the user
namespace used by the container.  The mapping can be specified after the idmap
option like: idmap=uids=0-1-10#10-11-10;gids=0-100-10.  For each triplet, the
first value is the start of the backing file system IDs that are mapped to the
second value on the host.  The length of this mapping is given in the third value.
Multiple ranges are separated with #.



--sdnotify=container | conmon | healthy | ignore

Determines how to use the NOTIFY_SOCKET, as passed with systemd and Type=notify.

Default is container, which means allow the OCI runtime to proxy the socket into the
container to receive ready notification. Podman sets the MAINPID to conmon’s pid.
The conmon option sets MAINPID to conmon’s pid, and sends READY when the container
has started. The socket is never passed to the runtime or the container.
The healthy option sets MAINPID to conmon’s pid, and sends READY when the container
has turned healthy; requires a healthcheck to be set. The socket is never passed to the runtime or the container.
The ignore option removes NOTIFY_SOCKET from the environment for itself and child processes,
for the case where some other process above Podman uses NOTIFY_SOCKET and Podman does not use it.



--seccomp-policy=policy

Specify the policy to select the seccomp profile. If set to image, Podman looks for a “io.containers.seccomp.profile” label in the container-image config and use its value as a seccomp profile. Otherwise, Podman follows the default policy by applying the default profile unless specified otherwise via --security-opt seccomp as described below.

Note that this feature is experimental and may change in the future.



--secret=secret[,opt=opt …]

Give the container access to a secret. Can be specified multiple times.

A secret is a blob of sensitive data which a container needs at runtime but
is not stored in the image or in source control, such as usernames and passwords,
TLS certificates and keys, SSH keys or other important generic strings or binary content (up to 512 kB in size).

When secrets are specified as type mount, the secrets are copied and mounted into the container when a container is created.
When secrets are specified as type env, the secret is set as an environment variable within the container.
Secrets are written in the container at the time of container creation, and modifying the secret using podman secret commands
after the container is created affects the secret inside the container.

Secrets and its storage are managed using the podman secret command.

Secret Options


	type=mount|env    : How the secret is exposed to the container.
mount mounts the secret into the container as a file.
env exposes the secret as an environment variable.
Defaults to mount.


	target=target     : Target of secret.
For mounted secrets, this is the path to the secret inside the container.
If a fully qualified path is provided, the secret is mounted at that location.
Otherwise, the secret is mounted to
/run/secrets/target for Linux containers or
/var/run/secrets/target for FreeBSD containers.
If the target is not set, the secret is mounted to /run/secrets/secretname by default.
For env secrets, this is the environment variable key. Defaults to secretname.


	uid=0             : UID of secret. Defaults to 0. Mount secret type only.


	gid=0             : GID of secret. Defaults to 0. Mount secret type only.


	mode=0            : Mode of secret. Defaults to 0444. Mount secret type only.




Examples

Mount at /my/location/mysecret with UID 1:

--secret mysecret,target=/my/location/mysecret,uid=1





Mount at /run/secrets/customtarget with mode 0777:

--secret mysecret,target=customtarget,mode=0777





Create a secret environment variable called ENVSEC:

--secret mysecret,type=env,target=ENVSEC







--security-opt=option

Security Options


	apparmor=unconfined : Turn off apparmor confinement for the container


	apparmor=alternate-profile : Set the apparmor confinement profile for the container


	label=user:USER: Set the label user for the container processes


	label=role:ROLE: Set the label role for the container processes


	label=type:TYPE: Set the label process type for the container processes


	label=level:LEVEL: Set the label level for the container processes


	label=filetype:TYPE: Set the label file type for the container files


	label=disable: Turn off label separation for the container




Note: Labeling can be disabled for all containers by setting label=false in the containers.conf (/etc/containers/containers.conf or $HOME/.config/containers/containers.conf) file.


	label=nested: Allows SELinux modifications within the container. Containers are allowed to modify SELinux labels on files and processes, as long as SELinux policy allows. Without nested, containers view SELinux as disabled, even when it is enabled on the host. Containers are prevented from setting any labels.


	mask=/path/1:/path/2: The paths to mask separated by a colon. A masked path cannot be accessed inside the container.


	no-new-privileges: Disable container processes from gaining additional privileges through the execve(2) system call (e.g. via setuid or setgid bits, or via file capabilities). Programs that rely on setuid/setgid bits set on their executable to change user id or group id are no longer able to do so, and any file capabilities added to the executable (e.g. via setcap) are not added to the permitted capability set. For more details, see: https://docs.kernel.org/userspace-api/no_new_privs.html.


	seccomp=unconfined: Turn off seccomp confinement for the container.


	seccomp=profile.json: JSON file to be used as a seccomp filter. Note that the io.podman.annotations.seccomp annotation is set with the specified value as shown in podman inspect.


	proc-opts=OPTIONS : Comma-separated list of options to use for the /proc mount. More details
for the possible mount options are specified in the proc(5) man page.


	unmask=ALL or /path/1:/path/2, or shell expanded paths (/proc/*): Paths to unmask separated by a colon. If set to ALL, it unmasks all the paths that are masked or made read-only by default.
The default masked paths are /proc/acpi, /proc/kcore, /proc/keys, /proc/latency_stats, /proc/sched_debug, /proc/scsi, /proc/timer_list, /proc/timer_stats, /sys/firmware, and /sys/fs/selinux, /sys/devices/virtual/powercap.  The default paths that are read-only are /proc/asound, /proc/bus, /proc/fs, /proc/irq, /proc/sys, /proc/sysrq-trigger, /sys/fs/cgroup.




Note: Labeling can be disabled for all containers by setting label=false in the containers.conf(5) file.



--shm-size=number[unit]

Size of /dev/shm. A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).
If the unit is omitted, the system uses bytes. If the size is omitted, the default is 64m.
When size is 0, there is no limit on the amount of memory used for IPC by the container.
This option conflicts with --ipc=host.



--shm-size-systemd=number[unit]

Size of systemd-specific tmpfs mounts such as /run, /run/lock, /var/log/journal and /tmp.
A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).
If the unit is omitted, the system uses bytes. If the size is omitted, the default is 64m.
When size is 0, the usage is limited to 50% of the host’s available memory.



--sig-proxy

Proxy received signals to the container process. SIGCHLD, SIGURG, SIGSTOP, and SIGKILL are not proxied.

The default is true.



--stop-signal=signal

Signal to stop a container. Default is SIGTERM.



--stop-timeout=seconds

Timeout to stop a container. Default is 10.
Remote connections use local containers.conf for defaults.



--subgidname=name

Run the container in a new user namespace using the map with name in the /etc/subgid file.
If running rootless, the user needs to have the right to use the mapping. See subgid(5).
This flag conflicts with --userns and --gidmap.



--subuidname=name

Run the container in a new user namespace using the map with name in the /etc/subuid file.
If running rootless, the user needs to have the right to use the mapping. See subuid(5).
This flag conflicts with --userns and --uidmap.



--sysctl=name=value

Configure namespaced kernel parameters at runtime.

For the IPC namespace, the following sysctls are allowed:


	kernel.msgmax


	kernel.msgmnb


	kernel.msgmni


	kernel.sem


	kernel.shmall


	kernel.shmmax


	kernel.shmmni


	kernel.shm_rmid_forced


	Sysctls beginning with fs.mqueue.*




Note: if using the --ipc=host option, the above sysctls are not allowed.

For the network namespace, only sysctls beginning with net.* are allowed.

Note: if using the --network=host option, the above sysctls are not allowed.



--systemd=true | false | always

Run container in systemd mode. The default is true.


	true enables systemd mode only when the command executed inside the container is systemd, /usr/sbin/init,
/sbin/init or /usr/local/sbin/init.


	false disables systemd mode.


	always enforces the systemd mode to be enabled.




Running the container in systemd mode causes the following changes:


	Podman mounts tmpfs file systems on the following directories


	/run


	/run/lock


	/tmp


	/sys/fs/cgroup/systemd (on a cgroup v1 system)


	/var/lib/journal






	Podman sets the default stop signal to SIGRTMIN+3.


	Podman sets container_uuid environment variable in the container to the
first 32 characters of the container ID.


	Podman does not mount virtual consoles (/dev/tty\d+) when running with --privileged.


	On cgroup v2, /sys/fs/cgroup is mounted writable.




This allows systemd to run in a confined container without any modifications.

Note that on SELinux systems, systemd attempts to write to the cgroup
file system. Containers writing to the cgroup file system are denied by default.
The container_manage_cgroup boolean must be enabled for this to be allowed on an SELinux separated system.

setsebool -P container_manage_cgroup true







--timeout=seconds

Maximum time a container is allowed to run before conmon sends it the kill
signal.  By default containers run until they exit or are stopped by
podman stop.



--tls-verify

Require HTTPS and verify certificates when contacting registries (default: true).
If explicitly set to true, TLS verification is used.
If set to false, TLS verification is not used.
If not specified, TLS verification is used unless the target registry
is listed as an insecure registry in containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]



--tmpfs=fs

Create a tmpfs mount.

Mount a temporary filesystem (tmpfs) mount into a container, for example:

$ podman run -d --tmpfs /tmp:rw,size=787448k,mode=1777 my_image





This command mounts a tmpfs at /tmp within the container. The supported mount
options are the same as the Linux default mount flags. If no options are specified,
the system uses the following options:
rw,noexec,nosuid,nodev.



--tty, -t

Allocate a pseudo-TTY. The default is false.

When set to true, Podman allocates a pseudo-tty and attach to the standard
input of the container. This can be used, for example, to run a throwaway
interactive shell.

NOTE: The --tty flag prevents redirection of standard output.  It combines STDOUT and STDERR, it can insert control characters, and it can hang pipes. This option is only used when run interactively in a terminal. When feeding input to Podman, use -i only, not -it.

echo "asdf" | podman run --rm -i someimage /bin/cat







--tz=timezone

Set timezone in container. This flag takes area-based timezones, GMT time, as well as local, which sets the timezone in the container to match the host machine. See /usr/share/zoneinfo/ for valid timezones.
Remote connections use local containers.conf for defaults



--uidmap=[flags]container_uid:from_uid[:amount]

Run the container in a new user namespace using the supplied UID mapping. This
option conflicts with the --userns and --subuidname options. This
option provides a way to map host UIDs to container UIDs. It can be passed
several times to map different ranges.

The possible values of the optional flags are discussed further down on this page.
The amount value is optional and assumed to be 1 if not given.

The from_uid value is based upon the user running the command, either rootful or rootless users.


	rootful user:  [flags]container_uid:host_uid[:amount]


	rootless user: [flags]container_uid:intermediate_uid[:amount]

Rootful mappings





When podman run is called by a privileged user, the option --uidmap
works as a direct mapping between host UIDs and container UIDs.

host UID -> container UID

The amount specifies the number of consecutive UIDs that is mapped.
If for example amount is 4 the mapping looks like:



	host UID

	container UID





	from_uid

	container_uid



	from_uid + 1

	container_uid + 1



	from_uid + 2

	container_uid + 2



	from_uid + 3

	container_uid + 3






Rootless mappings

When podman run is called by an unprivileged user (i.e. running rootless),
the value from_uid is interpreted as an “intermediate UID”. In the rootless
case, host UIDs are not mapped directly to container UIDs. Instead the mapping
happens over two mapping steps:

host UID -> intermediate UID -> container UID

The --uidmap option only influences the second mapping step.

The first mapping step is derived by Podman from the contents of the file
/etc/subuid and the UID of the user calling Podman.

First mapping step:



	host UID

	intermediate UID





	UID for Podman user

	0



	1st subordinate UID

	1



	2nd subordinate UID

	2



	3rd subordinate UID

	3



	nth subordinate UID

	n






To be able to use intermediate UIDs greater than zero, the user needs to have
subordinate UIDs configured in /etc/subuid. See subuid(5).

The second mapping step is configured with --uidmap.

If for example amount is 5 the second mapping step looks like:



	intermediate UID

	container UID





	from_uid

	container_uid



	from_uid + 1

	container_uid + 1



	from_uid + 2

	container_uid + 2



	from_uid + 3

	container_uid + 3



	from_uid + 4

	container_uid + 4






When running as rootless, Podman uses all the ranges configured in the /etc/subuid file.

The current user ID is mapped to UID=0 in the rootless user namespace.
Every additional range is added sequentially afterward:



	host

	rootless user namespace

	length





	$UID

	0

	1



	1

	$FIRST_RANGE_ID

	$FIRST_RANGE_LENGTH



	1+$FIRST_RANGE_LENGTH

	$SECOND_RANGE_ID

	$SECOND_RANGE_LENGTH






Referencing a host ID from the parent namespace

As a rootless user, the given host ID in --uidmap or --gidmap
is mapped from the intermediate namespace generated by Podman. Sometimes
it is desirable to refer directly at the host namespace. It is possible
to manually do so, by running podman unshare cat /proc/self/gid_map,
finding the desired host id at the second column of the output, and getting
the corresponding intermediate id from the first column.

Podman can perform all that by preceding the host id in the mapping
with the @ symbol. For instance, by specifying --gidmap 100000:@2000:1,
podman will look up the intermediate id corresponding to host id 2000 and
it will map the found intermediate id to the container id 100000. The
given host id must have been subordinated (otherwise it would not be mapped
into the intermediate space in the first place).

If the length is greater than one, for instance with --gidmap 100000:@2000:2,
Podman will map host ids 2000 and 2001 to 100000 and 100001, respectively,
regardless of how the intermediate mapping is defined.

Extending previous mappings

Some mapping modifications may be cumbersome. For instance, a user
starts with a mapping such as --gidmap="0:0:65000", that needs to be
changed such as the parent id 1 is mapped to container id 100000
instead, leaving container id 1 unassigned. The corresponding --gidmap
becomes --gidmap="0:0:1" --gidmap="2:2:65534" --gidmap="100000:1:1".

This notation can be simplified using the + flag, that takes care of
breaking previous mappings removing any conflicting assignment with
the given mapping. The flag is given before the container id
as follows: --gidmap="0:0:65000" --gidmap="+100000:1:1"



	Flag

	Example

	Description





	+

	+100000:1:1

	Extend the previous mapping






This notation leads to gaps in the assignment, so it may be convenient to
fill those gaps afterwards: --gidmap="0:0:65000" --gidmap="+100000:1:1" --gidmap="1:65001:1"

One specific use case for this flag is in the context of rootless
users. A rootless user may specify mappings with the + flag as
in --gidmap="+100000:1:1". Podman will then “fill the gaps” starting
from zero with all the remaining intermediate ids. This is convenient when
a user wants to map a specific intermediate id to a container id, leaving
the rest of subordinate ids to be mapped by Podman at will.

Passing only one of --uidmap or --gidmap

Usually, subordinated user and group ids are assigned simultaneously, and
for any user the subordinated user ids match the subordinated group ids.
For convenience, if only one of --uidmap or --gidmap is given,
podman assumes the mapping refers to both UIDs and GIDs and applies the
given mapping to both. If only one value of the two needs to be changed,
the mappings should include the u or the g flags to specify that
they only apply to UIDs or GIDs and should not be copied over.



	flag

	Example

	Description





	u

	u20000:2000:1

	The mapping only applies to UIDs



	g

	g10000:1000:1

	The mapping only applies to GIDs






For instance given the command

podman run --gidmap "0:0:1000" --gidmap "g2000:2000:1"





Since no --uidmap is given, the --gidmap is copied to --uidmap,
giving a command equivalent to

podman run --gidmap "0:0:1000" --gidmap "2000:2000:1" --uidmap "0:0:1000"





The --gidmap "g2000:2000:1" used the g flag and therefore it was
not copied to --uidmap.

Rootless mapping of additional host GIDs

A rootless user may desire to map a specific host group that has already been
subordinated within /etc/subgid without specifying the rest of the mapping.

This can be done with --gidmap “+gcontainer_gid:@host_gid”

Where:


	The host GID is given through the @ symbol


	The mapping of this GID is not copied over to --usermap thanks to the g flag.


	The rest of the container IDs will be mapped starting from 0 to n,
with all the remaining subordinated GIDs, thanks to the + flag.




For instance, if a user belongs to the group 2000 and that group is
subordinated to that user (with usermod --add-subgids 2000-2000 $USER),
the user can map the group into the container with: --gidmap=+g100000:@2000.

If this mapping is combined with the option, --group-add=keep-groups, the
process in the container will belong to group 100000, and files belonging
to group 2000 in the host will appear as being owned by group 100000
inside the container.

podman run --group-add=keep-groups --gidmap="+g100000:@2000" ...





No subordinate UIDs

Even if a user does not have any subordinate UIDs in  /etc/subuid,
--uidmap can be used to map the normal UID of the user to a
container UID by running podman run --uidmap $container_uid:0:1 --user $container_uid ....

Pods

The --uidmap option cannot be called in conjunction with the --pod option as a uidmap cannot be set on the container level when in a pod.



--ulimit=option

Ulimit options. Sets the ulimits values inside of the container.

--ulimit with a soft and hard limit in the format =
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NAME

podman-save - Save image(s) to an archive



SYNOPSIS

podman save [options] name[:tag]

podman image save [options] name[:tag]



DESCRIPTION

podman save saves an image to a local file or directory.
podman save writes to STDOUT by default and can be redirected to a
file using the output flag. The quiet flag suppresses the output when set.
podman save saves parent layers of the image(s) and the image(s) can be loaded using podman load.
To export the containers, use the podman export.
Note: : is a restricted character and cannot be part of the file name.



OPTIONS


--compress

Compress tarball image layers when pushing to a directory using the ‘dir’ transport. (default is same compression type, compressed or uncompressed, as source)

Note: This flag can only be set with --format=docker-dir.



--format=format

An image format to produce, one of:



	Format

	Description





	docker-archive

	A tar archive interoperable with docker load(1) (the default)



	oci-archive

	A tar archive using the OCI Image Format



	oci-dir

	A directory using the OCI Image Format



	docker-dir

	dir transport (see containers-transports(5)) with v2s2 manifest type








--help, -h

Print usage statement



--multi-image-archive, -m

Allow for creating archives with more than one image.  Additional names are interpreted as images instead of tags.  Only supported for --format=docker-archive.
The default for this option can be modified via the multi_image_archive="true"|"false" flag in containers.conf.



--output, -o=file

Write to a file, default is STDOUT



--quiet, -q

Suppress the output



--uncompressed

Accept uncompressed layers when using one of the OCI formats.




EXAMPLES

Save image to a local file without displaying progress.

$ podman save --quiet -o alpine.tar alpine:2.6





Save image to stdout and redirect content via shell.

$ podman save alpine > alpine-all.tar





Save image in oci-archive format to the local file.

$ podman save -o oci-alpine.tar --format oci-archive alpine





Save image compressed in docker-dir format.

$ podman save --compress --format docker-dir -o alp-dir alpine
Getting image source signatures
Copying blob sha256:2fdfe1cd78c20d05774f0919be19bc1a3e4729bce219968e4188e7e0f1af679d
 1.97 MB / 1.97 MB [========================================================] 0s
Copying config sha256:501d1a8f0487e93128df34ea349795bc324d5e0c0d5112e08386a9dfaff620be
 584 B / 584 B [============================================================] 0s
Writing manifest to image destination
Storing signatures







SEE ALSO

podman(1), podman-load(1), containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md], containers-transports(5) [https://github.com/containers/image/blob/main/docs/containers-transports.5.md]



HISTORY

July 2017, Originally compiled by Urvashi Mohnani umohnani@redhat.com
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NAME

podman-search - Search a registry for an image



SYNOPSIS

podman search [options] term



DESCRIPTION

podman search searches a registry or a list of registries for a matching image.
The user can specify which registry to search by prefixing the registry in the search term
(e.g., registry.fedoraproject.org/fedora).  By default, all
unqualified-search registries in containers-registries.conf(5) are used.

The default number of results is 25. The number of results can be limited using the --limit flag.
If more than one registry is being searched, the limit is applied to each registry. The output can be filtered
using the --filter flag. To get all available images in a registry without a specific
search term, the user can just enter the registry name with a trailing “/” (example registry.fedoraproject.org/).

Note that podman search is not a reliable way to determine the presence or existence of an image.
The search behavior of the v1 and v2 Docker distribution API is specific to the implementation of each registry.
Some registries may not support searching at all.
Further note that searching without a search term only works for registries that implement the v2 API.

podman [GLOBAL OPTIONS]

podman search [GLOBAL OPTIONS]

podman search [OPTIONS] TERM



OPTIONS


--authfile=path

Path of the authentication file. Default is ${XDG_RUNTIME_DIR}/containers/auth.json on Linux, and $HOME/.config/containers/auth.json on Windows/macOS.
The file is created by podman login. If the authorization state is not found there, $HOME/.docker/config.json is checked, which is set using docker login.

Note: There is also the option to override the default path of the authentication file by setting the REGISTRY_AUTH_FILE environment variable. This can be done with export REGISTRY_AUTH_FILE=path.



--cert-dir=path

Use certificates at path (*.crt, *.cert, *.key) to connect to the registry. (Default: /etc/containers/certs.d)
For details, see containers-certs.d(5) [https://github.com/containers/image/blob/main/docs/containers-certs.d.5.md].
(This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)



--compatible

After the name and the description, also show the stars, official and automated descriptors as Docker does.
Podman does not show these descriptors by default since they are not supported by most public container registries.



--creds=[username[:password]]

The [username[:password]] to use to authenticate with the registry, if required.
If one or both values are not supplied, a command line prompt appears and the
value can be entered. The password is entered without echo.

Note that the specified credentials are only used to authenticate against
target registries.  They are not used for mirrors or when the registry gets
rewritten (see containers-registries.conf(5)); to authenticate against those
consider using a containers-auth.json(5) file.



--filter, -f=filter

Filter output based on conditions provided (default [])

Supported filters are:


	stars (int) - minimum number of stars required for images to show


	is-automated (boolean - true | false) - is the image automated or not


	is-official (boolean - true | false) - is the image official or not






--format=format

Change the output format to a Go template

Valid placeholders for the Go template are listed below:



	Placeholder

	Description





	.Automated

	“[OK]” if image is automated



	.Description

	Image description



	.Index

	Registry



	.Name

	Image name



	.Official

	“[OK]” if image is official



	.Stars

	Star count of image



	.Tag

	Repository tag






Note: use .Tag only if the --list-tags is set.



--help, -h

Print usage statement



--limit=limit

Limit the number of results (default 25).
Note: The results from each registry is limited to this value.
Example if limit is 10 and two registries are being searched, the total
number of results is 20, 10 from each (if there are at least 10 matches in each).
The order of the search results is the order in which the API endpoint returns the results.



--list-tags

List the available tags in the repository for the specified image.
Note: --list-tags requires the search term to be a fully specified image name.
The result contains the Image name and its tag, one line for every tag associated with the image.



--no-trunc

Do not truncate the output (default false).



--tls-verify

Require HTTPS and verify certificates when contacting registries (default: true).
If explicitly set to true, TLS verification is used.
If set to false, TLS verification is not used.
If not specified, TLS verification is used unless the target registry
is listed as an insecure registry in containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md]




EXAMPLES

Search for images containing the specified name, returning the first three images from each defined registry.

$ podman search --limit 3 fedora
NAME                                           DESCRIPTION
registry.fedoraproject.org/f29/fedora-toolbox
registry.fedoraproject.org/f30/fedora-toolbox
registry.fedoraproject.org/f31/fedora-toolbox
docker.io/library/fedora                       Official Docker builds of Fedora
docker.io/kasmweb/fedora-37-desktop            Fedora 37 desktop for Kasm Workspaces
docker.io/kasmweb/fedora-38-desktop            Fedora 38 desktop for Kasm Workspaces
quay.io/fedora/fedora
quay.io/containerdisks/fedora                  # Fedora Containerdisk Images  <img src="htt...
quay.io/fedora/fedora-minimal





Note that the Stars, Official and Automated descriptors are only available on Docker Hub and are hence not displayed by default.

$ podman search --format "{{.Name}}\t{{.Stars}}\t{{.Official}}" alpine --limit 3
docker.io/library/alpine       7956        [OK]
docker.io/alpine/git           192
docker.io/anapsix/alpine-java  474
quay.io/libpod/alpine          0
quay.io/vqcomms/alpine-tools   0
quay.io/wire/alpine-deps       0





Search and list tags for the specified image returning the first four images from each defined registry.

$ podman search --list-tags registry.access.redhat.com/ubi8 --limit 4
NAME                             TAG
registry.access.redhat.com/ubi8  8.4-211
registry.access.redhat.com/ubi8  8.4-206.1626828523-source
registry.access.redhat.com/ubi8  8.4-199
registry.access.redhat.com/ubi8  8.4-211-source





Note: This works only with registries that implement the v2 API. If tried with a v1 registry an error is returned.



FILES

registries.conf (/etc/containers/registries.conf)

registries.conf is the configuration file which specifies which container registries is consulted when completing image names which do not include a registry or domain portion.



SEE ALSO

podman(1), containers-registries(5) [https://github.com/containers/image/blob/main/docs/containers-registries.5.md]



HISTORY

January 2018, Originally compiled by Urvashi Mohnani umohnani@redhat.com
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NAME

podman-secret-create - Create a new secret



SYNOPSIS

podman secret create [options] name file|-



DESCRIPTION

Creates a secret using standard input or from a file for the secret content.

Create accepts a path to a file, or -, which tells podman to read the secret from stdin

A secret is a blob of sensitive data which a container needs at runtime but
is not stored in the image or in source control, such as usernames and passwords,
TLS certificates and keys, SSH keys or other important generic strings or binary content (up to 512 kB in size).

Secrets are not committed to an image with podman commit, and do not get committed in the archive created by a podman export command.

Secrets can also be used to store passwords for podman login to authenticate against container registries.



OPTIONS


--driver, -d=driver

Specify the secret driver (default file).



--driver-opts=key1=val1,key2=val2

Specify driver specific options.



--env=false

Read secret data from environment variable.



--help

Print usage statement.



--ignore=false

If a secret with the same name already exists, do not return an error and return the existing secret’s ID instead of creating a new one.
Cannot be used with --replace.
The default is false.



--label, -l=key=val1,key2=val2

Add label to secret. These labels can be viewed in podman secrete inspect or ls.



--replace=false

If existing secret with the same name already exists, update the secret.
The --replace option does not change secrets within existing containers, only newly created containers.
Cannot be used with --ignore.
The default is false.




SECRET DRIVERS


file

Secret resides in a read-protected file.



pass

Secret resides in a GPG-encrypted file.



shell

Secret is managed by custom scripts. An environment variable SECRET_ID
is passed to the scripts (except for list), and secrets are communicated
via stdin/stdout (where applicable). Driver options list, lookup,
store, and delete serve to install the scripts:

[secrets]
driver = "shell"

[secrets.opts]
list =
lookup =
store =
delete =








EXAMPLES

Create the specified secret based on a local file.

echo -n mysecret > ./secret.txt
$ podman secret create my_secret ./secret.txt





Create the specified secret via stdin.

$ printf <secret> | podman secret create my_secret -





Create or rotate a cryptographically secure random secret just under the maximum 512000 bytes via stdin.

openssl rand -base64 378000 | podman secret create --replace my_secret -





Mount a local file-based secret securely in a container.

podman run --rm --secret source=my_secret,type=mount,uid=1001,gid=1001,mode=440 docker.io/library/alpine ls -l /run/secrets/my_secret





Create gpg encrypted secret based on a local file using the pass driver.

$ podman secret create --driver=pass my_secret ./secret.txt.gpg





Create a secret from an environment variable called ‘MYSECRET’.

$ podman secret create --env=true my_secret MYSECRET







SEE ALSO

podman(1), podman-secret(1), podman-login(1), podman-run(1)



HISTORY


	January 2021, Originally compiled by Ashley Cui acui@redhat.com


	February 2024, Added example showing secret creation from an environment variable by Brett Calliss brett@obligatory.email


	May 2025, Added example showing secure secret generation / rotation & mounting by Stuart Cardall [https://github.com/itoffshore]
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NAME

podman-secret-exists - Check if the given secret exists



SYNOPSIS

podman secret exists secret



DESCRIPTION

podman secret exists checks if a secret exists. Podman returns an exit code
of 0 when the secret is found. A 1 is returned otherwise. An exit code of
125 indicates there was another issue.



OPTIONS


--help, -h

Print usage statement




EXAMPLE

Check if a secret called mysecret exists (the secret does actually exist).

$ podman secret exists mysecret
$ echo $?
0
$





Check if a secret called mypassword exists (the secret does not actually exist).

$ podman secret exists mypassword
$ echo $?
1
$







SEE ALSO

podman(1), podman-secret(1)



HISTORY

April 2023, Originally compiled by Ygal Blum <ygal.blum@gmail.com>
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NAME

podman-secret-inspect - Display detailed information on one or more secrets



SYNOPSIS

podman secret inspect [options] secret […]



DESCRIPTION

Inspects the specified secret.

By default, this renders all results in a JSON array. If a format is specified, the given template is executed for each result.
Secrets can be queried individually by providing their full name or a unique partial name.



OPTIONS


--format, -f=format

Format secret output using Go template.



	Placeholder

	Description





	.CreatedAt …

	When secret was created (relative timestamp, human-readable)



	.ID

	ID of secret



	.SecretData

	Secret Data (Displayed only with --showsecret option)



	.Spec …

	Details of secret



	.Spec.Driver …

	Driver info



	.Spec.Driver.Name

	Driver name (string)



	.Spec.Driver.Options …

	Driver options (map of driver-specific options)



	.Spec.Labels …

	Labels for this secret



	.Spec.Name

	Name of secret



	.UpdatedAt …

	When secret was last updated (relative timestamp, human-readable)








--help

Print usage statement.



--pretty

Print inspect output in human-readable format. Ignores fields from --format.



--showsecret

Display secret data




EXAMPLES

Inspect the secret mysecret.

$ podman secret inspect mysecret





Inspect the secret mysecret and print it in a human readable format instead of JSON, with the default fields.

$ podman secret inspect --pretty mysecret





Inspect the secret mysecret and display the Name and Labels field.

$ podman secret inspect --format "{{.Spec.Name}} {{.Spec.Labels}}" mysecret





Inspect the secret mysecret and display the Name and SecretData fields. Note this will display the secret data to the screen.

$ podman secret inspect --showsecret --format "{{.Spec.Name}} {{.SecretData}}" mysecret







SEE ALSO

podman(1), podman-secret(1)



HISTORY

January 2021, Originally compiled by Ashley Cui acui@redhat.com
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NAME

podman-secret-ls - List all available secrets



SYNOPSIS

podman secret ls [options]



DESCRIPTION

Lists all the secrets that exist. The output can be formatted to a Go template using the --format option.



OPTIONS


--filter, -f=filter=value

Filter output based on conditions given.
Multiple filters can be given with multiple uses of the --filter option.

Valid filters are listed below:



	Filter

	Description





	name

	[Name] Secret name (accepts regex)



	id

	[ID] Full or partial secret ID








--format=format

Format secret output using Go template.

Valid placeholders for the Go template are listed below:



	Placeholder

	Description





	.CreatedAt

	When secret was created (relative timestamp, human-readable)



	.Driver

	Driver name (string)



	.ID

	ID of secret



	.Name

	Name of secret



	.UpdatedAt

	When secret was last updated (relative timestamp, human-readable)








--noheading, -n

Omit the table headings from the listing.



--quiet, -q

Print secret IDs only.




EXAMPLES

List all secrets.

$ podman secret ls





List the name field of all secrets.

$ podman secret ls --format "{{.Name}}"





List all secrets whose name includes the specified string.

$ podman secret ls --filter name=confidential







SEE ALSO

podman(1), podman-secret(1)



HISTORY

January 2021, Originally compiled by Ashley Cui acui@redhat.com
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NAME

podman-secret-rm - Remove one or more secrets



SYNOPSIS

podman secret rm [options] secret […]



DESCRIPTION

Removes one or more secrets.

podman secret rm is safe to use on secrets that are in use by a container.
The created container has access to the secret data because secrets are
copied and mounted into the container when a container is created. If a secret is deleted and
another secret is created with the same name, the secret inside the container does not change;
the old secret value still remains.



OPTIONS


--all, -a

Remove all existing secrets.



--help

Print usage statement.



--ignore, -i

Ignore errors when specified secrets are not present.




EXAMPLES

Remove secrets mysecret1 and mysecret2.

$ podman secret rm mysecret1 mysecret2





Remove all secrets

$ podman secret rm --all
3fa78977c813cca1d5b1a4570
4ee314533b16a47d0d8c6e775





Removes the specified secrets. No error is thrown if a non-existent secret is included.

$ podman secret rm --ignore mysecret1 mysecret2 non_existent_secret
9bb0cad56c4a610da8ebca0cc
3c497981215f1b5dd9ce19cde







SEE ALSO

podman(1), podman-secret(1)



HISTORY

January 2021, Originally compiled by Ashley Cui acui@redhat.com
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NAME

podman-secret - Manage podman secrets



SYNOPSIS

podman secret subcommand



DESCRIPTION

podman secret is a set of subcommands that manage secrets.



SUBCOMMANDS



	Command

	Man Page

	Description





	create

	podman-secret-create(1)

	Create a new secret



	exists

	podman-secret-exists(1)

	Check if the given secret exists



	inspect

	podman-secret-inspect(1)

	Display detailed information on one or more secrets



	ls

	podman-secret-ls(1)

	List all available secrets



	rm

	podman-secret-rm(1)

	Remove one or more secrets








SEE ALSO

podman(1)



HISTORY

January 2021, Originally compiled by Ashley Cui acui@redhat.com
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NAME

podman-start - Start one or more containers



SYNOPSIS

podman start [options] container …

podman container start [options] container …



DESCRIPTION

Start one or more containers using container IDs or names as input.  The attach and interactive
options cannot be used to override the --tty and --interactive options from when the container
was created. Starting an already running container with the --attach option, Podman simply
attaches to the container.



OPTIONS


--all

Start all the containers, default is only running containers.



--attach, -a

Attach container’s STDOUT and STDERR.  The default is false. This option cannot be used when
starting multiple containers.



--detach-keys=sequence

Specify the key sequence for detaching a container. Format is a single character [a-Z] or one or more ctrl-<value> characters where <value> is one of: a-z, @, ^, [, , or _. Specifying “” disables this feature. The default is ctrl-p,ctrl-q.

This option can also be set in containers.conf(5) file.



--filter, -f=filter

Filter what containers start.
Multiple filters can be given with multiple uses of the --filter flag.
Filters with the same key work inclusive with the only exception being
label which is exclusive. Filters with different keys always work exclusive.

Valid filters are listed below:



	Filter

	Description





	id

	[ID] Container’s ID (CID prefix match by default; accepts regex)



	name

	[Name] Container’s name (accepts regex)



	label

	[Key] or [Key=Value] Label assigned to a container



	label!

	[Key] or [Key=Value] Label NOT assigned to a container



	exited

	[Int] Container’s exit code



	status

	[Status] Container’s status: ‘created’, ‘initialized’, ‘exited’, ‘paused’, ‘running’, ‘unknown’



	ancestor

	[ImageName] Image or descendant used to create container (accepts regex)



	before

	[ID] or [Name] Containers created before this container



	since

	[ID] or [Name] Containers created since this container



	volume

	[VolumeName] or [MountpointDestination] Volume mounted in container



	health

	[Status] healthy or unhealthy



	pod

	[Pod] name or full or partial ID of pod



	network

	[Network] name or full ID of network



	restart-policy

	[Policy] Container’s restart policy (e.g., ‘no’, ‘on-failure’, ‘always’, ‘unless-stopped’)



	until

	[DateTime] Containers created before the given duration or time.



	command

	[Command] the command the container is executing, only argv[0] is taken



	should-start-on-boot

	[Bool] Containers that need to be restarted after system reboot. True for containers with restart policy ‘always’, or ‘unless-stopped’ that were not explicitly stopped by the user








--interactive, -i

When set to true, make stdin available to the contained process. If false, the stdin of the contained process is empty and immediately closed.

If attached, stdin is piped to the contained process. If detached, reading stdin will block until later attached.

Caveat: Podman will consume input from stdin as soon as it becomes available, even if the contained process doesn’t request it.



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)



--sig-proxy

Proxy received signals to the container process. SIGCHLD, SIGURG, SIGSTOP, and SIGKILL are not proxied.

The default is true when attaching, false otherwise.




EXAMPLE

Start specified container:

podman start mywebserver





Start multiple containers:

podman start 860a4b231279 5421ab43b45





Start specified container in interactive mode with terminal attached:

podman start --interactive --attach 860a4b231279





Start last created container in interactive mode (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines):

podman start -i -l





Start containers by label:

$ podman start --filter label=app=frontend
9351ccb3ef4272532bc0c188bd4f0ddfc2b0de217732cd108259ea126b014647





Start container by name:

$ podman start --filter name=backend-app1
93308911bd4769cda03b75eb7f56588e862e0ea3568f25e1e3defa4138b9b973





Start containers by status:

$ podman start --filter status=exited
f8e85f84a749b205fb602895afa6ec8a866045ff27b82f843033712c8b93a2c9
34f997d354017a0076402c3a79245a5b8bd11b597c84385bec25ae8941fd5238
47972eb04aa7c77705b597a929957d1e8a392e00b44c0a2a7f88a01f9f860d11





Start container by name:

$ podman start --filter name=backend-app1
93308911bd4769cda03b75eb7f56588e862e0ea3568f25e1e3defa4138b9b973





Start containers by volume:

$ podman start --filter volume=web-vol
4a3332649ed8bec1e0d82e113074b9a13d45582007aeac969c005992cc480a73





Start container by network:

$ podman start --filter network=web-net
4a3332649ed8bec1e0d82e113074b9a13d45582007aeac969c005992cc480a73
f8e85f84a749b205fb602895afa6ec8a866045ff27b82f843033712c8b93a2c9





Start container by ancestor:

$ podman start --filter ancestor=nginx
4a3332649ed8bec1e0d82e113074b9a13d45582007aeac969c005992cc480a73
47972eb04aa7c77705b597a929957d1e8a392e00b44c0a2a7f88a01f9f860d11







SEE ALSO

podman(1)



HISTORY

November 2018, Originally compiled by Brent Baude bbaude@redhat.com
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NAME

podman-stats - Display a live stream of one or more container’s resource usage statistics



SYNOPSIS

podman stats [options] [container]

podman container stats [options] [container]



DESCRIPTION

Display a live stream of one or more containers’ resource usage statistics

Note:  Podman stats does not work in rootless environments that use cgroups v1.
Podman stats relies on cgroup information for statistics, and cgroup v1 is not
supported for rootless use cases.

Note: Rootless environments that use cgroups v2 are not able to report statistics
about their networking usage.



OPTIONS


--all, -a

Show all containers.  Only running containers are shown by default



--format=template

Pretty-print container statistics to JSON or using a Go template

Valid placeholders for the Go template are listed below:



	Placeholder

	Description





	.AvgCPU

	Average CPU, full precision float



	.AVGCPU

	Average CPU, formatted as a percent



	.BlockInput

	Total data read from block device



	.BlockIO

	Total data read/total data written to block device



	.BlockOutput

	Total data written to block device



	.ContainerID

	Container ID, full (untruncated) hash



	.ContainerStats …

	Nested structure, for experts only



	.CPU

	Percent CPU, full precision float



	.CPUNano

	CPU Usage, total, in nanoseconds



	.CPUPerc

	Percentage of CPU used



	.CPUSystemNano

	CPU Usage, kernel, in nanoseconds



	.Duration

	Same as CPUNano



	.ID

	Container ID, truncated



	.MemLimit

	Memory limit, in bytes



	.MemPerc

	Memory percentage used



	.MemUsage

	Memory usage



	.MemUsageBytes

	Memory usage (IEC)



	.Name

	Container Name



	.NetIO

	Network IO



	.Network …

	Network I/O, separated by network interface



	.PerCPU

	CPU time consumed by all tasks [1]



	.PIDs

	Number of PIDs



	.PIDS

	Number of PIDs (yes, we know this is a dup)



	.SystemNano

	Current system datetime, nanoseconds since epoch



	.Up

	Duration (CPUNano), in human-readable form



	.UpTime

	Same as Up






[1] Cgroups V1 only

When using a Go template, precede the format with table to print headers.



--interval, -i=seconds

Time in seconds between stats reports, defaults to 5 seconds.



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)



--no-reset

Do not clear the terminal/screen in between reporting intervals



--no-stream

Disable streaming stats and only pull the first result, default setting is false



--no-trunc

Do not truncate output




EXAMPLE

List statistics about all running containers without streaming mode:

# podman stats -a --no-stream
ID             NAME              CPU %   MEM USAGE / LIMIT   MEM %   NET IO    BLOCK IO   PIDS
a9f807ffaacd   frosty_hodgkin    --      3.092MB / 16.7GB    0.02%   -- / --   -- / --    2
3b33001239ee   sleepy_stallman   --      -- / --             --      -- / --   -- / --    --





List the specified container’s statistics in streaming mode:

# podman stats a9f80
ID             NAME             CPU %   MEM USAGE / LIMIT   MEM %   NET IO    BLOCK IO   PIDS
a9f807ffaacd   frosty_hodgkin   --      3.092MB / 16.7GB    0.02%   -- / --   -- / --    2





List the specified statistics about the specified container in table format:

$ podman stats --no-trunc 3667 --format 'table {{ .ID }} {{ .MemUsage }}'
ID                                                                MEM USAGE / LIMIT
3667c6aacb06aac2eaffce914c01736420023d56ef9b0f4cfe58b6d6a78b7503  49.15kB / 67.17GB





List the specified container statistics in JSON format:

# podman stats --no-stream --format=json a9f80
[
    {
	"id": "a9f807ffaacd",
	"name": "frosty_hodgkin",
	"cpu_percent": "--",
	"mem_usage": "3.092MB / 16.7GB",
	"mem_percent": "0.02%",
	"netio": "-- / --",
	"blocki": "-- / --",
	"pids": "2"
    }
]





List the specified container statistics in table format:

# podman stats --no-stream --format "table {{.ID}} {{.Name}} {{.MemUsage}}" 6eae
ID             NAME           MEM USAGE / LIMIT
6eae9e25a564   clever_bassi   3.031MB / 16.7GB





Note: When using a slirp4netns network with the rootlesskit port
handler, the traffic sent via the port forwarding is accounted to
the lo device.  Traffic accounted to lo is not accounted in the
stats output.



SEE ALSO

podman(1)



HISTORY

July 2017, Originally compiled by Ryan Cole rycole@redhat.com
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NAME

podman-stop - Stop one or more running containers



SYNOPSIS

podman stop [options] container …

podman container stop [options] container …



DESCRIPTION

Stops one or more containers using container IDs or names as input. The --time option
specifies the number of seconds to wait before forcibly stopping the container after the stop command
is issued to the container. The default is 10 seconds. By default, containers are stopped with SIGTERM
and then SIGKILL after the timeout. The SIGTERM default can be overridden by the image used to create the
container and also via command line when creating the container.



OPTIONS


--all, -a

Stop all running containers.  This does not include paused containers.



--cidfile=file

Read container ID from the specified file and stop the container.
Can be specified multiple times.

Command does not fail when file is missing and user specified --ignore.



--filter, -f=filter

Filter what containers stop.
Multiple filters can be given with multiple uses of the --filter flag.
Filters with the same key work inclusive with the only exception being
label which is exclusive. Filters with different keys always work exclusive.

Valid filters are listed below:



	Filter

	Description





	id

	[ID] Container’s ID (CID prefix match by default; accepts regex)



	name

	[Name] Container’s name (accepts regex)



	label

	[Key] or [Key=Value] Label assigned to a container



	label!

	[Key] or [Key=Value] Label NOT assigned to a container



	exited

	[Int] Container’s exit code



	status

	[Status] Container’s status: ‘created’, ‘initialized’, ‘exited’, ‘paused’, ‘running’, ‘unknown’



	ancestor

	[ImageName] Image or descendant used to create container (accepts regex)



	before

	[ID] or [Name] Containers created before this container



	since

	[ID] or [Name] Containers created since this container



	volume

	[VolumeName] or [MountpointDestination] Volume mounted in container



	health

	[Status] healthy or unhealthy



	pod

	[Pod] name or full or partial ID of pod



	network

	[Network] name or full ID of network



	restart-policy

	[Policy] Container’s restart policy (e.g., ‘no’, ‘on-failure’, ‘always’, ‘unless-stopped’)



	until

	[DateTime] Containers created before the given duration or time.



	command

	[Command] the command the container is executing, only argv[0] is taken



	should-start-on-boot

	[Bool] Containers that need to be restarted after system reboot. True for containers with restart policy ‘always’, or ‘unless-stopped’ that were not explicitly stopped by the user








--ignore, -i

Ignore errors when specified containers are not in the container store.  A user
might have decided to manually remove a container which leads to a failure
during the ExecStop directive of a systemd service referencing that container.



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)



--time, -t=seconds

Seconds to wait before forcibly stopping the container.
Use -1 for infinite wait.




EXAMPLES

Stop the specified container via its name.

$ podman stop mywebserver





Stop the container via its id.

$ podman stop 860a4b235279





Stop multiple containers.

$ podman stop mywebserver 860a4b235279





Stop the container identified in the cidfile.

$ podman stop --cidfile /home/user/cidfile-1





Stop the containers identified in the cidfiles.

$ podman stop --cidfile /home/user/cidfile-1 --cidfile ./cidfile-2





Stop the specified container in 2 seconds.

$ podman stop --time 2 860a4b235279





Stop all running containers.

$ podman stop -a





Stop the last created container (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)

$ podman stop --latest





Stop by label.

$ podman stop --filter label=app=frontend
9351ccb3ef4272532bc0c188bd4f0ddfc2b0de217732cd108259ea126b014647





Stop by name.

$ podman stop --filter name=db-replica
6c2680da61d54690718ac3aecdb04a8aad95ae353e42cc942736823bd05c8a1d





Stop by role label.

$ podman stop --filter label=role=primary
bb3ff91d969a8dc622d627e4a8d76c18bdbd417d317c5e7e66543c0b0c8ed1e8







SEE ALSO

podman(1), podman-rm(1)



HISTORY

September 2018, Originally compiled by Brent Baude bbaude@redhat.com




            

          

      

      

    

  

  
    
    

    podman-system-check
    

    

    
 
  

    
      
          
            
  
NAME

podman-system-check - Perform consistency checks on image and container storage



SYNOPSIS

podman system check [options]



DESCRIPTION

Perform consistency checks on image and container storage, reporting images and
containers which have identified issues.



OPTIONS


--force, -f

When attempting to remove damaged images, also remove containers which depend
on those images.  By default, damaged images which are being used by containers
are left alone.

Containers which depend on damaged images do so regardless of which engine
created them, but because podman only “knows” how to shut down containers that
it started, the effect on still-running containers which were started by other
engines is difficult to predict.



--max, -m=duration

When considering layers which are not used by any images or containers, assume
that any layers which are more than duration old are the results of canceled
attempts to pull images, and should be treated as though they are damaged.



--quick, -q

Skip checks which are known to be time-consuming.  This will prevent some types
of errors from being detected.

The exact checks performed by this option are subject to change.



--repair, -r

Remove any images which are determined to have been damaged in some way, unless
they are in use by containers.  Use --force to remove containers which
depend on damaged images, and those damaged images, as well.




EXAMPLE

A reasonably quick check:

podman system check --quick --repair --force





A more thorough check:

podman system check --repair --max=1h --force







SEE ALSO

podman(1), podman-system(1)



HISTORY

April 2024
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NAME

podman-system-connection-add - Record destination for the Podman service



SYNOPSIS

podman system connection add [options] name destination



DESCRIPTION

Record ssh destination for remote podman service(s). The ssh destination is given as one of:


	[user@]hostname[:port]


	ssh://[user@]hostname[:port]


	unix://path


	tcp://hostname:port




The user is prompted for the remote ssh login password or key file passphrase as required. The ssh-agent is supported if it is running.



OPTIONS


--default, -d

Make the new destination the default for this user. The default is false.



--identity=path

Path to ssh identity file. If the identity file has been encrypted, Podman prompts the user for the passphrase.
If no identity file is provided and no user is given, Podman defaults to the user running the podman command.
Podman prompts for the login password on the remote server.



--port, -p=port

Port for ssh destination. The default value is 22.



--socket-path=path

Path to the Podman service unix domain socket on the ssh destination host



--tls-ca=path

Path to a PEM file containing the certificate authority bundle to verify the server’s certificate against.



--tls-cert=path

Path to a PEM file containing the TLS client certificate to present to the server. --tls-key must also be provided.



--tls-key=path

Path to a PEM file containing the private key matching --tls-cert. --tls-cert must also be provided.




EXAMPLE

Add a named system connection:

$ podman system connection add QA podman.example.com





Add a system connection using SSH data:

$ podman system connection add --identity ~/.ssh/dev_rsa production ssh://root@server.example.com:2222





Add a named system connection to local Unix domain socket:

$ podman system connection add testing unix:///run/podman/podman.sock





Add a named system connection to local tcp socket:

$ podman system connection add debug tcp://localhost:8080






Add a connection with a custom port:

$ podman system connection add --port 2222 staging user@staging.example.com





Add a connection with a custom socket path:

$ podman system connection add --socket-path /run/user/1000/podman/podman.sock remote-user user@remote.example.com





Add a connection and make it the default:

$ podman system connection add --default production root@prod.example.com





Add a named system connection to remote tcp socket secured via TLS:

$ podman system connection add secure-debug --tls-cert=tls.crt --tls-key=tls.key --tls-ca=ca.crt tcp://podman.example.com:8443







SEE ALSO

podman(1), podman-system(1), podman-system-connection(1)



HISTORY

June 2020, Originally compiled by Jhon Honce (jhonce at redhat dot com)
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NAME

podman-system-connection-default - Set named destination as default for the Podman service



SYNOPSIS

podman system connection default name



DESCRIPTION

Set named ssh destination as default destination for the Podman service.



EXAMPLE

Set the specified connection as default:

$ podman system connection default production







SEE ALSO

podman(1), podman-system(1), podman-system-connection(1)



HISTORY

July 2020, Originally compiled by Jhon Honce (jhonce at redhat dot com)
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NAME

podman-system-connection-list - List the destination for the Podman service(s)



SYNOPSIS

podman system connection list [options]

podman system connection ls [options]



DESCRIPTION

List ssh destination(s) for podman service(s).



OPTIONS


--format, -f=format

Change the default output format.  This can be of a supported type like ‘json’ or a Go template.
Valid placeholders for the Go template listed below:



	Placeholder

	Description





	.Default

	Indicates whether connection is the default



	.Identity

	Path to file containing SSH identity



	.Name

	Connection Name/Identifier



	.ReadWrite

	Indicates if this connection can be modified using the system connection commands



	.TLSCA

	Path to a PEM file containing the certificate authority bundle to verify the server’s certificate against.



	.TLSCert

	Path to a PEM file containing the certificate authority bundle to verify the server’s certificate against.



	.TLSKey

	Path to a PEM file containing the private key matching .TLSCA



	.URI

	URI to podman service. Valid schemes are ssh://[user@]host[:port]Unix domain socket[?secure=True], unix://Unix domain socket, and tcp://localhost[:port]








--quiet, -q

Only show connection names




EXAMPLE

List system connections:

$ podman system connection list
Name URI                                                      Identity	    Default  ReadWrite
deva ssh://root@example.com:/run/podman/podman.sock           ~/.ssh/id_rsa true     true
devb ssh://user@example.com:/run/user/1000/podman/podman.sock ~/.ssh/id_rsa false    true





Show connections in JSON format:

$ podman system connection list --format json
[
    {
        "Name": "podman-machine-default",
        "URI": "ssh://core@127.0.0.1:53298/run/user/501/podman/podman.sock",
        "Identity": "/Users/ragm/.local/share/containers/podman/machine/machine",
        "IsMachine": true,
        "Default": true,
        "ReadWrite": true
    },
    {
        "Name": "podman-machine-default-root",
        "URI": "ssh://root@127.0.0.1:53298/run/podman/podman.sock",
        "Identity": "/Users/ragm/.local/share/containers/podman/machine/machine",
        "IsMachine": true,
        "Default": false,
        "ReadWrite": true
    }
]





Show connection names and URIs:

$ podman system connection list --format "{{.Name}}\t{{.URI}}"
podman-machine-default	ssh://core@127.0.0.1:53298/run/user/501/podman/podman.sock
podman-machine-default-root	ssh://root@127.0.0.1:53298/run/podman/podman.sock





Show all connection details in a comprehensive format:

$ podman system connection list --format "Name: {{.Name}}\nURI: {{.URI}}\nIdentity: {{.Identity}}\nDefault: {{.Default}}\nReadWrite: {{.ReadWrite}}\n---"
Name: podman-machine-default
URI: ssh://core@127.0.0.1:53298/run/user/501/podman/podman.sock
Identity: /Users/ragm/.local/share/containers/podman/machine/machine
Default: true
ReadWrite: true
---
Name: podman-machine-default-root
URI: ssh://root@127.0.0.1:53298/run/podman/podman.sock
Identity: /Users/ragm/.local/share/containers/podman/machine/machine
Default: false
ReadWrite: true
---







SEE ALSO

podman(1), podman-system(1), podman-system-connection(1)



HISTORY

July 2020, Originally compiled by Jhon Honce (jhonce at redhat dot com)
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NAME

podman-system-connection-remove - Delete named destination



SYNOPSIS

podman system connection remove [options] name



DESCRIPTION

Delete named ssh destination.



OPTIONS


--all, -a

Remove all connections.




EXAMPLE

Remove the specified system connection:

$ podman system connection remove production





Remove all system connections:

$ podman system connection remove --all







SEE ALSO

podman(1), podman-system(1), podman-system-connection(1)



HISTORY

July 2020, Originally compiled by Jhon Honce (jhonce at redhat dot com)
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NAME

podman-system-connection-rename - Rename the destination for Podman service



SYNOPSIS

podman system connection rename old new



DESCRIPTION

Rename ssh destination from old to new.



EXAMPLE

Rename the specified connection:

$ podman system connection rename laptop devel







SEE ALSO

podman(1), podman-system(1), podman-system-connection(1)



HISTORY

July 2020, Originally compiled by Jhon Honce (jhonce at redhat dot com)
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NAME

podman-system-connection - Manage the destination(s) for Podman service(s)



SYNOPSIS

podman system connection subcommand



DESCRIPTION

Manage the destination(s) for Podman service(s).

The user is prompted for the ssh login password or key file passphrase as required. The ssh-agent is supported if it is running.

Podman manages the system connection by writing and reading the podman-connections.json file located under
$XDG_CONFIG_HOME/containers or if the env is not set it defaults to $HOME/.config/containers.
Or the PODMAN_CONNECTIONS_CONF environment variable can be set to a full file path which podman
will use instead.
This file is managed by the podman commands and should never be edited by users directly. To manually
configure the connections use service_destinations in containers.conf.

If the ReadWrite column in the podman system connection list output is set to true the connection is
stored in the podman-connections.json file otherwise it is stored in containers.conf and can therefore
not be edited with the podman system connection commands.



COMMANDS



	Command

	Man Page

	Description





	add

	podman-system-connection-add(1)

	Record destination for the Podman service



	default

	podman-system-connection-default(1)

	Set named destination as default for the Podman service



	list

	podman-system-connection-list(1)

	List the destination for the Podman service(s)



	remove

	podman-system-connection-remove(1)

	Delete named destination



	rename

	podman-system-connection-rename(1)

	Rename the destination for Podman service








EXAMPLE

List system connections:

$ podman system connection list
Name URI                                           Identity	      Default  ReadWrite
devl ssh://root@example.com/run/podman/podman.sock ~/.ssh/id_rsa  true     true







SEE ALSO

podman(1), podman-system(1)



HISTORY

June 2020, Originally compiled by Jhon Honce (jhonce at redhat dot com)
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NAME

podman-system-df - Show podman disk usage



SYNOPSIS

podman system df [options]



DESCRIPTION

Show podman disk usage for images, containers and volumes.

Note: The RECLAIMABLE size that is reported for images can be incorrect. It might
report that it can reclaim more than a prune would actually free. This will happen
if you are using different images that share some layers.



OPTIONS


--format=format

Pretty-print images using a Go template or JSON. This flag is not allowed in combination with --verbose

Valid placeholders for the Go template are listed below:



	Placeholder

	Description





	.Active

	Indicates whether volume is in use



	.RawReclaimable

	Raw reclaimable size of each Type



	.RawSize

	Raw size of each type



	.Reclaimable

	Reclaimable size or each type (human-readable)



	.Size

	Size of each type (human-readable)



	.Total

	Total items for each type



	.Type

	Type of data








--verbose, -v

Show detailed information on space usage




EXAMPLE

Show disk usage:

$ podman system df
TYPE            TOTAL   ACTIVE   SIZE    RECLAIMABLE
Images          6       2        281MB   168MB (59%)
Containers      3       1        0B      0B (0%)
Local Volumes   1       1        22B     0B (0%)





Show disk usage in verbose mode:

$ podman system df -v
Images space usage:

REPOSITORY                 TAG      IMAGE ID       CREATED       SIZE     SHARED SIZE   UNIQUE SIZE   CONTAINERS
docker.io/library/alpine   latest   5cb3aa00f899   2 weeks ago   5.79MB   0B            5.79MB       5

Containers space usage:

CONTAINER ID    IMAGE   COMMAND       LOCAL VOLUMES   SIZE     CREATED        STATUS       NAMES
073f7e62812d    5cb3    sleep 100     1               0B       20 hours ago   exited       zen_joliot
3f19f5bba242    5cb3    sleep 100     0               5.52kB   22 hours ago   exited       pedantic_archimedes
8cd89bf645cc    5cb3    ls foodir     0               58B      21 hours ago   configured   agitated_hamilton
a1d948a4b61d    5cb3    ls foodir     0               12B      21 hours ago   exited       laughing_wing
eafe3e3c5bb3    5cb3    sleep 10000   0               72B      21 hours ago   exited       priceless_liskov

Local Volumes space usage:

VOLUME NAME   LINKS   SIZE
data          1       0B





Show only the total count for each type:

$ podman system df --format "{{.Type}}\t{{.Total}}"
Images          1
Containers      5
Local Volumes   1





Show disk usage in JSON format:

$ podman system df --format json
[
    {"Type":"Images","Total":12,"Active":3,"RawSize":13491151377,"RawReclaimable":922956674,"TotalCount":12,"Size":"13.49GB","Reclaimable":"923MB (7%)"},
    {"Type":"Containers","Total":4,"Active":0,"RawSize":209266,"RawReclaimable":209266,"TotalCount":4,"Size":"209.3kB","Reclaimable":"209.3kB (100%)"},
    {"Type":"Local Volumes","Total":6,"Active":1,"RawSize":796638905,"RawReclaimable":47800633,"TotalCount":6,"Size":"796.6MB","Reclaimable":"47.8MB (6%)"}
]





Show type and size in a custom format:

$ podman system df --format "{{.Type}}: {{.Size}} ({{.Reclaimable}} reclaimable)"

Images: 13.49GB (923MB (7%) reclaimable)
Containers: 209.3kB (209.3kB (100%) reclaimable)
Local Volumes: 796.6MB (47.8MB (6%) reclaimable)







SEE ALSO

podman(1), podman-system(1)



HISTORY

March 2019, Originally compiled by Qi Wang (qiwan at redhat dot com)
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NAME

podman-system-migrate - Migrate existing containers to a new podman version



SYNOPSIS

podman system migrate [options]



DESCRIPTION

podman system migrate migrates containers to the latest podman version.

podman system migrate takes care of migrating existing containers to the latest version of podman if any change is necessary.

“Rootless Podman uses a pause process to keep the unprivileged
namespaces alive. This prevents any change to the /etc/subuid and
/etc/subgid files from being propagated to the rootless containers
while the pause process is running.

For these changes to be propagated, it is necessary to first stop all
running containers associated with the user and to also stop the pause
process and delete its pid file.  Instead of doing it manually, podman system migrate can be used to stop both the running containers and the
pause process. The /etc/subuid and /etc/subgid files can then be
edited or changed with usermod to recreate the user namespace with the
newly configured mappings.



OPTIONS


--migrate-db

Migrate from the legacy BoltDB database to SQLite.
Support for BoltDB will be removed in Podman 6.0.
Podman will display a warning if this migration is necessary.
To ensure complete migration, all other Podman commands must be shut down before database migration.
In particular, systemd-activated services like podman system service and Quadlets should be manually stopped prior to migration.
If you are unsure please reboot instead and run any podman command afterwards which will trigger the migration
automatically as we can ensure there that no other parallel commands can interfere with the database.
The legacy database will not be removed, just renamed, so no permanent data loss should occur even on failure.



--new-runtime=runtime

Set a new OCI runtime for all containers.
This can be used after a system upgrade which changes the default OCI runtime to move all containers to the new runtime.
There are no guarantees that the containers continue to work under the new runtime, as some runtimes support differing options and configurations.




EXAMPLES

Normal invocation

### No output is expected from this command.
$ podman system migrate





Migration to a new OCI runtime (e.g., from crun to runc)

### Create a container using the current default runtime (e.g., crun)
$ podman create --name test-alpine alpine

### Confirm the current runtime
$ podman container inspect test-alpine | grep OCIRuntime
          "OCIRuntime": "crun",

### Migrate all containers to use a new runtime (e.g., runc)
$ podman system migrate --new-runtime runc

### Verify the container is now using the new runtime
$ podman container inspect test-alpine | grep OCIRuntime
          "OCIRuntime": "runc",







SEE ALSO

podman(1), podman-system(1), usermod(8)



HISTORY

April 2019, Originally compiled by Giuseppe Scrivano (gscrivan at redhat dot com)
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NAME

podman-system-prune - Remove all unused pods, containers, images, networks, and volume data



SYNOPSIS

podman system prune [options]



DESCRIPTION

podman system prune removes all unused containers (both dangling and unreferenced), build containers, pods, networks, and optionally, volumes from local storage.

Use the --all option to delete all unused images.  Unused images are dangling images as well as any image that does not have any containers based on it.

By default, volumes are not removed to prevent important data from being deleted if there is currently no container using the volume. Use the --volumes flag when running the command to prune volumes as well.

By default, build containers are not removed to prevent interference with builds in progress. Use the --build flag when running the command to remove build containers as well.



OPTIONS


--all, -a

Recursively remove all unused pods, containers, images, networks, and volume data. (Maximum 50 iterations.)



--build

Removes any build containers that were created during the build, but were not removed because the build was unexpectedly terminated.

Note: This is not safe operation and should be executed only when no builds are in progress. It can interfere with builds in progress.



--external

Tries to clean up remainders of previous containers or layers that are not references in the storage json files. These can happen in the case of unclean shutdowns or regular restarts in transient storage mode.

However, when using transient storage mode, the Podman database does not persist. This means containers leave the writable layers on disk after a reboot. When using a transient store, it is recommended that the podman system prune --external command is run during boot.

This option is incompatible with --all and --filter and drops the default behaviour of removing unused resources.



--filter=filters

Provide filter values.

The filters argument format is of key=value. If there is more than one filter, then pass multiple OPTIONS: --filter foo=bar --filter bif=baz.

Supported filters:



	Filter

	Description





	label

	Only remove containers and images, with (or without, in the case of label!=[…] is used) the specified labels.



	until

	Only remove containers and images created before given timestamp.






The label filter accepts two formats. One is the label=key or label=key=value, which removes containers and images with the specified labels. The other format is the label!=key or label!=key=value, which removes containers and images without the specified labels.

The until filter can be Unix timestamps, date formatted timestamps, or Go duration strings (e.g. 10m, 1h30m) computed relative to the machine’s time.



--force, -f

Do not prompt for confirmation



--help, -h

Print usage statement



--volumes

Prune volumes currently unused by any container




EXAMPLES

Prune all containers, pods, networks and dangling images.

$ podman system prune
WARNING! This command removes:
	- all stopped containers
	- all networks not used by at least one container
	- all dangling images
	- all dangling build cache

Are you sure you want to continue? [y/N] y
Total reclaimed space: 0B





Prune all containers, pods, and networks that are not in use.

$ podman system prune --all
WARNING! This command removes:
	- all stopped containers
	- all networks not used by at least one container
	- all images without at least one container associated with them
	- all build cache

Are you sure you want to continue? [y/N] y
Deleted Images Networks
podman-default-kube-network
Total reclaimed space: 3.372GB





Prune all containers, build containers, pods, networks and dangling images.

$ podman system prune --build
WARNING! This command removes:
	- all stopped containers
	- all networks not used by at least one container
	- all build containers
	- all dangling images
	- all dangling build cache

Are you sure you want to continue? [y/N] y
Deleted Containers
a8bfed41990114767c933d27bf5508b01cdc0f641dc36037b349648347c6ea64
Deleted Images
055733a33e7a78efa27d3c682df97a9e0489133bef071745144c8d0edda2d708
Total reclaimed space: 1.4GB





Prune containers by label.

$ podman system prune --filter label=role=cleanup
WARNING! This command removes:
        - all stopped containers
        - all networks not used by at least one container
        - all dangling images
        - all dangling build cache

Are you sure you want to continue? [y/N] y
Deleted Containers
5cd96fb787274db888f8b587c3690be1edea25b7f66b030037c528e2cea10b34
Total reclaimed space: 24.55kB





Prune containers filter until.
$ podman system prune --filter until=2m
WARNING! This command removes:
- all stopped containers
- all networks not used by at least one container
- all dangling images
- all dangling build cache

Are you sure you want to continue? [y/N] y
Deleted Containers
a12f9f6f2d901bc145c1e2c27dc8e5e2d04050854f4d9e01a6e10b1019e2d345
0d08f2e467cbff04b63ccd83efeb6ccc6161f54c27d5100d1194defe7ea73cf7
815dc403e1bc85bfa4a9d3184cbbe77fd019ea66780bf0b42e8726d5956d9bd3
Total reclaimed space: 74.14kB


With `--force` flag





$ podman system prune --force
Total reclaimed space: 0B


## SEE ALSO
**[podman(1)](podman.1.md)**, **[podman-system(1)](podman-system.1.md)**

## HISTORY
February 2019, Originally compiled by Dan Walsh (dwalsh at redhat dot com)
December 2020, converted filter information from docs.docker.com documentation by Dan Walsh (dwalsh at redhat dot com)
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NAME

podman-system-renumber - Migrate lock numbers to handle a change in maximum number of locks



SYNOPSIS

podman system renumber



DESCRIPTION

podman system renumber renumbers locks used by containers and pods.

Each Podman container and pod is allocated a lock at creation time, up to a maximum number controlled by the num_locks parameter in containers.conf.

When all available locks are exhausted, no further containers and pods can be created until some existing containers and pods are removed. This can be avoided by increasing the number of locks available via modifying containers.conf and subsequently running podman system renumber to prepare the new locks (and reallocate lock numbers to fit the new struct).

podman system renumber must be called after any changes to num_locks - failure to do so results in errors starting Podman as the number of locks available conflicts with the configured number of locks.

podman system renumber can also be used to migrate 1.0 and earlier versions of Podman, which used a different locking scheme, to the new locking model. It is not strictly required to do this, but it is highly recommended to do so as deadlocks can occur otherwise.

If possible, avoid calling podman system renumber while there are other Podman processes running.



EXAMPLES

Renumber container and pod locks after modifying the num_locks setting in containers.conf.

$ podman system renumber







SEE ALSO

podman(1), podman-system(1), containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md]



HISTORY

February 2019, Originally compiled by Matt Heon (mheon at redhat dot com)
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NAME

podman-system-reset - Reset storage back to initial state



SYNOPSIS

podman system reset [options]



DESCRIPTION

podman system reset removes all pods, containers, images, networks and volumes, and machines.
It also removes the configured graphRoot and runRoot directories. Make sure these are not set to
some important directory.

This command must be run before changing any of the following fields in the
containers.conf or storage.conf files: driver, static_dir, tmp_dir
or volume_path.

podman system reset reads the current configuration and attempts to remove all
of the relevant configurations. If the administrator modified the configuration files first,
podman system reset might not be able to clean up the previous storage.

podman system reset does not restart podman.service and podman.socket systemd units. You may need to manually restart it after running this command.



OPTIONS


--force, -f

Do not prompt for confirmation



--help, -h

Print usage statement




EXAMPLES

Reset all storage back to a clean initialized state.

$ podman system reset
WARNING! This will remove:
        - all containers
        - all pods
        - all images
        - all networks
        - all build cache
        - all machines
        - all volumes
        - the graphRoot directory: /var/lib/containers/storage
        - the runRoot directory: /run/containers/storage
Are you sure you want to continue? [y/N] y





Force reset all storage back to a clean initialized state.

$ podman system reset --force






Switching rootless user from VFS driver to overlay with fuse-overlayfs

If the user ran rootless containers without having the fuse-overlayfs program
installed, podman defaults to the vfs storage in their home directory. If they
want to switch to use fuse-overlay, they must install the fuse-overlayfs
package. The user needs to reset the storage to use overlayfs by default.
Execute podman system reset as the user first to remove the VFS storage. Now
the user can edit the /etc/containers/storage.conf to make any changes if
necessary. If the system’s default was already overlay, then no changes are
necessary to switch to fuse-overlayfs. Podman looks for the existence of
fuse-overlayfs to use it when set in the overlay driver, only falling back to vfs
if the program does not exist. Users can run podman info to ensure Podman is
using fuse-overlayfs and the overlay driver.




SEE ALSO

podman(1), podman-system(1),  fuse-overlayfs(1) [https://github.com/containers/fuse-overlayfs/blob/main/fuse-overlayfs.1.md], containers-storage.conf(5) [https://github.com/containers/storage/blob/main/docs/containers-storage.conf.5.md]



HISTORY

November 2019, Originally compiled by Dan Walsh (dwalsh at redhat dot com)
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NAME

podman-system-service - Run an API service



SYNOPSIS

podman system service [options]



DESCRIPTION

The podman system service command creates a listening service that answers API calls for Podman.
The command is available on Linux systems and is usually executed in systemd services.
The command is not available when the Podman command is executed directly on a Windows or macOS
host or in other situations where the Podman command is accessing a remote Podman API service.

The REST API provided by podman system service is split into two parts: a compatibility layer offering support for the Docker v1.40 API, and a Podman-native Libpod layer.
Documentation for the latter is available at https://docs.podman.io/en/latest/_static/api.html.
Both APIs are versioned, but the server does not reject requests with an unsupported version set.


Run the command in a systemd service

The command podman system service supports systemd socket activation.
When the command is run in a systemd service, the API service can therefore be provided on demand.
If the systemd service is not already running, it will be activated as soon as
a client connects to the listening socket. Systemd then executes the
podman system service command.
After some time of inactivity, as defined by the --time option, the command terminates.
Systemd sets the podman.service state as inactive. At this point there is no
podman system service process running. No unnecessary compute resources are wasted.
As soon as another client connects, systemd activates the systemd service again.

The systemd unit files that declares the Podman API service for users are


	/usr/lib/systemd/user/podman.service


	/usr/lib/systemd/user/podman.socket




In the file podman.socket the path of the listening Unix socket is defined by

ListenStream=%t/podman/podman.sock





The path contains the systemd specifier %t which systemd expands to the value of the environment variable
XDG_RUNTIME_DIR (see systemd specifiers in the systemd.unit(5) man page).

In addition to the systemd user services, there is also a systemd system service podman.service.
It runs rootful Podman and is accessed from the Unix socket /run/podman/podman.sock. See the systemd unit files


	/usr/lib/systemd/system/podman.service


	/usr/lib/systemd/system/podman.socket




The podman system service command does not support more than one listening socket for the API service.

Note: The default systemd unit files (system and user) change the log-level option to info from error. This change provides additional information on each API call.



Run the command directly

To support running an API service without using a systemd service, the command also takes an
optional endpoint argument for the API in URI form.  For example, unix:///tmp/foobar.sock or tcp://localhost:8080.
If no endpoint is provided, defaults is used.  The default endpoint for a rootful
service is unix:///run/podman/podman.sock and rootless is unix://$XDG_RUNTIME_DIR/podman/podman.sock (for
example unix:///run/user/1000/podman/podman.sock)



Access the Unix socket from inside a container

To access the API service inside a container:


	mount the socket as a volume


	run the container with --security-opt label=disable






Security

Please note that the API grants full access to all Podman functionality, and thus allows arbitrary code execution as the user running the API, with no ability to limit or audit this access.
The API’s security model is built upon access via a Unix socket with access restricted via standard file permissions, ensuring that only the user running the service will be able to access it.
TLS can be used to secure this socket by requiring clients to present a certificate signed by a trusted certificate authority (“CA”), as well as to allow the client to verify the identity of the API.
We strongly recommend against making the API socket available via the network (IE, bindings the service to a tcp URL) without enabling mutual TLS to authenticate the client.
Even access via Localhost carries risks - anyone with access to the system will be able to access the API.
If remote access is required, we instead recommend forwarding the API socket via SSH, and limiting access on the remote machine to the greatest extent possible.
If a tcp URL must be used without TLS, using the --cors option is recommended to improve security.




OPTIONS


--cors

CORS headers to inject to the HTTP response. The default value is empty string which disables CORS headers.



--help, -h

Print usage statement.



--time, -t

The time until the session expires in seconds. The default is 5
seconds. A value of 0 means no timeout, therefore the session does not expire.



--tls-cert=path

Path to a PEM file containing the TLS certificate to present to clients. --tls-key must also be provided.



--tls-client-ca=path

Path to a PEM file containing the TLS certificate bundle to validate client connections against.
Connections that present no certificate or a certificate not signed by one of these certificates will be rejected.



--tls-key=path

Path to a PEM file containing the private key matching --tls-cert. --tls-cert must also be provided.

The default timeout can be changed via the service_timeout=VALUE field in containers.conf.
See containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md] for more information.




EXAMPLES

Start the user systemd socket for a rootless service.

systemctl --user start podman.socket





Configure DOCKER_HOST environment variable to point to the Podman socket so that
it can be used via Docker API tools like docker-compose.

$ export DOCKER_HOST=unix://$XDG_RUNTIME_DIR/podman/podman.sock
$ docker-compose up





Configure the systemd socket to be automatically started after reboots, and run as the specified user.

systemctl --user enable podman.socket
loginctl enable-linger <USER>





Start the systemd socket for the rootful service.

sudo systemctl start podman.socket





Configure the socket to be automatically started after reboots.

sudo systemctl enable podman.socket





It is possible to run the API without using systemd socket activation.
In this case the API will not be available on demand because the command will
stay terminated after the inactivity timeout has passed.
Run an API with an inactivity timeout of 5 seconds without using socket activation.

podman system service --time 5





The default socket was used as no URI argument was provided.

Run an API service with a custom socket path and no timeout:

podman system service --time 0 unix:///var/run/mypodman.sock





This starts the API service listening on the custom socket /var/run/mypodman.sock with no inactivity timeout (runs indefinitely).



SEE ALSO

podman(1), podman-system-connection(1), containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md]



HISTORY

January 2020, Originally compiled by Brent Baude <bbaude@redhat.com>
November 2020, Updated by Jhon Honce (jhonce at redhat dot com)
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NAME

podman-system - Manage podman



SYNOPSIS

podman system subcommand



DESCRIPTION

The system command allows management of the podman systems



COMMANDS



	Command

	Man Page

	Description





	check

	podman-system-check(1)

	Perform consistency checks on image and container storage.



	connection

	podman-system-connection(1)

	Manage the destination(s) for Podman service(s)



	df

	podman-system-df(1)

	Show podman disk usage.



	events

	podman-events(1)

	Monitor Podman events



	info

	podman-info(1)

	Display Podman related system information.



	migrate

	podman-system-migrate(1)

	Migrate existing containers to a new podman version.



	prune

	podman-system-prune(1)

	Remove all unused pods, containers, images, networks, and volume data.



	renumber

	podman-system-renumber(1)

	Migrate lock numbers to handle a change in maximum number of locks.



	reset

	podman-system-reset(1)

	Reset storage back to initial state.



	service

	podman-system-service(1)

	Run an API service








SEE ALSO

podman(1)
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NAME

podman-systemd.unit - systemd units using Podman Quadlet



SYNOPSIS

name.container, name.volume, name.network, name.kube name.image, name.build name.pod, name.artifact


Podman rootful unit search path

Quadlet files for the root user can be placed in the following directories ordered in precedence. Meaning duplicate named quadlets found under /run take precedence over ones in /etc, as well as those in /usr:

Temporary quadlets, usually used for testing:


	/run/containers/systemd/




System administrator’s defined quadlets:


	/etc/containers/systemd/




Distribution defined quadlets:


	/usr/share/containers/systemd/






Podman rootless unit search path

Quadlet files for non-root users can be placed in the following directories:


	$XDG_RUNTIME_DIR/containers/systemd/


	$XDG_CONFIG_HOME/containers/systemd/ or ~/.config/containers/systemd/


	/etc/containers/systemd/users/$(UID)


	/etc/containers/systemd/users/






Using symbolic links

Quadlet supports using symbolic links for the base of the search paths and inside them.




DESCRIPTION

Podman supports building and starting containers (and creating volumes) via systemd by using a
systemd generator [https://www.freedesktop.org/software/systemd/man/systemd.generator.html].
These files are read during boot (and when systemctl daemon-reload is run) and generate
corresponding regular systemd service unit files. Both system and user systemd units are supported.
All options and tables available in standard systemd unit files are supported. For example, options defined in
the [Service] table and [Install] tables pass directly to systemd and are handled by it.
See systemd.unit(5) man page for more information.

The Podman generator reads the search paths above and reads files with the extensions .container
.volume, .network, .build, .pod, .kube, and .artifact, and for each file generates a similarly named .service file. Be aware that
existing vendor services (i.e., in /usr/) are replaced if they have the same name. The generated unit files can
be started and managed with systemctl like any other systemd service. systemctl {--user} list-unit-files
lists existing unit files on the system. To list unit files of a user who has /sbin/nologin as a login shell,
run sudo systemctl --machine username@ --user list-unit-files.

The Podman files use the same format as regular systemd unit files [https://www.freedesktop.org/software/systemd/man/systemd.syntax.html].
Each file type has a custom section (for example, [Container]) that is handled by Podman, and all
other sections are passed on untouched, allowing the use of any normal systemd configuration options
like dependencies or cgroup limits.

The source files also support drop-ins in the same way systemd does [https://www.freedesktop.org/software/systemd/man/latest/systemd.unit.html].
For a given source file (foo.container), the corresponding .d directory (foo.container.d) will
be scanned for files with a .conf extension, which are then merged into the base file in alphabetical
order. Top-level type drop-ins (container.d) will also be included. If the unit contains dashes (“-“)
in the name (foo-bar-baz.container), then the drop-in directories generated by truncating the name after
the dash are searched as well (foo-.container.d and foo-bar-.container.d). Drop-in files with the same name
further down the hierarchy override those further up (foo-bar-baz.container.d/10-override.conf overrides
foo-bar-.container.d/10-override.conf, which overrides foo-.service.d/10-override.conf, which overrides
container.d/10-override.conf). The format of these drop-in files is the same as the base file. This is useful
to alter or add configuration settings for a unit, without having to modify unit files.

For rootless containers, when administrators place Quadlet files in the
/etc/containers/systemd/users directory, all users’ sessions execute the
Quadlet when the login session begins. If the administrator places a Quadlet
file in the /etc/containers/systemd/users/${UID}/ directory, then only the
user with the matching UID executes the Quadlet when the login
session gets started. For unit files placed in subdirectories within
/etc/containers/systemd/user/${UID}/ and the other user unit search paths,
Quadlet will recursively search and run the unit files present in these subdirectories.

Note that Quadlet units do not support running as a non-root user by defining the
User, Group [https://www.freedesktop.org/software/systemd/man/latest/systemd.exec.html#User=],
or DynamicUser [https://www.freedesktop.org/software/systemd/man/latest/systemd.exec.html#DynamicUser=]
systemd options. If you want to run a rootless Quadlet, you will need to create the user
and add the unit file to one of the above rootless unit search paths.

When a Quadlet unit starts, Podman may need to pull or build container images, which can take significantly longer
than systemd’s default 90-second service startup limit. If this causes the unit to fail, you can either pre-pull the
required images or increase the service’s startup timeout using the TimeoutStartSec option. Keep in mind, however,
that TimeoutStartSec cannot be used with units that specify Type=oneshot (their startup timeout is disabled by
default). For further details on TimeoutStartSec, see systemd.service(5).

Adding the following snippet to a Quadlet file extends the startup timeout to 15 minutes.

[Service]
TimeoutStartSec=900





Quadlet requires the use of cgroup v2, use podman info --format {{.Host.CgroupsVersion}} to check on the system.


Service Type

By default, the Type field of the Service section of the Quadlet file does not need to be set.
Quadlet will set it to notify for .container and .kube files,
forking for .pod files, and oneshot for .volume, .network, .build, .image, and .artifact files.

However, Type may be explicitly set to oneshot for .container and .kube files when no containers are expected
to run once podman exits.

When setting Type=oneshot, it is recommended to also set RemainAfterExit=yes to prevent the service state
from becoming inactive (dead). However, when activating a service via a timer unit, having RemainAfterExit=yes
leaves the job in a “started” state which prevents subsequent activations by the timer. For more information, see the
systemd.service(5) man page.

Examples for such cases:


	.container file with an image that exits after their entrypoint has finished


	.kube file pointing to a Kubernetes Yaml file that does not define any containers. E.g. PVCs only






Enabling unit files

The services created by Podman are considered transient by systemd, which means they don’t have the same
persistence rules as regular units. In particular, it is not possible to systemctl enable them
in order for them to become automatically enabled on the next boot.

To compensate for this, the generator manually applies the [Install] section of the container definition
unit files during generation, in the same way systemctl enable does when run later.

For example, to start a container on boot, add something like this to the file:

[Install]
WantedBy=default.target





Currently, only the Alias, WantedBy, RequiredBy, and UpheldBy keys are supported.

The Install section can be part of the main file, or it can be in a
separate drop-in file as described above. The latter allows you to
install an non-enabled unit and then later enabling it by installing
the drop-in.



Template files

Systemd supports a concept of template files [https://www.freedesktop.org/software/systemd/man/latest/systemd.service.html#Service%20Templates].
They are units with names of the form “basename@instancename.service”
when they are running, but that can be instantiated multiple times
from a single “basename@.service” file. The individual instances can
also be different by using drop-in files with the full instance name.

Quadlets support these in two ways. First of all, a quadlet unit with
a template form will generate a systemd service with a template form,
and the template systemd service can be used as a regular template.
For example, “foo@.container” will generate “foo@.service” and you can
then “systemctl start foo@bar.service”.

Secondly, if you make a symlink like “foo@instance.container”, that
will generate an instantiated template file. When generating this file
quadlet will read drop-in files both from the instanced directory
(foo@instance.container.d) and the template directory
(foo@.container.d). This allows customization of individual instances.

Instanced template files (like foo@bar.container) can be enabled
just like non-templated ones. However, templated ones
(foo@.container) are different, because they need to be
instantiated. If the [Install] section contains a DefaultInstance=
key, then that instance will be enabled, but if not, nothing will
happen and the options will only be used as the default for units
that are instantiated using symlinks.

An example template file sleep@.container might look like this:

[Unit]
Description=A templated sleepy container

[Container]
Image=quay.io/fedora/fedora
Exec=sleep %i

[Service]
# Restart service when sleep finishes
Restart=always

[Install]
WantedBy=multi-user.target
DefaultInstance=100





If this is installed, then on boot there will be a sleep@100.service
running that sleeps for 100 seconds. You can then do something like
systemctl start sleep@50.service to start another instance that
sleeps 50 seconds, or alternatively another service can start it via a
dependency like Wants=sleep@50.service.

In addition, if you do ln -s sleep@.container sleep@10.container you
will also have a 10 second sleep running at boot. And, if you want
that particular instance to be running with another image, you can
create a drop-in file like sleep@10.container.d/10-image.conf:

[Container]
Image=quay.io/centos/centos







Relative paths

In order to support Systemd specifiers, Quadlet does not resolve relative paths that start with %.
To resolve such a path, prepend it with ./.

For example, instead of EnvironmentFile=%n/env use EnvironmentFile=./%n/env



Debugging unit files

After placing the unit file in one of the unit search paths (mentioned
above), you can start it with systemctl start {--user}. If it fails
with “Failed to start example.service: Unit example.service not
found.”, then it is possible that you used incorrect syntax or you
used an option from a newer version of Podman Quadlet and the
generator failed to create a service file.

View the generated files and/or error messages with:

/usr/lib/systemd/system-generators/podman-system-generator {--user} --dryrun





Alternatively, show only the errors with:

systemd-analyze {--user} --generators=true verify example.service





That command also performs additional checks on the generated service unit.
For details, see systemd-analyze(1) man page.


Debugging a limited set of unit files

If you would like to debug a limited set of unit files, you can copy them to a separate directory and set the
QUADLET_UNIT_DIRS environment variable to this directory when running the command below:

QUADLET_UNIT_DIRS=<Directory> /usr/lib/systemd/system-generators/podman-system-generator {--user} --dryrun





This will instruct Quadlet to look for units in this directory instead of the common ones and by
that limit the output to only the units you are debugging.




Implicit network dependencies

Quadlet will add dependencies on network-online.target (as root) or podman-user-wait-network-online.service
(as user) by adding After= and Wants= properties to the unit. This is to ensure that the network is reachable
if an image needs to be pulled and by the time the container is started.

The special case podman-user-wait-network-online.service unit is needed as user because user units are unable to wait
for system (root) units so network-online.target doesn’t do anything there and is instead ignored. As this caused
a significant amount of issues we decided to work around this with our own special purpose unit that simply checks if
the network-online.target unit is active with systemctl is-active network-online.target.

This behavior can be disabled by adding DefaultDependencies=false in the Quadlet section.
Note, the systemd [Unit] section has an option with the same name but a different meaning.



Dependency between Quadlet units

Quadlet will automatically translate dependencies, specified in the keys
Wants, Requires, Requisite, BindsTo, PartOf, Upholds, Conflicts, Before and After
of the [Unit] section, between different Quadlet units.

For example the fedora.container unit below specifies a dependency on the basic.container unit.

[Unit]
After=basic.container
Requires=basic.container

[Container]
Image=registry.fedoraproject.org/fedora:41







Setting resource names

Quadlet units allow setting the names of the created resources
(e.g. VolumeName for .volume units or PodName for .pod units).

Note that using systemd specifiers that reference the generated service unit (e.g. $N)
breaks Quadlet’s ability to link between resources as they are translated differently in each service




Container units [Container]

Container units are named with a .container extension and contain a [Container] section describing
the container that is run as a service. The resulting service file contains a line like
ExecStart=podman run … image-name, and most of the keys in this section control the command-line
options passed to Podman. However, some options also affect the details of how systemd is set up to run and
interact with the container.

By default, the Podman container has the same name as the unit, but with a systemd- prefix, i.e.
a $name.container file creates a $name.service unit and a systemd-$name Podman container. The
ContainerName option allows for overriding this default name with a user-provided one.

There is only one required key, Image, which defines the container image the service runs.

Valid options for [Container] are listed below:



	[Container] options

	podman run equivalent





	AddCapability=CAP

	--cap-add CAP



	AddDevice=/dev/foo

	--device /dev/foo



	AddHost=example.com:192.168.10.11

	--add-host example.com:192.168.10.11



	Annotation=”XYZ”

	--annotation “XYZ”



	AppArmor=”alternate-profile”

	--security-opt apparmor=alternate-profile



	AutoUpdate=registry

	--label “io.containers.autoupdate=registry”



	CgroupsMode=no-conmon

	--cgroups=no-conmon



	ContainerName=name

	--name name



	ContainersConfModule=/etc/nvd.conf

	--module=/etc/nvd.conf



	DNS=192.168.55.1

	--dns=192.168.55.1



	DNSOption=ndots:1

	--dns-option=ndots:1



	DNSSearch=example.com

	--dns-search example.com



	DropCapability=CAP

	--cap-drop=CAP



	Entrypoint=/foo.sh

	--entrypoint=/foo.sh



	Environment=foo=bar

	--env foo=bar



	EnvironmentFile=/tmp/env

	--env-file /tmp/env



	EnvironmentHost=true

	--env-host



	Exec=/usr/bin/command

	Command after image specification - /usr/bin/command



	ExposeHostPort=50-59

	--expose 50-59



	GIDMap=0:10000:10

	--gidmap=0:10000:10



	GlobalArgs=--log-level=debug

	--log-level=debug



	Group=1234

	--user UID:1234



	GroupAdd=keep-groups

	--group-add=keep-groups



	HealthCmd=/usr/bin/command

	--health-cmd=/usr/bin/command



	HealthInterval=2m

	--health-interval=2m



	HealthLogDestination=/foo/log

	--health-log-destination=/foo/log



	HealthMaxLogCount=5

	--health-max-log-count=5



	HealthMaxLogSize=500

	--health-max-log-size=500



	HealthOnFailure=kill

	--health-on-failure=kill



	HealthRetries=5

	--health-retries=5



	HealthStartPeriod=1m

	--health-start-period=1m



	HealthStartupCmd=command

	--health-startup-cmd=command



	HealthStartupInterval=1m

	--health-startup-interval=1m



	HealthStartupRetries=8

	--health-startup-retries=8



	HealthStartupSuccess=2

	--health-startup-success=2



	HealthStartupTimeout=1m33s

	--health-startup-timeout=1m33s



	HealthTimeout=20s

	--health-timeout=20s



	HostName=example.com

	--hostname example.com



	HttpProxy=true

	--http-proxy=true



	Image=ubi8

	Image specification - ubi8



	IP=192.5.0.1

	--ip 192.5.0.1



	IP6=2001:db8::1

	--ip6 2001:db8::1



	Label=”XYZ”

	--label “XYZ”



	LogDriver=journald

	--log-driver journald



	LogOpt=path=/var/log/mykube.json

	--log-opt path=/var/log/mykube.json



	Mask=/proc/sys/foo:/proc/sys/bar

	--security-opt mask=/proc/sys/foo:/proc/sys/bar



	Memory=20g

	--memory 20g



	Mount=type=…

	--mount type=…



	Network=host

	--network host



	NetworkAlias=name

	--network-alias name



	NoNewPrivileges=true

	--security-opt no-new-privileges



	Notify=true

	--sdnotify container



	PidsLimit=10000

	--pids-limit 10000



	Pod=pod-name

	--pod=pod-name



	PodmanArgs=--publish 8080:80

	--publish 8080:80



	PublishPort=8080:80

	--publish 8080:80



	Pull=never

	--pull never



	ReadOnly=true

	--read-only



	ReadOnlyTmpfs=true

	--read-only-tmpfs



	ReloadCmd=/usr/bin/command

	Add ExecReload and run exec with the value



	ReloadSignal=SIGHUP

	Add ExecReload and run kill with the signal



	Retry=5

	--retry=5



	RetryDelay=5s

	--retry-delay=5s



	Rootfs=/var/lib/rootfs

	--rootfs /var/lib/rootfs



	RunInit=true

	--init



	SeccompProfile=/tmp/s.json

	--security-opt seccomp=/tmp/s.json



	Secret=secret

	--secret=secret[,opt=opt …]



	SecurityLabelDisable=true

	--security-opt label=disable



	SecurityLabelFileType=usr_t

	--security-opt label=filetype:usr_t



	SecurityLabelLevel=s0:c1,c2

	--security-opt label=level:s0:c1,c2



	SecurityLabelNested=true

	--security-opt label=nested



	SecurityLabelType=spc_t

	--security-opt label=type:spc_t



	ShmSize=100m

	--shm-size=100m



	StartWithPod=true

	If Pod= is defined, container is started by pod



	StopSignal=SIGINT

	--stop-signal=SIGINT



	StopTimeout=20

	--stop-timeout=20



	SubGIDMap=gtest

	--subgidname=gtest



	SubUIDMap=utest

	--subuidname=utest



	Sysctl=name=value

	--sysctl=name=value



	Timezone=local

	--tz local



	Tmpfs=/work

	--tmpfs /work



	UIDMap=0:10000:10

	--uidmap=0:10000:10



	Ulimit=nofile=1000:10000

	--ulimit nofile=1000:10000



	Unmask=ALL

	--security-opt unmask=ALL



	User=bin

	--user bin



	UserNS=keep-id:uid=200,gid=210

	--userns keep-id:uid=200,gid=210



	Volume=/source:/dest

	--volume /source:/dest



	WorkingDir=$HOME

	--workdir $HOME






Description of [Container] section are:


AddCapability=

Add these capabilities, in addition to the default Podman capability set, to the container.

This is a space separated list of capabilities. This key can be listed multiple times.

For example:

AddCapability=CAP_DAC_OVERRIDE CAP_IPC_OWNER







AddDevice=

Adds a device node from the host into the container. The format of this is
HOST-DEVICE[:CONTAINER-DEVICE][:PERMISSIONS], where HOST-DEVICE is the path of
the device node on the host, CONTAINER-DEVICE is the path of the device node in
the container, and PERMISSIONS is a list of permissions combining ‘r’ for read,
‘w’ for write, and ‘m’ for mknod(2). The - prefix tells Quadlet to add the device
only if it exists on the host.

This key can be listed multiple times.



AddHost=

Add  host-to-IP mapping to /etc/hosts.
The format is hostname:ip.

Equivalent to the Podman --add-host option.
This key can be listed multiple times.



Annotation=

Set one or more OCI annotations on the container. The format is a list of key=value items,
similar to Environment.

This key can be listed multiple times.



AppArmor=

Sets the apparmor confinement profile for the container. A value of unconfined turns off apparmor confinement.



AutoUpdate=

Indicates whether the container will be auto-updated (podman-auto-update(1)). The following values are supported:


	registry: Requires a fully-qualified image reference (e.g., quay.io/podman/stable:latest) to be used to create the container. This enforcement is necessary to know which image to actually check and pull. If an image ID was used, Podman does not know which image to check/pull anymore.


	local: Tells Podman to compare the image a container is using to the image with its raw name in local storage. If an image is updated locally, Podman simply restarts the systemd unit executing the container.






CgroupsMode=

The cgroups mode of the Podman container. Equivalent to the Podman --cgroups option.

By default, the cgroups mode of the container created by Quadlet is split,
which differs from the default (enabled) used by the Podman CLI.

If the container joins a pod (i.e. Pod= is specified), you may want to change this to
no-conmon or enabled so that pod level cgroup resource limits can take effect.



ContainerName=

The (optional) name of the Podman container. If this is not specified, the default value
of systemd-%N is used, which is the same as the service name but with a systemd-
prefix to avoid conflicts with user-managed containers.



ContainersConfModule=

Load the specified containers.conf(5) module. Equivalent to the Podman --module option.

This key can be listed multiple times.



DNS=

Set network-scoped DNS resolver/nameserver for containers in this network.

This key can be listed multiple times.



DNSOption=

Set custom DNS options.

This key can be listed multiple times.



DNSSearch=

Set custom DNS search domains. Use DNSSearch=. to remove the search domain.

This key can be listed multiple times.



DropCapability=

Drop these capabilities from the default podman capability set, or all to drop all capabilities.

This is a space separated list of capabilities. This key can be listed multiple times.

For example:

DropCapability=CAP_DAC_OVERRIDE CAP_IPC_OWNER







Entrypoint=

Override the default ENTRYPOINT from the image.
Equivalent to the Podman --entrypoint option.
Specify multi option commands in the form of a JSON string.



Environment=

Set an environment variable in the container. This uses the same format as
services in systemd [https://www.freedesktop.org/software/systemd/man/systemd.exec.html#Environment=]
and can be listed multiple times.



EnvironmentFile=

Use a line-delimited file to set environment variables in the container.
The path may be absolute or relative to the location of the unit file.
This key may be used multiple times, and the order persists when passed to podman run.



EnvironmentHost=

Use the host environment inside of the container.



Exec=

Additional arguments for the container; this has exactly the same effect as passing
more arguments after a podman run <image> <arguments> invocation.

The format is the same as for systemd command lines [https://www.freedesktop.org/software/systemd/man/systemd.service.html#Command%20lines],
However, unlike the usage scenario for similarly-named systemd ExecStart= verb
which operates on the ambient root filesystem, it is very common for container
images to have their own ENTRYPOINT or CMD metadata which this interacts with.

The default expectation for many images is that the image will include an ENTRYPOINT
with a default binary, and this field will add arguments to that entrypoint.

Another way to describe this is that it works the same way as the args field in a Kubernetes pod [https://kubernetes.io/docs/tasks/inject-data-application/define-command-argument-container/#running-a-command-in-a-shell].



ExposeHostPort=

Exposes a port, or a range of ports (e.g. 50-59), from the host to the container. Equivalent
to the Podman --expose option.

This key can be listed multiple times.



GIDMap=

Run the container in a new user namespace using the supplied GID mapping.
Equivalent to the Podman --gidmap option.

This key can be listed multiple times.



GlobalArgs=

This key contains a list of arguments passed directly between podman and run
in the generated file. It can be used to access Podman features otherwise unsupported by the generator. Since the generator is unaware
of what unexpected interactions can be caused by these arguments, it is not recommended to use
this option.

The format of this is a space separated list of arguments, which can optionally be individually
escaped to allow inclusion of whitespace and other control characters.

This key can be listed multiple times.



Group=

The (numeric) GID to run as inside the container. This does not need to match the GID on the host,
which can be modified with UserNS, but if that is not specified, this GID is also used on the host.

Note: when both User= and Group= are specified, they are combined into a single --user USER:GROUP
argument passed to Podman. Using Group= without User= will result in an error.



GroupAdd=

Assign additional groups to the primary user running within the container process. Also supports the keep-groups special flag.
Equivalent to the Podman --group-add option.



HealthCmd=

Set or alter a healthcheck command for a container. A value of none disables existing healthchecks.
Equivalent to the Podman --health-cmd option.



HealthInterval=

Set an interval for the healthchecks. An interval of disable results in no automatic timer setup.
Equivalent to the Podman --health-interval option.



HealthLogDestination=

Set the destination of the HealthCheck log. Directory path, local or events_logger (local use container state file)
(Default: local)
Equivalent to the Podman --health-log-destination option.


	local: (default) HealthCheck logs are stored in overlay containers. (For example: $runroot/healthcheck.log)


	directory: creates a log file named <container-ID>-healthcheck.log with HealthCheck logs in the specified directory.


	events_logger: The log will be written with logging mechanism set by events_logger. It also saves the log to a default directory, for performance on a system with a large number of logs.






HealthMaxLogCount=

Set maximum number of attempts in the HealthCheck log file. (‘0’ value means an infinite number of attempts in the log file)
(Default: 5 attempts)
Equivalent to the Podman --Health-max-log-count option.



HealthMaxLogSize=

Set maximum length in characters of stored HealthCheck log. (“0” value means an infinite log length)
(Default: 500 characters)
Equivalent to the Podman --Health-max-log-size option.



HealthOnFailure=

Action to take once the container transitions to an unhealthy state.
The “kill” action in combination integrates best with systemd. Once
the container turns unhealthy, it gets killed, and systemd restarts the
service.
Equivalent to the Podman --health-on-failure option.



HealthRetries=

The number of retries allowed before a healthcheck is considered to be unhealthy.
Equivalent to the Podman --health-retries option.



HealthStartPeriod=

The initialization time needed for a container to bootstrap.
Equivalent to the Podman --health-start-period option.



HealthStartupCmd=

Set a startup healthcheck command for a container.
Equivalent to the Podman --health-startup-cmd option.



HealthStartupInterval=

Set an interval for the startup healthcheck. An interval of disable results in no automatic timer setup.
Equivalent to the Podman --health-startup-interval option.



HealthStartupRetries=

The number of attempts allowed before the startup healthcheck restarts the container.
Equivalent to the Podman --health-startup-retries option.



HealthStartupSuccess=

The number of successful runs required before the startup healthcheck succeeds and the regular healthcheck begins.
Equivalent to the Podman --health-startup-success option.



HealthStartupTimeout=

The maximum time a startup healthcheck command has to complete before it is marked as failed.
Equivalent to the Podman --health-startup-timeout option.



HealthTimeout=

The maximum time allowed to complete the healthcheck before an interval is considered failed.
Equivalent to the Podman --health-timeout option.



HostName=

Sets the host name that is available inside the container.
Equivalent to the Podman --hostname option.



HttpProxy=

Controls whether proxy environment variables (http_proxy, https_proxy, ftp_proxy, no_proxy) are passed from the Podman process into the container during image pulls and builds.

Set to true to enable proxy inheritance (default Podman behavior) or false to disable it.
This option is particularly useful on systems that require proxy configuration for internet access but don’t want proxy settings passed to the container runtime.

Equivalent to the Podman --http-proxy option.



Image=

The image to run in the container.
It is recommended to use a fully qualified image name rather than a short name, both for
performance and robustness reasons.

The format of the name is the same as when passed to podman pull. So, it supports using
:tag or digests to guarantee the specific image version.

Special Cases:


	If the name of the image ends with .image, Quadlet will use the image pulled by the corresponding .image file, and the generated systemd service contains a dependency on the $name-image.service (or the service name set in the .image file). Note that the corresponding .image file must exist.


	If the name of the image ends with .build, Quadlet will use the image built by the corresponding .build file, and the generated systemd service contains a dependency on the $name-build.service. Note: the corresponding .build file must exist.






IP=

Specify a static IPv4 address for the container, for example 10.88.64.128.
Equivalent to the Podman --ip option.



IP6=

Specify a static IPv6 address for the container, for example fd46:db93:aa76:ac37::10.
Equivalent to the Podman --ip6 option.



Label=

Set one or more OCI labels on the container. The format is a list of key=value items,
similar to Environment.

This key can be listed multiple times.



LogDriver=

Set the log-driver used by Podman when running the container.
Equivalent to the Podman --log-driver option.



LogOpt=

Set the log-opt (logging options) used by Podman when running the container.
Equivalent to the Podman --log-opt option.
This key can be listed multiple times.



Mask=

Specify the paths to mask separated by a colon. Mask=/path/1:/path/2. A masked path cannot be accessed inside the container.



Memory=

Specify the amount of memory for the container.



Mount=

Attach a filesystem mount to the container.
This is equivalent to the Podman --mount option, and
generally has the form type=TYPE,TYPE-SPECIFIC-OPTION[,...].

Special cases:


	For type=volume, if source ends with .volume, the Podman named volume generated by the corresponding .volume file is used.


	For type=image, if source ends with .image, the image generated by the corresponding .image file is used.




In both cases, the generated systemd service will contain a dependency on the service generated for the corresponding unit. Note: the corresponding .volume or .image file must exist.

This key can be listed multiple times.



Network=

Specify a custom network for the container. This has the same format as the --network option
to podman run. For example, use host to use the host network in the container, or none to
not set up networking in the container.

Special cases:


	If the name of the network ends with .network, a Podman network called
systemd-$name is used, and the generated systemd service contains
a dependency on the $name-network.service. Such a network can be automatically
created by using a $name.network Quadlet file. Note: the corresponding .network file must exist.


	If the name ends with .container,
the container will reuse the network stack of another container created by $name.container.
The generated systemd service contains a dependency on $name.service. Note: the corresponding .container file must exist.




This key can be listed multiple times.



NetworkAlias=

Add a network-scoped alias for the container. This has the same format as the --network-alias
option to podman run. Aliases can be used to group containers together in DNS resolution: for
example, setting NetworkAlias=web on multiple containers will make a DNS query for web resolve
to all the containers with that alias.

This key can be listed multiple times.



NoNewPrivileges= (defaults to false)

If enabled, this disables the container processes from gaining additional privileges via things like
setuid and file capabilities.



Notify= (defaults to false)

By default, Podman is run in such a way that the systemd startup notify command is handled by
the container runtime. In other words, the service is deemed started when the container runtime
starts the child in the container. However, if the container application supports
sd_notify [https://www.freedesktop.org/software/systemd/man/sd_notify.html], then setting
Notify to true passes the notification details to the container allowing it to notify
of startup on its own.

In addition, setting Notify to healthy will postpone startup notifications until such time as
the container is marked healthy, as determined by Podman healthchecks. Note that this requires
setting up a container healthcheck, see the HealthCmd option for more.



PidsLimit=

Tune the container’s pids limit.
This is equivalent to the Podman --pids-limit option.



Pod=

Specify a Quadlet .pod unit to link the container to.
The value must take the form of <name>.pod and the .pod unit must exist.

Quadlet will add all the necessary parameters to link between the container and the pod and between their corresponding services.



PodmanArgs=

This key contains a list of arguments passed directly to the end of the podman run command
in the generated file (right before the image name in the command line). It can be used to
access Podman features otherwise unsupported by the generator. Since the generator is unaware
of what unexpected interactions can be caused by these arguments, it is not recommended to use
this option.

The format of this is a space separated list of arguments, which can optionally be individually
escaped to allow inclusion of whitespace and other control characters.

This key can be listed multiple times.



PublishPort=

Exposes a port, or a range of ports (e.g. 50-59), from the container to the host. Equivalent
to the Podman --publish option. The format is similar to the Podman options, which is of
the form ip:hostPort:containerPort, ip::containerPort, hostPort:containerPort or
containerPort, where the number of host and container ports must be the same (in the case
of a range).

If the IP is set to 0.0.0.0 or not set at all, the port is bound on all IPv4 addresses on
the host; use [::] for IPv6.

Note that not listing a host port means that Podman automatically selects one, and it
may be different for each invocation of service. This makes that a less useful option. The
allocated port can be found with the podman port command.

This key can be listed multiple times.



Pull=

Set the image pull policy.
This is equivalent to the Podman --pull option



ReadOnly= (defaults to false)

If enabled, makes the image read-only.



ReadOnlyTmpfs= (defaults to true)

If ReadOnly is set to true, mount a read-write tmpfs on /dev, /dev/shm, /run, /tmp, and /var/tmp.



ReloadCmd=

Add ExecReload line to the Service that runs  podman exec with this command in this container.

In order to execute the reload run systemctl reload <Service>

Mutually exclusive with ReloadSignal



ReloadSignal=

Add ExecReload line to the Service that runs podman kill with this signal which sends the signal to the main container process.

In order to execute the reload run systemctl reload <Service>

Mutually exclusive with ReloadCmd



Retry=

Number of times to retry the image pull when a HTTP error occurs. Equivalent to the Podman --retry option.



RetryDelay=

Delay between retries. Equivalent to the Podman --retry-delay option.



Rootfs=

The rootfs to use for the container. Rootfs points to a directory on the system that contains the content to be run within the container. This option conflicts with the Image option.

The format of the rootfs is the same as when passed to podman run --rootfs, so it supports overlay mounts as well.

Note: On SELinux systems, the rootfs needs the correct label, which is by default unconfined_u:object_r:container_file_t:s0.



RunInit= (defaults to false)

If enabled, the container has a minimal init process inside the
container that forwards signals and reaps processes.



SeccompProfile=

Set the seccomp profile to use in the container. If unset, the default podman profile is used.
Set to either the pathname of a JSON file, or unconfined to disable the seccomp filters.



Secret=

Use a Podman secret in the container either as a file or an environment variable.
This is equivalent to the Podman --secret option and generally has the form secret[,opt=opt ...]



SecurityLabelDisable=

Turn off label separation for the container.



SecurityLabelFileType=

Set the label file type for the container files.



SecurityLabelLevel=

Set the label process level for the container processes.



SecurityLabelNested=

Allow SecurityLabels to function within the container. This allows separation of containers created within the container.



SecurityLabelType=

Set the label process type for the container processes.



ShmSize=

Size of /dev/shm.

This is equivalent to the Podman --shm-size option and generally has the form number[unit]



StartWithPod=

Start the container after the associated pod is created. Default to true.

If true, container will be started/stopped/restarted alongside the pod.

If false, the container will not be started when the pod starts. The container will be stopped with the pod. Restarting the pod will also restart the container as long as the container was also running before.

Note, the container can still be started manually or through a target by configuring the [Install] section. The pod will be started as needed in any case.



StopSignal=

Signal to stop a container. Default is SIGTERM.

This is equivalent to the Podman --stop-signal option



StopTimeout=

Seconds to wait before forcibly stopping the container.

Note, this value should be lower than the actual systemd unit timeout to make sure the podman rm command is not killed by systemd.

This is equivalent to the Podman --stop-timeout option



SubGIDMap=

Run the container in a new user namespace using the map with name in the /etc/subgid file.
Equivalent to the Podman --subgidname option.



SubUIDMap=

Run the container in a new user namespace using the map with name in the /etc/subuid file.
Equivalent to the Podman --subuidname option.



Sysctl=

Configures namespaced kernel parameters for the container. The format is Sysctl=name=value.

This is a space separated list of kernel parameters. This key can be listed multiple times.

For example:

Sysctl=net.ipv6.conf.all.disable_ipv6=1 net.ipv6.conf.all.use_tempaddr=1







Timezone= (if unset uses system-configured default)

The timezone to run the container in.



Tmpfs=

Mount a tmpfs in the container. This is equivalent to the Podman --tmpfs option, and
generally has the form CONTAINER-DIR[:OPTIONS].

This key can be listed multiple times.



UIDMap=

Run the container in a new user namespace using the supplied UID mapping.
Equivalent to the Podman --uidmap option.

This key can be listed multiple times.



Ulimit=

Ulimit options. Sets the ulimits values inside of the container.

This key can be listed multiple times.



Unmask=

Specify the paths to unmask separated by a colon. unmask=ALL or /path/1:/path/2, or shell expanded paths (/proc/*):

If set to ALL, Podman will unmask all the paths that are masked or made read-only by default.

The default masked paths are /proc/acpi, /proc/kcore, /proc/keys, /proc/latency_stats, /proc/sched_debug, /proc/scsi, /proc/timer_list, /proc/timer_stats, /sys/firmware, and /sys/fs/selinux.

The default paths that are read-only are /proc/asound, /proc/bus, /proc/fs, /proc/irq, /proc/sys, /proc/sysrq-trigger, /sys/fs/cgroup.



User=

The (numeric) UID to run as inside the container. This does not need to match the UID on the host,
which can be modified with UserNS, but if that is not specified, this UID is also used on the host.

Note: when both User= and Group= are specified, they are combined into a single --user USER:GROUP
argument passed to Podman.



UserNS=

Set the user namespace mode for the container. This is equivalent to the Podman --userns option and
generally has the form MODE[:OPTIONS,...].



Volume=

Mount a volume in the container. This is equivalent to the Podman --volume option, and
generally has the form [[SOURCE-VOLUME|HOST-DIR:]CONTAINER-DIR[:OPTIONS]].

If SOURCE-VOLUME starts with ., Quadlet resolves the path relative to the location of the unit file.

Special case:


	If SOURCE-VOLUME ends with .volume, a Podman named volume called systemd-$name is used as the source, and the generated systemd service contains a dependency on the $name-volume.service. Note that the corresponding .volume file must exist.




This key can be listed multiple times.



WorkingDir=

Working directory inside the container.

The default working directory for running binaries within a container is the root directory (/). The image developer can set a different default with the WORKDIR instruction. This option overrides the working directory by using the -w option.




Pod units [Pod]

Pod units are named with a .pod extension and contain a [Pod] section describing
the pod that is created and run as a service. The resulting service file contains a line like
ExecStartPre=podman pod create …, and most of the keys in this section control the command-line
options passed to Podman.

By default, the Podman pod has the same name as the unit, but with a systemd- prefix, i.e.
a $name.pod file creates a $name-pod.service unit and a systemd-$name Podman pod. The
PodName option allows for overriding this default name with a user-provided one.

Valid options for [Pod] are listed below:



	[Pod] options

	podman pod create equivalent





	AddHost=example.com:192.168.10.11

	--add-host example.com:192.168.10.11



	ContainersConfModule=/etc/nvd.conf

	--module=/etc/nvd.conf



	DNS=192.168.55.1

	--dns=192.168.55.1



	DNSOption=ndots:1

	--dns-option=ndots:1



	DNSSearch=example.com

	--dns-search example.com



	ExitPolicy=stop

	--exit-policy stop



	GIDMap=0:10000:10

	--gidmap=0:10000:10



	GlobalArgs=--log-level=debug

	--log-level=debug



	HostName=name

	--hostname=name



	IP=192.5.0.1

	--ip 192.5.0.1



	IP6=2001:db8::1

	--ip6 2001:db8::1



	Label=”XYZ”

	--label “XYZ”



	Network=host

	--network host



	NetworkAlias=name

	--network-alias name



	PodmanArgs=--cpus=2

	--cpus=2



	PodName=name

	--name=name



	PublishPort=8080:80

	--publish 8080:80



	ServiceName=name

	Name the systemd unit name.service



	ShmSize=100m

	--shm-size=100m



	StopTimeout=20

	--time=20



	SubGIDMap=gtest

	--subgidname=gtest



	SubUIDMap=utest

	--subuidname=utest



	UIDMap=0:10000:10

	--uidmap=0:10000:10



	UserNS=keep-id:uid=200,gid=210

	--userns keep-id:uid=200,gid=210



	Volume=/source:/dest

	--volume /source:/dest






Supported keys in the [Pod] section are:


AddHost=

Add  host-to-IP mapping to /etc/hosts.
The format is hostname:ip.

Equivalent to the Podman --add-host option.
This key can be listed multiple times.



ContainersConfModule=

Load the specified containers.conf(5) module. Equivalent to the Podman --module option.

This key can be listed multiple times.



DNS=

Set network-scoped DNS resolver/nameserver for containers in this pod.

This key can be listed multiple times.



DNSOption=

Set custom DNS options.

This key can be listed multiple times.



DNSSearch=

Set custom DNS search domains. Use DNSSearch=. to remove the search domain.

This key can be listed multiple times.



ExitPolicy=

Set the exit policy of the pod when the last container exits. Default for quadlets is stop.

To keep the pod active, set ExitPolicy=continue.



GIDMap=

Create the pod in a new user namespace using the supplied GID mapping.
Equivalent to the Podman --gidmap option.

This key can be listed multiple times.



GlobalArgs=

This key contains a list of arguments passed directly between podman and pod
in the generated file. It can be used to access Podman features otherwise unsupported by the generator. Since the generator is unaware
of what unexpected interactions can be caused by these arguments, it is not recommended to use
this option.

The format of this is a space separated list of arguments, which can optionally be individually
escaped to allow inclusion of whitespace and other control characters.

This key can be listed multiple times.



HostName=

Set the pod’s hostname inside all containers.

The given hostname is also added to the /etc/hosts file using the container’s primary IP address (also see the --add-host option).

Equivalent to the Podman --hostname option.
This key can be listed multiple times.



IP=

Specify a static IPv4 address for the pod, for example 10.88.64.128.
Equivalent to the Podman --ip option.



IP6=

Specify a static IPv6 address for the pod, for example fd46:db93:aa76:ac37::10.
Equivalent to the Podman --ip6 option.



Label=

Set one or more OCI labels on the pod. The format is a list of
key=value items, similar to Environment.

This key can be listed multiple times.



Network=

Specify a custom network for the pod.
This has the same format as the --network option to podman pod create.
For example, use host to use the host network in the pod, or none to not set up networking in the pod.

Special case:


	If the name of the network ends with .network, Quadlet will look for the corresponding .network Quadlet unit. If found, Quadlet will use the name of the Network set in the Unit, otherwise, systemd-$name is used.




The generated systemd service contains a dependency on the service unit generated for that .network unit. Note: the corresponding .network file must exist.

This key can be listed multiple times.



NetworkAlias=

Add a network-scoped alias for the pod. This has the same format as the --network-alias option to
podman pod create. Aliases can be used to group containers together in DNS resolution: for
example, setting NetworkAlias=web on multiple containers will make a DNS query for web resolve
to all the containers with that alias.

This key can be listed multiple times.



PodmanArgs=

This key contains a list of arguments passed directly to the end of the podman pod create command
in the generated file. It can be used to access Podman features otherwise unsupported by the generator. Since the generator is unaware
of what unexpected interactions can be caused by these arguments, is not recommended to use
this option.

The format of this is a space separated list of arguments, which can optionally be individually
escaped to allow inclusion of whitespace and other control characters.

This key can be listed multiple times.



PodName=

The (optional) name of the Podman pod.
If this is not specified, the default value is the same name as the unit, but with a systemd- prefix,
i.e. a $name.pod file creates a systemd-$name Podman pod to avoid conflicts with user-managed pods.

Please note that pods and containers cannot have the same name.
So, if PodName is set, it must not conflict with any container.



PublishPort=

Exposes a port, or a range of ports (e.g. 50-59), from the pod to the host. Equivalent
to the Podman --publish option. The format is similar to the Podman options, which is of
the form ip:hostPort:containerPort, ip::containerPort, hostPort:containerPort or
containerPort, where the number of host and container ports must be the same (in the case
of a range).

If the IP is set to 0.0.0.0 or not set at all, the port is bound on all IPv4 addresses on
the host; use [::] for IPv6.

Note that not listing a host port means that Podman automatically selects one, and it
may be different for each invocation of service. This makes that a less useful option. The
allocated port can be found with the podman port command.

When using host networking via Network=host, the PublishPort= option cannot be used.

This key can be listed multiple times.



ServiceName=

By default, Quadlet will name the systemd service unit by appending -pod to the name of the Quadlet.
Setting this key overrides this behavior by instructing Quadlet to use the provided name.

Note, the name should not include the .service file extension



ShmSize=

Size of /dev/shm.

This is equivalent to the Podman --shm-size option and generally has the form number[unit]



StopTimeout=

Sets the time in seconds to wait for the pod to gracefully stop.
This value is equivalent to the --time argument in the podman pod stop command when the service is stopped.
After this period expires, any running containers in the pod are forcibly killed.



SubGIDMap=

Create the pod in a new user namespace using the map with name in the /etc/subgid file.
Equivalent to the Podman --subgidname option.



SubUIDMap=

Create the pod in a new user namespace using the map with name in the /etc/subuid file.
Equivalent to the Podman --subuidname option.



UIDMap=

Create the pod in a new user namespace using the supplied UID mapping.
Equivalent to the Podman --uidmap option.

This key can be listed multiple times.



UserNS=

Set the user namespace mode for the pod. This is equivalent to the Podman --userns option and
generally has the form MODE[:OPTIONS,...].



Volume=

Mount a volume in the pod. This is equivalent to the Podman --volume option, and
generally has the form [[SOURCE-VOLUME|HOST-DIR:]CONTAINER-DIR[:OPTIONS]].

If SOURCE-VOLUME starts with ., Quadlet resolves the path relative to the location of the unit file.

Special case:


	If SOURCE-VOLUME ends with .volume, Quadlet will look for the corresponding .volume Quadlet unit. If found, Quadlet will use the name of the Volume set in the Unit, otherwise, systemd-$name is used. Note: the corresponding .volume file must exist.




The generated systemd service contains a dependency on the service unit generated for that .volume unit,
or on $name-volume.service if the .volume unit is not found.

This key can be listed multiple times.




Kube units [Kube]

Kube units are named with a .kube extension and contain a [Kube] section describing
how podman kube play runs as a service. The resulting service file contains a line like
ExecStart=podman kube play … file.yml, and most of the keys in this section control the command-line
options passed to Podman. However, some options also affect the details of how systemd is set up to run and
interact with the container.

There is only one required key, Yaml, which defines the path to the Kubernetes YAML file.

Valid options for [Kube] are listed below:



	[Kube] options

	podman kube play equivalent





	AutoUpdate=registry

	--annotation “io.containers.autoupdate=registry”



	ConfigMap=/tmp/config.map

	--config-map /tmp/config.map



	ContainersConfModule=/etc/nvd.conf

	--module=/etc/nvd.conf



	ExitCodePropagation=how

	How to propagate container error status



	GlobalArgs=--log-level=debug

	--log-level=debug



	KubeDownForce=true

	--force (for podman kube down)



	LogDriver=journald

	--log-driver journald



	Network=host

	--network host



	PodmanArgs=--annotation=key=value

	--annotation=key=value



	PublishPort=8080:80

	--publish 8080:80



	SetWorkingDirectory=yaml

	Set WorkingDirectory of unit file to location of the YAML file



	UserNS=keep-id:uid=200,gid=210

	--userns keep-id:uid=200,gid=210



	Yaml=/tmp/kube.yaml

	podman kube play /tmp/kube.yaml






Supported keys in the [Kube] section are:


AutoUpdate=

Indicates whether containers will be auto-updated (podman-auto-update(1)). AutoUpdate can be specified multiple times. The following values are supported:


	registry: Requires a fully-qualified image reference (e.g., quay.io/podman/stable:latest) to be used to create the container. This enforcement is necessary to know which images to actually check and pull. If an image ID was used, Podman does not know which image to check/pull anymore.


	local: Tells Podman to compare the image a container is using to the image with its raw name in local storage. If an image is updated locally, Podman simply restarts the systemd unit executing the Kubernetes Quadlet.


	name/(local|registry): Tells Podman to perform the local or registry autoupdate on the specified container name.






ConfigMap=

Pass the Kubernetes ConfigMap YAML path to podman kube play via the --configmap argument.
Unlike the configmap argument, the value may contain only one path but
it may be absolute or relative to the location of the unit file.

This key may be used multiple times



ContainersConfModule=

Load the specified containers.conf(5) module. Equivalent to the Podman --module option.

This key can be listed multiple times.



ExitCodePropagation=

Control how the main PID of the systemd service should exit. The following values are supported:


	all: exit non-zero if all containers have failed (i.e., exited non-zero)


	any: exit non-zero if any container has failed


	none: exit zero and ignore failed containers




The current default value is none.



GlobalArgs=

This key contains a list of arguments passed directly between podman and kube
in the generated file. It can be used to access Podman features otherwise unsupported by the generator. Since the generator is unaware
of what unexpected interactions can be caused by these arguments, it is not recommended to use
this option.

The format of this is a space separated list of arguments, which can optionally be individually
escaped to allow inclusion of whitespace and other control characters.

This key can be listed multiple times.



KubeDownForce=

Remove all resources, including volumes, when calling podman kube down.
Equivalent to the Podman --force option.



LogDriver=

Set the log-driver Podman uses when running the container.
Equivalent to the Podman --log-driver option.



Network=

Specify a custom network for the container. This has the same format as the --network option
to podman kube play. For example, use host to use the host network in the container, or none to
not set up networking in the container.

Special case:


	If the name of the network ends with .network, a Podman network called systemd-$name is used, and the generated systemd service contains a dependency on the $name-network.service. Such a network can be automatically created by using a $name.network Quadlet file. Note: the corresponding .network file must exist.




This key can be listed multiple times.



PodmanArgs=

This key contains a list of arguments passed directly to the end of the podman kube play command
in the generated file (right before the path to the yaml file in the command line). It can be used to
access Podman features otherwise unsupported by the generator. Since the generator is unaware
of what unexpected interactions can be caused by these arguments, is not recommended to use
this option.

The format of this is a space separated list of arguments, which can optionally be individually
escaped to allow inclusion of whitespace and other control characters.

This key can be listed multiple times.



PublishPort=

Exposes a port, or a range of ports (e.g. 50-59), from the container to the host. Equivalent
to the podman kube play’s --publish option. The format is similar to the Podman options, which is of
the form ip:hostPort:containerPort, ip::containerPort, hostPort:containerPort or
containerPort, where the number of host and container ports must be the same (in the case
of a range).

If the IP is set to 0.0.0.0 or not set at all, the port is bound on all IPv4 addresses on
the host; use [::] for IPv6.

The list of published ports specified in the unit file is merged with the list of ports specified
in the Kubernetes YAML file. If the same container port and protocol is specified in both, the
entry from the unit file takes precedence

This key can be listed multiple times.



SetWorkingDirectory=

Set the WorkingDirectory field of the Service group of the Systemd service unit file.
Used to allow podman kube play to correctly resolve relative paths.
Supported values are yaml and unit to set the working directory to that of the YAML or Quadlet Unit file respectively.

Alternatively, users can explicitly set the WorkingDirectory field of the Service group in the .kube file.
Please note that if the WorkingDirectory field of the Service group is set,
Quadlet will not set it even if SetWorkingDirectory is set

Special case:


	If multiple Yaml path are provided only unit is supported.






UserNS=

Set the user namespace mode for the container. This is equivalent to the Podman --userns option and
generally has the form MODE[:OPTIONS,...].



Yaml=

The path, absolute or relative to the location of the unit file, to the Kubernetes YAML file to use.

This key can be listed multiple times.




Network units [Network]

Network files are named with a .network extension and contain a section [Network] describing the
named Podman network. The generated service is a one-time command that ensures that the network
exists on the host, creating it if needed.

By default, the Podman network has the same name as the unit, but with a systemd- prefix, i.e. for
a network file named $NAME.network, the generated Podman network is called systemd-$NAME, and
the generated service file is $NAME-network.service. The NetworkName option allows for
overriding this default name with a user-provided one.

Please note that stopping the corresponding service will not remove the podman network.
In addition, updating an existing network is not supported.
In order to update the network parameters you will first need to manually remove the podman network and then restart the service.

Using network units allows containers to depend on networks being automatically pre-created. This is
particularly interesting when using special options to control network creation, as Podman otherwise creates networks with the default options.

Valid options for [Network] are listed below:



	[Network] options

	podman network create equivalent





	ContainersConfModule=/etc/nvd.conf

	--module=/etc/nvd.conf



	DisableDNS=true

	--disable-dns



	DNS=192.168.55.1

	--dns=192.168.55.1



	Driver=bridge

	--driver bridge



	Gateway=192.168.55.3

	--gateway 192.168.55.3



	GlobalArgs=--log-level=debug

	--log-level=debug



	InterfaceName=enp1

	--interface-name enp1



	Internal=true

	--internal



	IPAMDriver=dhcp

	--ipam-driver dhcp



	IPRange=192.168.55.128/25

	--ip-range 192.168.55.128/25



	IPv6=true

	--ipv6



	Label=”XYZ”

	--label “XYZ”



	NetworkDeleteOnStop=true

	Add ExecStopPost to delete the network when the unit is stopped



	NetworkName=foo

	podman network create foo



	Options=isolate=true

	--opt isolate=true



	PodmanArgs=--dns=192.168.55.1

	--dns=192.168.55.1



	Subnet=192.5.0.0/16

	--subnet 192.5.0.0/16






Supported keys in [Network] section are:


ContainersConfModule=

Load the specified containers.conf(5) module. Equivalent to the Podman --module option.

This key can be listed multiple times.



DisableDNS= (defaults to false)

If enabled, disables the DNS plugin for this network.

This is equivalent to the Podman --disable-dns option



DNS=

Set network-scoped DNS resolver/nameserver for containers in this network.

This key can be listed multiple times.



Driver= (defaults to bridge)

Driver to manage the network. Currently bridge, macvlan and ipvlan are supported.

This is equivalent to the Podman --driver option



Gateway=

Define a gateway for the subnet. If you want to provide a gateway address, you must also provide a subnet option.

This is equivalent to the Podman --gateway option

This key can be listed multiple times.



GlobalArgs=

This key contains a list of arguments passed directly between podman and network
in the generated file. It can be used to access Podman features otherwise unsupported by the generator. Since the generator is unaware
of what unexpected interactions can be caused by these arguments, it is not recommended to use
this option.

The format of this is a space separated list of arguments, which can optionally be individually
escaped to allow inclusion of whitespace and other control characters.

This key can be listed multiple times.



InterfaceName=

This option maps the network_interface option in the network config, see podman network inspect.
Depending on the driver, this can have different effects; for bridge, it uses the bridge interface name.
For macvlan and ipvlan, it is the parent device on the host. It is the same as --opt parent=....

This is equivalent to the Podman --interface-name option.



Internal= (defaults to false)

Restrict external access of this network.

This is equivalent to the Podman --internal option



IPAMDriver=

Set the ipam driver (IP Address Management Driver) for the network. Currently host-local, dhcp and none are supported.

This is equivalent to the Podman --ipam-driver option



IPRange=

Allocate container IP from a range. The range must be a either a complete subnet in CIDR notation or be
in the <startIP>-<endIP> syntax which allows for a more flexible range compared to the CIDR subnet.
The ip-range option must be used with a subnet option.

This is equivalent to the Podman --ip-range option

This key can be listed multiple times.



IPv6=

Enable IPv6 (Dual Stack) networking.

This is equivalent to the Podman --ipv6 option



Label=

Set one or more OCI labels on the network. The format is a list of
key=value items, similar to Environment.

This key can be listed multiple times.



NetworkDeleteOnStop= (defaults to false)

When set to true the network is deleted when the service is stopped



NetworkName=

The (optional) name of the Podman network.
If this is not specified, the default value is the same name as the unit, but with a systemd- prefix,
i.e. a $name.network file creates a systemd-$name Podman network to avoid
conflicts with user-managed network.



Options=

Set driver specific options.

This is equivalent to the Podman --opt option



PodmanArgs=

This key contains a list of arguments passed directly to the end of the podman network create command
in the generated file (right before the name of the network in the command line). It can be used to
access Podman features otherwise unsupported by the generator. Since the generator is unaware
of what unexpected interactions can be caused by these arguments, is not recommended to use
this option.

The format of this is a space separated list of arguments, which can optionally be individually
escaped to allow inclusion of whitespace and other control characters.

This key can be listed multiple times.



Subnet=

The subnet in CIDR notation.

This is equivalent to the Podman --subnet option

This key can be listed multiple times.




Volume units [Volume]

Volume files are named with a .volume extension and contain a section [Volume] describing the
named Podman volume. The generated service is a one-time command that ensures that the volume
exists on the host, creating it if needed.

By default, the Podman volume has the same name as the unit, but with a systemd- prefix, i.e. for
a volume file named $NAME.volume, the generated Podman volume is called systemd-$NAME, and the
generated service file is $NAME-volume.service. The VolumeName option allows for overriding this
default name with a user-provided one.

Using volume units allows containers to depend on volumes being automatically pre-created. This is
particularly interesting when using special options to control volume creation,
as Podman otherwise creates volumes with the default options.

Valid options for [Volume] are listed below:



	[Volume] options

	podman volume create equivalent





	ContainersConfModule=/etc/nvd.conf

	--module=/etc/nvd.conf



	Copy=true

	--opt copy



	Device=tmpfs

	--opt device=tmpfs



	Driver=image

	--driver=image



	GlobalArgs=--log-level=debug

	--log-level=debug



	Group=192

	--opt “o=group=192”



	Image=quay.io/centos/centos:latest

	--opt image=quay.io/centos/centos:latest



	Label=”foo=bar”

	--label “foo=bar”



	Options=XYZ

	--opt “o=XYZ”



	PodmanArgs=--driver=image

	--driver=image



	Type=type

	Filesystem type of Device



	User=123

	--opt “o=uid=123”



	VolumeName=foo

	podman volume create foo






Supported keys in [Volume] section are:


ContainersConfModule=

Load the specified containers.conf(5) module. Equivalent to the Podman --module option.

This key can be listed multiple times.



Copy= (default to true)

If enabled, the content of the image located at the mountpoint of the volume is copied into the
volume on the first run.



Device=

The path of a device which is mounted for the volume.



Driver=

Specify the volume driver name. When set to image, the Image key must also be set.

This is equivalent to the Podman --driver option.



GlobalArgs=

This key contains a list of arguments passed directly between podman and volume
in the generated file. It can be used to access Podman features otherwise unsupported by the generator. Since the generator is unaware
of what unexpected interactions can be caused by these arguments, it is not recommended to use
this option.

The format of this is a space separated list of arguments, which can optionally be individually
escaped to allow inclusion of whitespace and other control characters.

This key can be listed multiple times.



Group=

The host (numeric) GID, or group name to use as the group for the volume



Image=

Specifies the image the volume is based on when Driver is set to the image.
It is recommended to use a fully qualified image name rather than a short name, both for
performance and robustness reasons.

The format of the name is the same as when passed to podman pull. So, it supports using
:tag or digests to guarantee the specific image version.

Special case:


	If the name of the image ends with .image, Quadlet will use the image
pulled by the corresponding .image file, and the generated systemd service contains a dependency on the $name-image.service (or the service name set in the .image file). Note: the corresponding .image file must exist.






Label=

Set one or more OCI labels on the volume. The format is a list of
key=value items, similar to Environment.

This key can be listed multiple times.



Options=

The mount options to use for a filesystem as used by the mount(8) command -o option.



PodmanArgs=

This key contains a list of arguments passed directly to the end of the podman volume create command
in the generated file (right before the name of the volume in the command line). It can be used to
access Podman features otherwise unsupported by the generator. Since the generator is unaware
of what unexpected interactions can be caused by these arguments, is not recommended to use
this option.

The format of this is a space separated list of arguments, which can optionally be individually
escaped to allow inclusion of whitespace and other control characters.

This key can be listed multiple times.



Type=

The filesystem type of Device as used by the mount(8) commands -t option.



User=

The host (numeric) UID, or user name to use as the owner for the volume



VolumeName=

The (optional) name of the Podman volume.
If this is not specified, the default value is the same name as the unit, but with a systemd- prefix,
i.e. a $name.volume file creates a systemd-$name Podman volume to avoid
conflicts with user-managed volumes.




Build units [Build]

Build files are named with a .build extension and contain a section [Build] describing the image
build command. The generated service is a one-time command that ensures that the image is built on
the host from a supplied Containerfile and context directory. Subsequent (re-)starts of the
generated built service will usually finish quickly, as image layer caching will skip unchanged
build steps.

A minimal .build unit needs at least the ImageTag= key, and either of File= or
SetWorkingDirectory= keys.

Using build units allows containers and volumes to depend on images being built locally. This can be
interesting for creating container images not available on container registries, or for local
testing and development.

Valid options for [Build] are listed below:



	[Build] options

	podman build equivalent





	Annotation=annotation=value

	--annotation=annotation=value



	Arch=aarch64

	--arch=aarch64



	AuthFile=/etc/registry/auth.json

	--authfile=/etc/registry/auth.json



	BuildArg=foo=bar

	--build-arg foo=bar



	ContainersConfModule=/etc/nvd.conf

	--module=/etc/nvd.conf



	DNS=192.168.55.1

	--dns=192.168.55.1



	DNSOption=ndots:1

	--dns-option=ndots:1



	DNSSearch=example.com

	--dns-search example.com



	Environment=foo=bar

	--env foo=bar



	File=/path/to/Containerfile

	--file=/path/to/Containerfile



	ForceRM=false

	--force-rm=false



	GlobalArgs=--log-level=debug

	--log-level=debug



	GroupAdd=keep-groups

	--group-add=keep-groups



	IgnoreFile=/path/to/.customignore

	--ignorefile=/path/to/.customignore



	ImageTag=localhost/imagename

	--tag=localhost/imagename



	Label=label

	--label=label



	Network=host

	--network=host



	PodmanArgs=--pull never

	--pull never



	Pull=never

	--pull never



	Retry=5

	--retry=5



	RetryDelay=10s

	--retry-delay=10s



	Secret=secret

	--secret=id=mysecret,src=path



	SetWorkingDirectory=unit

	Set WorkingDirectory of systemd unit file



	Target=my-app

	--target=my-app



	TLSVerify=false

	--tls-verify=false



	Variant=arm/v7

	--variant=arm/v7



	Volume=/source:/dest

	--volume /source:/dest







Annotation=

Add an image annotation (e.g. annotation=value) to the image metadata. Can be used multiple
times.

This is equivalent to the --annotation option of podman build.



Arch=

Override the architecture, defaults to hosts’, of the image to be built.

This is equivalent to the --arch option of podman build.



AuthFile=

Path of the authentication file.

This is equivalent to the --authfile option of podman build.



BuildArg=

Specifies a build argument and its value in the same way environment variables are
(e.g., env=value), but it is not added to the environment variable list in the
resulting image’s configuration. Can be listed multiple times.

This is equivalent to the --build-arg option of podman build.



ContainersConfModule=

Load the specified containers.conf(5) module. Equivalent to the Podman --module option.

This key can be listed multiple times.



DNS=

Set network-scoped DNS resolver/nameserver for the build container.

This key can be listed multiple times.

This is equivalent to the --dns option of podman build.



DNSOption=

Set custom DNS options.

This key can be listed multiple times.

This is equivalent to the --dns-option option of podman build.



DNSSearch=

Set custom DNS search domains. Use DNSSearch=. to remove the search domain.

This key can be listed multiple times.

This is equivalent to the --dns-search option of podman build.



Environment=

Add a value (e.g. env=value) to the built image. This uses the same format as services in
systemd [https://www.freedesktop.org/software/systemd/man/systemd.exec.html#Environment=] and can be
listed multiple times.



File=

Specifies a Containerfile which contains instructions for building the image. A URL starting with
http(s):// allows you to specify a remote Containerfile to be downloaded. Note that for a given
relative path to a Containerfile, or when using a http(s):// URL, you also must set
SetWorkingDirectory= in order for podman build to find a valid context directory for the
resources specified in the Containerfile.

Note that setting a File= field is mandatory for a .build file, unless SetWorkingDirectory (or
a WorkingDirectory in the Service group) has also been set.

This is equivalent to the --file option of podman build.



ForceRM=

Always remove intermediate containers after a build, even if the build fails (default true).

This is equivalent to the --force-rm option of podman build.



GlobalArgs=

This key contains a list of arguments passed directly between podman and build in the generated
file. It can be used to access Podman features otherwise unsupported by the generator. Since the
generator is unaware of what unexpected interactions can be caused by these arguments, it is not
recommended to use this option.

The format of this is a space separated list of arguments, which can optionally be individually
escaped to allow inclusion of whitespace and other control characters.

This key can be listed multiple times.



GroupAdd=

Assign additional groups to the primary user running within the container process. Also supports the
keep-groups special flag.

This is equivalent to the --group-add option of podman build.



IgnoreFile=

Path to an alternate .containerignore file to use when building the image.
Note that when using a relative path you should also set SetWorkingDirectory=

This is equivalent to the --ignorefile option of podman build.



ImageTag=

Specifies the name which is assigned to the resulting image if the build process completes
successfully.

This is equivalent to the --tag option of podman build.

This key can be listed multiple times. The first instance will be used as the name of the created artifact when the .build file is referenced by another Quadlet unit.



Label=

Add an image label (e.g. label=value) to the image metadata. Can be used multiple times.

This is equivalent to the --label option of podman build.



Network=

Sets the configuration for network namespaces when handling RUN instructions. This has the same
format as the --network option to podman build. For example, use host to use the host network,
or none to not set up networking.

Special case:


	If the name of the network ends with .network, Quadlet will look for the corresponding .network Quadlet unit. If found, Quadlet will use the name of the Network set in the Unit, otherwise, systemd-$name is used. The generated systemd service contains a dependency on the service unit generated for that .network unit, or on $name-network.service if the .network unit is not found. Note: the corresponding .network file must exist.




This key can be listed multiple times.



PodmanArgs=

This key contains a list of arguments passed directly to the end of the podman build command
in the generated file (right before the image name in the command line). It can be used to
access Podman features otherwise unsupported by the generator. Since the generator is unaware
of what unexpected interactions can be caused by these arguments, it is not recommended to use
this option.

The format of this is a space separated list of arguments, which can optionally be individually
escaped to allow inclusion of whitespace and other control characters.

This key can be listed multiple times.



Pull=

Set the image pull policy.

This is equivalent to the --pull option of podman build.



Retry=

Number of times to retry the image pull when a HTTP error occurs. Equivalent to the Podman --retry option.



RetryDelay=

Delay between retries. Equivalent to the Podman --retry-delay option.



Secret=

Pass secret information used in Containerfile build stages in a safe way.

This is equivalent to the --secret option of podman build and generally has the form
secret[,opt=opt ...].



SetWorkingDirectory=

Provide context (a working directory) to podman build. Supported values are a path, a URL, or the
special keys file or unit to set the context directory to the parent directory of the file from
the File= key or to that of the Quadlet .build unit file, respectively. This allows Quadlet to
resolve relative paths.

When using one of the special keys (file or unit), the WorkingDirectory field of the Service
group of the Systemd service unit will also be set to accordingly. Alternatively, users can
explicitly set the WorkingDirectory field of the Service group in the .build file. Please note
that if the WorkingDirectory field of the Service group is set by the user, Quadlet will not
overwrite it even if SetWorkingDirectory is set to file or unit.

By providing a URL to SetWorkingDirectory= you can instruct podman build to clone a Git
repository or download an archive file extracted to a temporary location by podman build as build
context. Note that in this case, the WorkingDirectory of the Systemd service unit is left
untouched by Quadlet.

Note that providing context directory is mandatory for a .build file, unless a File= key has
also been provided.



Target=

Set the target build stage to build. Commands in the Containerfile after the target stage are
skipped.

This is equivalent to the --target option of podman build.



TLSVerify=

Require HTTPS and verification of certificates when contacting registries.

This is equivalent to the --tls-verify option of podman build.



Variant=

Override the default architecture variant of the container image to be built.

This is equivalent to the --variant option of podman build.



Volume=

Mount a volume to containers when executing RUN instructions during the build. This is equivalent to
the --volume option of podman build, and generally has the form
[[SOURCE-VOLUME|HOST-DIR:]CONTAINER-DIR[:OPTIONS]].

If SOURCE-VOLUME starts with ., Quadlet resolves the path relative to the location of the unit file.

Special case:


	If SOURCE-VOLUME ends with .volume, Quadlet will look for the corresponding .volume Quadlet unit. If found, Quadlet will use the name of the Volume set in the Unit, otherwise, systemd-$name is used. The generated systemd service contains a dependency on the service unit generated for that .volume unit, or on $name-volume.service if the .volume unit is not found. Note: the corresponding .volume file must exist.




This key can be listed multiple times.




Image units [Image]

Image files are named with a .image extension and contain a section [Image] describing the
container image pull command. The generated service is a one-time command that ensures that the image
exists on the host, pulling it if needed.

Using image units allows containers and volumes to depend on images being automatically pulled. This is
particularly interesting when using special options to control image pulls.

Valid options for [Image] are listed below:



	[Image] options

	podman image pull equivalent





	AllTags=true

	--all-tags



	Arch=aarch64

	--arch=aarch64



	AuthFile=/etc/registry/auth.json

	--authfile=/etc/registry/auth.json



	CertDir=/etc/registry/certs

	--cert-dir=/etc/registry/certs



	ContainersConfModule=/etc/nvd.conf

	--module=/etc/nvd.conf



	Creds=myname:mypassword

	--creds=myname:mypassword



	DecryptionKey=/etc/registry.key

	--decryption-key=/etc/registry.key



	GlobalArgs=--log-level=debug

	--log-level=debug



	Image=quay.io/centos/centos:latest

	podman image pull quay.io/centos/centos:latest



	ImageTag=quay.io/centos/centos:latest

	Use this name when resolving .image references



	OS=windows

	--os=windows



	PodmanArgs=--os=linux

	--os=linux



	Policy=always

	--policy=always



	Retry=5

	--retry=5



	RetryDelay=10s

	--retry-delay=10s



	TLSVerify=false

	--tls-verify=false



	Variant=arm/v7

	--variant=arm/v7







AllTags=

All tagged images in the repository are pulled.

This is equivalent to the Podman --all-tags option.



Arch=

Override the architecture, defaults to hosts, of the image to be pulled.

This is equivalent to the Podman --arch option.



AuthFile=

Path of the authentication file.

This is equivalent to the Podman --authfile option.



CertDir=

Use certificates at path (*.crt, *.cert, *.key) to connect to the registry.

This is equivalent to the Podman --cert-dir option.



ContainersConfModule=

Load the specified containers.conf(5) module. Equivalent to the Podman --module option.

This key can be listed multiple times.



Creds=

The [username[:password]] to use to authenticate with the registry, if required.

This is equivalent to the Podman --creds option.



DecryptionKey=

The [key[:passphrase]] to be used for decryption of images.

This is equivalent to the Podman --decryption-key option.



GlobalArgs=

This key contains a list of arguments passed directly between podman and image
in the generated file. It can be used to access Podman features otherwise unsupported by the generator. Since the generator is unaware
of what unexpected interactions can be caused by these arguments, it is not recommended to use
this option.

The format of this is a space separated list of arguments, which can optionally be individually
escaped to allow inclusion of whitespace and other control characters.

This key can be listed multiple times.



Image=

The image to pull.
It is recommended to use a fully qualified image name rather than a short name, both for
performance and robustness reasons.

The format of the name is the same as when passed to podman pull. So, it supports using
:tag or digests to guarantee the specific image version.



ImageTag=

Actual FQIN of the referenced Image.
Only meaningful when source is a file or directory archive.

For example, an image saved into a docker-archive with the following Podman command:

podman image save --format docker-archive --output /tmp/archive-file.tar quay.io/podman/stable:latest

requires setting


	Image=docker-archive:/tmp/archive-file.tar


	ImageTag=quay.io/podman/stable:latest






OS=

Override the OS, defaults to hosts, of the image to be pulled.

This is equivalent to the Podman --os option.



PodmanArgs=

This key contains a list of arguments passed directly to the end of the podman image pull command
in the generated file (right before the image name in the command line). It can be used to
access Podman features otherwise unsupported by the generator. Since the generator is unaware
of what unexpected interactions can be caused by these arguments, it is not recommended to use
this option.

The format of this is a space separated list of arguments, which can optionally be individually
escaped to allow inclusion of whitespace and other control characters.

This key can be listed multiple times.



Policy=

The pull policy to use when pulling the image.

This is equivalent to the Podman --policy option.



Retry=

Number of times to retry the image pull when a HTTP error occurs. Equivalent to the Podman --retry option.



RetryDelay=

Delay between retries. Equivalent to the Podman --retry-delay option.



TLSVerify=

Require HTTPS and verification of certificates when contacting registries.

This is equivalent to the Podman --tls-verify option.



Variant=

Override the default architecture variant of the container image.

This is equivalent to the Podman --variant option.




Artifact units [Artifact]


WARNING: Experimental Unit

This unit is considered experimental and still in development. Inputs, options, and outputs are all subject to change.

Artifact units are named with a .artifact extension and contain a [Artifact] section describing
the container artifact pull command. The generated service is a one-time command that ensures that the artifact
exists on the host, pulling it if needed.

Using artifact units allows containers to depend on artifacts being automatically pulled. This is
particularly useful for managing artifacts that containers need to mount or access, the Artifact key is mandatory inside of the [Artifact] unit.

Valid options for [Artifact] are listed below:



	[Artifact] options

	podman artifact pull equivalent





	Artifact=quay.io/foobar/artifact:special

	podman artifact pull quay.io/foobar/artifact:special



	AuthFile=/etc/registry/auth.json

	--authfile=/etc/registry/auth.json



	CertDir=/etc/registry/certs

	--cert-dir=/etc/registry/certs



	ContainersConfModule=/etc/nvd.conf

	--module=/etc/nvd.conf



	Creds=username:password

	--creds=username:password



	DecryptionKey=/etc/registry.key

	--decryption-key=/etc/registry.key



	GlobalArgs=--log-level=debug

	--log-level=debug



	PodmanArgs=--pull never

	--pull never



	Quiet=true

	--quiet



	Retry=5

	--retry=5



	RetryDelay=10s

	--retry-delay=10s



	ServiceName=my-artifact

	Set the systemd service name to my-artifact.service



	TLSVerify=false

	--tls-verify=false








Artifact=

The artifact to pull from a registry onto the local machine. This is the only required key for artifact units.

It is required to use a fully qualified artifact name rather than a short name, both for
performance and robustness reasons.



AuthFile=

Path of the authentication file.

This is equivalent to the Podman --authfile option.



CertDir=

Use certificates at path (*.crt, *.cert, *.key) to connect to the registry.

This is equivalent to the Podman --cert-dir option.



ContainersConfModule=

Load the specified containers.conf(5) module. Equivalent to the Podman --module option.

This key can be listed multiple times.



Creds=

The credentials to use when contacting the registry in the format [username[:password]].

This is equivalent to the Podman --creds option.



DecryptionKey=

The [key[:passphrase]] to be used for decryption of artifacts.

This is equivalent to the Podman --decryption-key option.



GlobalArgs=

This key contains a list of arguments passed directly between podman and artifact
in the generated file. It can be used to access Podman features otherwise unsupported by the generator. Since the generator is unaware
of what unexpected interactions can be caused by these arguments, it is not recommended to use
this option.

The format of this is a space separated list of arguments, which can optionally be individually
escaped to allow inclusion of whitespace and other control characters.

This key can be listed multiple times.



PodmanArgs=

This key contains a list of arguments passed directly to the end of the podman artifact pull command
in the generated file (right before the artifact name in the command line). It can be used to
access Podman features otherwise unsupported by the generator. Since the generator is unaware
of what unexpected interactions can be caused by these arguments, it is not recommended to use
this option.

The format of this is a space separated list of arguments, which can optionally be individually
escaped to allow inclusion of whitespace and other control characters.

This key can be listed multiple times.



Quiet=

Suppress output information when pulling artifacts.

This is equivalent to the Podman --quiet option.



Retry=

Number of times to retry the artifact pull when a HTTP error occurs. Equivalent to the Podman --retry option.



RetryDelay=

Delay between retries. Equivalent to the Podman --retry-delay option.



ServiceName=

The (optional) name of the systemd service. If this is not specified, the default value is the same name as the unit, but with a -artifact suffix, i.e. a $name.artifact file creates a $name-artifact.service systemd service.



TLSVerify=

Require HTTPS and verification of certificates when contacting registries.

This is equivalent to the Podman --tls-verify option.




Quadlet section [Quadlet]

Some quadlet specific configuration is shared between different unit types. Those settings
can be configured in the [Quadlet] section.

Valid options for [Quadlet] are listed below:



	[Quadlet] options

	Description





	DefaultDependencies=false

	Disable implicit network dependencies to the unit







DefaultDependencies=

Add Quadlet’s default network dependencies to the unit (default is true).

When set to false, Quadlet will not add a dependency (After=, Wants=) to
network-online.target/podman-user-wait-network-online.service to the generated unit.

Note, this option is set in the [Quadlet] section. The systemd [Unit] section
has an option with the same name but a different meaning.




EXAMPLES

Example test.container:

[Unit]
Description=A minimal container

[Container]
# Use the centos image
Image=quay.io/centos/centos:latest

# Use volume and network defined below
Volume=test.volume:/data
Network=test.network

# In the container we just run sleep
Exec=sleep 60

[Service]
# Restart service when sleep finishes
Restart=always
# Extend Timeout to allow time to pull the image
TimeoutStartSec=900
# ExecStartPre flag and other systemd commands can go here, see systemd.unit(5) man page.
ExecStartPre=/usr/share/mincontainer/setup.sh

[Install]
# Start by default on boot
WantedBy=multi-user.target default.target





Example test.kube:

[Unit]
Description=A kubernetes yaml based service
Before=local-fs.target

[Kube]
Yaml=/opt/k8s/deployment.yml

[Install]
# Start by default on boot
WantedBy=multi-user.target default.target





Example for locally built image to be used in a container with build-specific arguments:

test.build

[Build]
# Tag the image to be built
ImageTag=localhost/imagename

# Set the working directory to the path of the unit file,
# expecting to find a Containerfile/Dockerfile
# + other files needed to build the image
SetWorkingDirectory=unit
# Set build arguments VERSION and DEBUG
BuildArg=VERSION=1.0 \
          DEBUG=false





test.container

[Container]
Image=test.build





Example test.volume:

[Volume]
User=root
Group=root
Label=org.test.Key=value





Example test.network:

[Network]
Subnet=172.16.0.0/24
Gateway=172.16.0.1
IPRange=172.16.0.0/28
Label=org.test.Key=value





Example test.artifact to only pull the artifact using one auth file:

[Artifact]
Artifact=quay.io/example/my-artifact:latest
AuthFile=/etc/registry/auth.json
TLSVerify=false





Example usage where a container depends on an artifact:

my-artifact.artifact:

[Artifact]
Artifact=quay.io/example/my-config:latest





my-app.container:

[Container]
Image=quay.io/example/my-app:latest
Mount=type=artifact,source=my-artifact.artifact,destination=/etc/config





Example for a container in a Pod:

test.pod

[Pod]
PodName=test





centos.container

[Container]
Image=quay.io/centos/centos:latest
Exec=sh -c "sleep inf"
Pod=test.pod





Example for a Pod with a one-shot startup task:

test.pod

[Pod]
PodName=test
ExitPolicy=continue





startup-task.container

[Service]
Type=oneshot
RemainAfterExit=yes

[Container]
Pod=test.pod
Image=quay.io/centos/centos:latest
Exec=sh -c "echo 'setup starting'; sleep 2; echo 'setup complete'"





app.container

[Unit]
Requires=startup-task.container
After=startup-task.container

[Container]
Pod=test.pod
Image=quay.io/centos/centos:latest
Exec=sh -c "echo 'app running.'; sleep 30"





Example s3fs.volume:

For further details, please see the s3fs-fuse [https://github.com/s3fs-fuse/s3fs-fuse] project.
Remember to read the FAQ [https://github.com/s3fs-fuse/s3fs-fuse/wiki/FAQ]


NOTE: Enabling the cache massively speeds up access and write times on static files/objects.





However, use_cache is UNBOUNDED [https://github.com/s3fs-fuse/s3fs-fuse/wiki/FAQ#q-how-does-the-local-file-cache-work]!





Be careful, it will fill up with any files accessed on the s3 bucket through the file system.




Please remember to set S3_BUCKET, PATH, AWS_REGION. CACHE_DIRECTORY should be set up by systemd [https://www.freedesktop.org/software/systemd/man/latest/systemd.exec.html#RuntimeDirectory=]

[Service]
CacheDirectory=s3fs
ExecStartPre=/usr/local/bin/aws s3api put-object --bucket ${S3_BUCKET} --key ${PATH}/

[Volume]
Device=${S3_BUCKET}:/${PATH}
Type=fuse.s3fs
VolumeName=s3fs-volume
Options=iam_role,endpoint=${AWS_REGION},use_xattr,listobjectsv2,del_cache,use_cache=${CACHE_DIRECTORY}
# `iam_role` assumes inside EC2, if not, Use `profile=` instead







SEE ALSO

systemd.unit(5) [https://www.freedesktop.org/software/systemd/man/systemd.unit.html],
systemd.service(5) [https://www.freedesktop.org/software/systemd/man/systemd.service.html],
systemd-analyze(1) [https://www.freedesktop.org/software/systemd/man/latest/systemd-analyze.html],
podman-run(1),
podman-network-create(1),
podman-auto-update(1)
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NAME

podman-tag - Add an additional name to a local image



SYNOPSIS

podman tag image[:tag] [target-name[:tag]…] [options]

podman image tag image[:tag] [target-name[:tag]…] [options]



DESCRIPTION

Assigns a new image name to an existing image.  A full name refers to the entire
image name, including the optional tag after the :.  If there is no tag
provided, then Podman defaults to latest for both the image and the
target-name.



OPTIONS


--help, -h

Print usage statement




EXAMPLES

Tag specified image with an image name defaulting to :latest.

$ podman tag 0e3bbc2 fedora:latest





Tag specified image with fully specified image name.

$ podman tag httpd myregistryhost:5000/fedora/httpd:v2





Tag specified image with multiple tags.

$ podman tag mymariadb mycontainerregistry.io/namespace/mariadb:10 mycontainerregistry.io/namespace/mariadb:10.11 mycontainerregistry.io/namespace/mariadb:10.11.12







SEE ALSO

podman(1)



HISTORY

December 2019, Update description to refer to ‘name’ instead of ‘alias’ by Sascha Grunert sgrunert@suse.com
July 2017, Originally compiled by Ryan Cole rycole@redhat.com
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NAME

podman-top - Display the running processes of a container



SYNOPSIS

podman top [options] container [format-descriptors]

podman container top [options] container [format-descriptors]



DESCRIPTION

Display the running processes of the container. The format-descriptors are ps (1) compatible AIX format
descriptors but extended to print additional information, such as the seccomp mode or the effective capabilities
of a given process. The descriptors can either be passed as separated arguments or as a single comma-separated
argument. Note that options and or flags of ps(1) can also be specified; in this case, Podman falls back to
executing ps(1) from the host with the specified arguments and flags in the container namespace. If the container
has the CAP_SYS_PTRACE capability then we will execute ps(1) in the container so it must be installed there.
To extract host-related information, use the “h*” descriptors.  For instance, podman top $name hpid huser
to display the PID and user of the processes in the host context.



OPTIONS


--help, -h

Print usage statement



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)




FORMAT DESCRIPTORS

The following descriptors are supported in addition to the AIX format descriptors mentioned in ps (1):

args, capbnd, capeff, capinh, capprm, comm, etime, group, groups, hgroup, hgroups, hpid, huser, label, nice, pcpu, pgid, pid, ppid, rgroup, ruser, seccomp, state, time, tty, user, vsz

capbnd

Set of bounding capabilities. See capabilities (7) for more information.

capeff

Set of effective capabilities. See capabilities (7) for more information.

capinh

Set of inheritable capabilities. See capabilities (7) for more information.

capprm

Set of permitted capabilities. See capabilities (7) for more information.

group

The effective group of the process.

groups

The supplementary groups of the process.

hgroup

The corresponding effective group of a container process on the host.

hgroups

The corresponding supplementary groups of a container process on the host.

hpid

The corresponding host PID of a container process.

huser

The corresponding effective user of a container process on the host.

label

Current security attributes of the process.

seccomp

Seccomp mode of the process (i.e., disabled, strict or filter). See seccomp (2) for more information.

state

Process state codes (e.g, R for running, S for sleeping). See proc(5) for more information.

stime

Process start time (e.g, “2019-12-09 10:50:36 +0100 CET).



EXAMPLES

By default, podman-top prints data similar to ps -ef.

$ podman top f5a62a71b07
USER   PID   PPID   %CPU    ELAPSED         TTY     TIME   COMMAND
root   1     0      0.000   20.386825206s   pts/0   0s     sh
root   7     1      0.000   16.386882887s   pts/0   0s     sleep
root   8     1      0.000   11.386886562s   pts/0   0s     vi





The output can be controlled by specifying format descriptors as arguments after the container.

$ podman top -l pid seccomp args %C
PID   SECCOMP   COMMAND     %CPU
1     filter    sh          0.000
8     filter    vi /etc/    0.000





Podman falls back to executing ps(1) from the host in the container namespace if an unknown descriptor is specified.

$ podman top -l -- aux
USER   PID   PPID   %CPU    ELAPSED             TTY   TIME   COMMAND
root   1     0      0.000   1h2m12.497061672s   ?     0s     sleep 100000







SEE ALSO

podman(1), ps(1), seccomp(2), proc(5), capabilities(7)



HISTORY

July 2018, Introduce format descriptors by Valentin Rothberg vrothberg@suse.com

December 2017, Originally compiled by Brent Baude bbaude@redhat.com
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NAME

podman-unmount - Unmount a working container’s root filesystem



SYNOPSIS

podman unmount [options] container […]

podman umount [options] container […]

podman container unmount [options] container […]

podman container umount [options] container […]



DESCRIPTION

Unmounts the specified containers’ root file system, if no other processes
are using it.

Container storage increments a mount counter each time a container is mounted.
When a container is unmounted, the mount counter is decremented, and the
container’s root filesystem is physically unmounted only when the mount
counter reaches zero indicating no other processes are using the mount.
An unmount can be forced with the --force flag.

Note: Podman can be used to unmount Podman containers as well as external containers.
External containers are containers created in container/storage by other tools like
Buildah and CRI-O.



OPTIONS


--all, -a

All of the currently mounted containers are unmounted.



--force, -f

Force the unmounting of specified containers’ root file system, even if other
processes have mounted it.

Note: Other processes can fail if the mount point they are using is removed without their knowledge.



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)




EXAMPLE

Unmount container with a given ID:

podman container unmount containerID





Unmount multiple containers with given IDs:

podman unmount containerID1 containerID2 containerID3





Unmount all containers:

podman unmount --all





Force umount container with given ID:

podman umount --force containerID







SEE ALSO

podman(1), podman-mount(1), podman-image-mount(1)
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NAME

podman-unpause - Unpause one or more containers



SYNOPSIS

podman unpause [options]|[container …]

podman container unpause [options]|[container …]



DESCRIPTION

Unpauses the processes in one or more containers.  Container IDs or names can be used as input.



OPTIONS


--all, -a

Unpause all paused containers.



--cidfile=file

Read container ID from the specified file and unpause the container.
Can be specified multiple times.



--filter, -f=filter

Filter what containers unpause.
Multiple filters can be given with multiple uses of the --filter flag.
Filters with the same key work inclusive with the only exception being
label which is exclusive. Filters with different keys always work exclusive.

Valid filters are listed below:



	Filter

	Description





	id

	[ID] Container’s ID (CID prefix match by default; accepts regex)



	name

	[Name] Container’s name (accepts regex)



	label

	[Key] or [Key=Value] Label assigned to a container



	label!

	[Key] or [Key=Value] Label NOT assigned to a container



	exited

	[Int] Container’s exit code



	status

	[Status] Container’s status: ‘created’, ‘initialized’, ‘exited’, ‘paused’, ‘running’, ‘unknown’



	ancestor

	[ImageName] Image or descendant used to create container (accepts regex)



	before

	[ID] or [Name] Containers created before this container



	since

	[ID] or [Name] Containers created since this container



	volume

	[VolumeName] or [MountpointDestination] Volume mounted in container



	health

	[Status] healthy or unhealthy



	pod

	[Pod] name or full or partial ID of pod



	network

	[Network] name or full ID of network



	restart-policy

	[Policy] Container’s restart policy (e.g., ‘no’, ‘on-failure’, ‘always’, ‘unless-stopped’)



	until

	[DateTime] Containers created before the given duration or time.



	command

	[Command] the command the container is executing, only argv[0] is taken



	should-start-on-boot

	[Bool] Containers that need to be restarted after system reboot. True for containers with restart policy ‘always’, or ‘unless-stopped’ that were not explicitly stopped by the user








--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)




EXAMPLE

Unpause specified container:

podman unpause mywebserver





Unpause container by a partial container ID:

podman unpause 860a4b23





Unpause all paused containers:

podman unpause --all





Unpause container using ID specified in given files:

podman unpause --cidfile /home/user/cidfile-1
podman unpause --cidfile /home/user/cidfile-1 --cidfile ./cidfile-2





Unpause the latest container. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines):

podman unpause --latest







SEE ALSO

podman(1), podman-pause(1)



HISTORY

September 2017, Originally compiled by Dan Walsh dwalsh@redhat.com
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NAME

podman-unshare - Run a command inside of a modified user namespace



SYNOPSIS

podman unshare [options] [command]



DESCRIPTION

Launches a process (by default, $SHELL) in a new user namespace. The user
namespace is configured so that the invoking user’s UID and primary GID appear
to be UID 0 and GID 0, respectively.  Any ranges which match that user and
group in /etc/subuid and /etc/subgid are also mapped in as themselves with the
help of the newuidmap(1) and newgidmap(1) helpers.

podman unshare is useful for troubleshooting unprivileged operations and for
manually clearing storage and other data related to images and containers.

It is also useful to use the podman mount command.  If an unprivileged user wants to mount and work with a container, then they need to execute
podman unshare.  Executing podman mount fails for unprivileged users unless the user is running inside a podman unshare session.

The unshare session defines two environment variables:


	CONTAINERS_GRAPHROOT: the path to the persistent container’s data.


	CONTAINERS_RUNROOT: the path to the volatile container’s data.




IMPORTANT: This command is not available with the remote Podman client.



OPTIONS


--help, -h

Print usage statement



--rootless-netns

Join the rootless network namespace used for netavark networking. It can be used to
connect to a rootless container via IP address (bridge networking). This is otherwise
not possible from the host network namespace.




Exit Codes

The exit code from podman unshare gives information about why the container
failed to run or why it exited.  When podman unshare commands exit with a non-zero code,
the exit codes follow the chroot standard, see below:

125 The error is with podman itself

$ podman unshare --foo; echo $?
Error: unknown flag: --foo
125





126 Executing a contained command and the command cannot be invoked

$ podman unshare /etc; echo $?
Error: fork/exec /etc: permission denied
126





127 Executing a contained command and the command cannot be found

$ podman unshare foo; echo $?
Error: fork/exec /usr/bin/bogus: no such file or directory
127





Exit code contained command exit code

$ podman unshare /bin/sh -c 'exit 3'; echo $?
3







EXAMPLE

Execute specified command in rootless user namespace:

$ podman unshare id
uid=0(root) gid=0(root) groups=0(root),65534(nobody)





Show user namespace mappings for rootless containers:

$ podman unshare cat /proc/self/uid_map /proc/self/gid_map
         0       1000          1
         1      10000      65536
         0       1000          1
         1      10000      65536





Show rootless netns information in user namespace for rootless containers:

$ podman unshare --rootless-netns ip addr
1: lo: <LOOPBACK,UP,LOWER_UP> mtu 65536 qdisc noqueue state UNKNOWN group default qlen 1000
    link/loopback 00:00:00:00:00:00 brd 00:00:00:00:00:00
    inet 127.0.0.1/8 scope host lo
       valid_lft forever preferred_lft forever
    inet6 ::1/128 scope host
       valid_lft forever preferred_lft forever
2: tap0: <BROADCAST,UP,LOWER_UP> mtu 65520 qdisc fq_codel state UNKNOWN group default qlen 1000
    link/ether aa:8c:0b:73:98:f6 brd ff:ff:ff:ff:ff:ff
    inet 10.0.2.100/24 brd 10.0.2.255 scope global tap0
       valid_lft forever preferred_lft forever
    inet6 fd00::a88c:bff:fe73:98f6/64 scope global dynamic mngtmpaddr
       valid_lft 86389sec preferred_lft 14389sec
    inet6 fe80::a88c:bff:fe73:98f6/64 scope link
       valid_lft forever preferred_lft forever







SEE ALSO

podman(1), podman-mount(1), namespaces(7), newuidmap(1), newgidmap(1), user_namespaces(7)
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NAME

podman-untag - Remove one or more names from a locally-stored image



SYNOPSIS

podman untag image [name[:tag]…]

podman image untag image [name[:tag]…]



DESCRIPTION

Remove one or more names from an image in the local storage.  The image can be referred to by ID or reference.  If no name is specified, all names are removed from the image.  If a specified name is a short name and does not include a registry, localhost/ is prefixed (e.g., fedora -> localhost/fedora). If a specified name does not include a tag, :latest is appended (e.g., localhost/fedora -> localhost/fedora:latest).



OPTIONS


--help, -h

Print usage statement




EXAMPLES

Remove all tags from the specified image.

$ podman untag 0e3bbc2





Remove tag from specified image.

$ podman untag imageName:latest otherImageName:latest





Remove multiple tags from the specified image.

$ podman untag httpd myhttpd myregistryhost:5000/fedora/httpd:v2







SEE ALSO

podman(1)



HISTORY

December 2019, Originally compiled by Sascha Grunert sgrunert@suse.com




            

          

      

      

    

  

  
    
    

    podman-update
    

    

    
 
  

    
      
          
            
  
NAME

podman-update - Update the configuration of a given container



SYNOPSIS

podman update [options] container

podman container update [options] container



DESCRIPTION

Updates the configuration of an existing container, allowing changes to resource limits and healthchecks.



OPTIONS


--blkio-weight=weight

Block IO relative weight. The weight is a value between 10 and 1000.

This option is not supported on cgroups V1 rootless systems.



--blkio-weight-device=device:weight

Block IO relative device weight.



--cpu-period=limit

Set the CPU period for the Completely Fair Scheduler (CFS), which is a
duration in microseconds. Once the container’s CPU quota is used up, it will not
be scheduled to run until the current period ends. Defaults to 100000
microseconds.

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpu-quota=limit

Limit the CPU Completely Fair Scheduler (CFS) quota.

Limit the container’s CPU usage. By default, containers run with the full
CPU resource. The limit is a number in microseconds. If a number is provided,
the container is allowed to use that much CPU time until the CPU period
ends (controllable via --cpu-period).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpu-rt-period=microseconds

Limit the CPU real-time period in microseconds.

Limit the container’s Real Time CPU usage. This option tells the kernel to restrict the container’s Real Time CPU usage to the period specified.

This option is only supported on cgroups V1 rootful systems.



--cpu-rt-runtime=microseconds

Limit the CPU real-time runtime in microseconds.

Limit the containers Real Time CPU usage. This option tells the kernel to limit the amount of time in a given CPU period Real Time tasks may consume. Ex:
Period of 1,000,000us and Runtime of 950,000us means that this container can consume 95% of available CPU and leave the remaining 5% to normal priority tasks.

The sum of all runtimes across containers cannot exceed the amount allotted to the parent cgroup.

This option is only supported on cgroups V1 rootful systems.



--cpu-shares, -c=shares

CPU shares (relative weight).

By default, all containers get the same proportion of CPU cycles. This
proportion can be modified by changing the container’s CPU share weighting
relative to the combined weight of all the running containers.
Default weight is 1024.

The proportion only applies when CPU-intensive processes are running.
When tasks in one container are idle, other containers can use the
left-over CPU time. The actual amount of CPU time varies depending on
the number of containers running on the system.

For example, consider three containers, one has a cpu-share of 1024 and
two others have a cpu-share setting of 512. When processes in all three
containers attempt to use 100% of CPU, the first container receives
50% of the total CPU time. If a fourth container is added with a cpu-share
of 1024, the first container only gets 33% of the CPU. The remaining containers
receive 16.5%, 16.5% and 33% of the CPU.

On a multi-core system, the shares of CPU time are distributed over all CPU
cores. Even if a container is limited to less than 100% of CPU time, it can
use 100% of each individual CPU core.

For example, consider a system with more than three cores.
If the container C0 is started with --cpu-shares=512 running one process,
and another container C1 with --cpu-shares=1024 running two processes,
this can result in the following division of CPU shares:



	PID

	container

	CPU

	CPU share





	100

	C0

	0

	100% of CPU0



	101

	C1

	1

	100% of CPU1



	102

	C1

	2

	100% of CPU2






On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpus=number

Number of CPUs. The default is 0.0 which means no limit. This is shorthand
for --cpu-period and --cpu-quota, therefore the option cannot be specified with
--cpu-period or --cpu-quota.

On some systems, changing the CPU limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpuset-cpus=number

CPUs in which to allow execution. Can be specified as a comma-separated list
(e.g. 0,1), as a range (e.g. 0-3), or any combination thereof
(e.g. 0-3,7,11-15).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--cpuset-mems=nodes

Memory nodes (MEMs) in which to allow execution (0-3, 0,1). Only effective on
NUMA systems.

If there are four memory nodes on the system (0-3), use --cpuset-mems=0,1
then processes in the container only uses memory from the first
two memory nodes.

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--device-read-bps=path:rate

Limit read rate (in bytes per second) from a device (e.g. --device-read-bps=/dev/sda:1mb).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--device-read-iops=path:rate

Limit read rate (in IO operations per second) from a device (e.g. --device-read-iops=/dev/sda:1000).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--device-write-bps=path:rate

Limit write rate (in bytes per second) to a device (e.g. --device-write-bps=/dev/sda:1mb).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--device-write-iops=path:rate

Limit write rate (in IO operations per second) to a device (e.g. --device-write-iops=/dev/sda:1000).

On some systems, changing the resource limits may not be allowed for non-root
users. For more details, see
https://github.com/containers/podman/blob/main/troubleshooting.md#26-running-containers-with-resource-limits-fails-with-a-permissions-error

This option is not supported on cgroups V1 rootless systems.



--env, -e=env

Add a value (e.g. env=value) to the container. Can be used multiple times.
If the value already exists in the container, it is overridden.
To remove an environment variable from the container, use the --unsetenv
option.

Note that the env updates only affect the main container process after
the next start.



--health-cmd=”command” | ‘[“command”, “arg1”, …]’

Set or alter a healthcheck command for a container. The command is a command to be executed inside the
container that determines the container health. The command is required for other healthcheck options
to be applied. A value of none disables existing healthchecks.

Multiple options can be passed in the form of a JSON array; otherwise, the command is interpreted
as an argument to /bin/sh -c.

Note: The default values are used even if healthcheck is configured in the image.



--health-interval=interval

Set an interval for the healthchecks. An interval of disable results in no automatic timer setup. The default is 30s.

Note: This parameter will overwrite related healthcheck configuration from the image.

Changing this setting resets the timer.



--health-log-destination=directory_path

Set the destination of the HealthCheck log. Directory path, local or events_logger (local use container state file) (Default: local)


	local: (default) HealthCheck logs are stored in overlay containers. (For example: $runroot/healthcheck.log)


	directory: creates a log file named <container-ID>-healthcheck.log with HealthCheck logs in the specified directory.


	events_logger: The log will be written with logging mechanism set by events_logger. It also saves the log to a default directory, for performance on a system with a large number of logs.




Warning: Changing this setting may cause the loss of previous logs.



--health-max-log-count=number of stored logs

Set maximum number of attempts in the HealthCheck log file. (‘0’ value means an infinite number of attempts in the log file) (Default: 5 attempts)



--health-max-log-size=size of stored logs

Set maximum length in characters of stored HealthCheck log. (“0” value means an infinite log length) (Default: 500 characters)



--health-on-failure=action

Action to take once the container transitions to an unhealthy state.  The default is none.


	none: Take no action.


	kill: Kill the container.


	restart: Restart the container.  Do not combine the restart action with the --restart flag.  When running inside of a systemd unit, consider using the kill or stop action instead to make use of systemd’s restart policy.


	stop: Stop the container.






--health-retries=retries

The number of retries allowed before a healthcheck is considered to be unhealthy. The default value is 3.

Note: This parameter can overwrite the healthcheck configuration from the image.



--health-start-period=period

The initialization time needed for a container to bootstrap. The value can be expressed in time format like
2m3s. The default value is 0s.

Note: The health check command is executed as soon as a container is started, if the health check is successful
the container’s health state will be updated to healthy. However, if the health check fails, the health state will
stay as starting until either the health check is successful or until the --health-start-period time is over. If the
health check command fails after the --health-start-period time is over, the health state will be updated to unhealthy.
The health check command is executed periodically based on the value of --health-interval.

Note: This parameter will overwrite related healthcheck configuration from the image.



--health-startup-cmd=”command” | ‘[“command”, “arg1”, …]’

Set a startup healthcheck command for a container. This command is executed inside the container and is used to gate the regular
healthcheck. When the startup command succeeds, the regular healthcheck begins and the startup healthcheck ceases. Optionally,
if the command fails for a set number of attempts, the container is restarted. A startup healthcheck can be used to ensure that
containers with an extended startup period are not marked as unhealthy until they are fully started. Startup healthchecks can only be
used when a regular healthcheck (from the container’s image or the --health-cmd option) is also set.



--health-startup-interval=interval

Set an interval for the startup healthcheck. An interval of disable results in no automatic timer setup. The default is 30s.

Changing this setting resets the timer, depending on the state of the container.



--health-startup-retries=retries

The number of attempts allowed before the startup healthcheck restarts the container. If set to 0, the container is never restarted. The default is 0.



--health-startup-success=retries

The number of successful runs required before the startup healthcheck succeeds and the regular healthcheck begins. A value
of 0 means that any success begins the regular healthcheck. The default is 0.



--health-startup-timeout=timeout

The maximum time a startup healthcheck command has to complete before it is marked as failed. The value can be expressed in a time
format like 2m3s. The default value is 30s.



--health-timeout=timeout

The maximum time allowed to complete the healthcheck before an interval is considered failed. Like start-period, the
value can be expressed in a time format such as 1m22s. The default value is 30s.

Note: A timeout marks the healthcheck as failed. If the healthcheck command itself runs longer than the specified timeout,
it will be sent a SIGKILL signal.

Note: This parameter will overwrite related healthcheck configuration from the image.



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)



--memory, -m=number[unit]

Memory limit. A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

Allows the memory available to a container to be constrained. If the host
supports swap memory, then the -m memory setting can be larger than physical
RAM. If a limit of 0 is specified (not using -m), the container’s memory is
not limited. The actual limit may be rounded up to a multiple of the operating
system’s page size (the value is very large, that’s millions of trillions).

This option is not supported on cgroups V1 rootless systems.



--memory-reservation=number[unit]

Memory soft limit. A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

After setting memory reservation, when the system detects memory contention
or low memory, containers are forced to restrict their consumption to their
reservation. So always set the value below --memory, otherwise the
hard limit takes precedence. By default, memory reservation is the same
as memory limit.

This option is not supported on cgroups V1 rootless systems.



--memory-swap=number[unit]

A limit value equal to memory plus swap.
A unit can be b (bytes), k (kibibytes), m (mebibytes), or g (gibibytes).

Must be used with the -m (--memory) flag.
The argument value must be larger than that of
-m (--memory) By default, it is set to double
the value of --memory.

Set number to -1 to enable unlimited swap.

This option is not supported on cgroups V1 rootless systems.



--memory-swappiness=number

Tune a container’s memory swappiness behavior. Accepts an integer between 0 and 100.

This flag is only supported on cgroups V1 rootful systems.



--no-healthcheck

Disable any defined healthchecks for container.



--pids-limit=limit

Tune the container’s pids limit. Set to -1 to have unlimited pids for the container. The default is 2048 on systems that support “pids” cgroup controller.



--restart=policy

Restart policy to follow when containers exit.
Restart policy does not take effect if a container is stopped via the podman kill or podman stop commands.

Valid policy values are:


	no                       : Do not restart containers on exit


	never                    : Synonym for no; do not restart containers on exit


	on-failure[:max_retries] : Restart containers when they exit with a non-zero exit code, retrying indefinitely or until the optional max_retries count is hit


	always                   : Restart containers when they exit, regardless of status, retrying indefinitely


	unless-stopped           : Restart containers when they exit, unless the container was explicitly stopped by the user. After a system reboot, containers with this policy will be restarted by podman-restart.service only if they were not explicitly stopped by the user before the reboot. This differs from always, which restarts containers after a system reboot regardless of whether they were user-stopped




Podman provides a systemd unit file, podman-restart.service, which restarts containers after a system reboot.

When running containers in systemd services, use the restart functionality provided by systemd.
In other words, do not use this option in a container unit, instead set the Restart= systemd directive in the [Service] section.
See podman-systemd.unit(5) and systemd.service(5).



--ulimit=option

Ulimit options. Sets the ulimits values inside of the container.

--ulimit with a soft and hard limit in the format =
  
    
    

    podman-version
    

    

    
 
  

    
      
          
            
  
NAME

podman-version - Display the Podman version information



SYNOPSIS

podman version [options]



DESCRIPTION

Shows the following information: Remote API Version, Version, Go Version, Git Commit, Build Time,
OS, and Architecture.



OPTIONS


--format, -f=format

Change output format to “json” or a Go template.



	Placeholder

	Description





	.Client …

	Version of local podman



	.Server …

	Version of remote podman






Each of the above fields branch deeper into further subfields
such as .Version, .APIVersion, .GoVersion, and more.




Example

A sample output of the version command:

$ podman version
Version:      2.0.0
API Version:  1
Go Version:   go1.14.2
Git Commit:   4520664f63c3a7f9a80227715359e20069d95542
Built:        Tue May 19 10:48:59 2020
OS/Arch:      linux/amd64





Filtering out only the version:

$ podman version --format '{{.Client.Version}}'
2.0.0






--help, -h

Print usage statement




SEE ALSO

podman(1)



HISTORY

November 2018, Added --format flag by Tomas Tomecek ttomecek@redhat.com
July 2017, Originally compiled by Urvashi Mohnani umohnani@redhat.com
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NAME

podman-volume-create - Create a new volume



SYNOPSIS

podman volume create [options] [name]



DESCRIPTION

Creates an empty volume and prepares it to be used by containers. The volume
can be created with a specific name, if a name is not given a random name is
generated. You can add metadata to the volume by using the --label flag and
driver options can be set using the --opt flag.



OPTIONS


--driver, -d=driver

Specify the volume driver name (default local).
There are two drivers supported by Podman itself: local and image.

The local driver uses a directory on disk as the backend by default, but can also use the mount(8) command to mount a filesystem as the volume if --opt is specified.

The image driver uses an image as the backing store of for the volume.
An overlay filesystem is created, which allows changes to the volume to be committed as a new layer on top of the image.

Using a value other than local or image, Podman attempts to create the volume using a volume plugin with the given name.
Such plugins must be defined in the volume_plugins section of the containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md] configuration file.



--gid=gid

Set the GID that the volume will be created as. Differently than --opt o=gid=*gid*, the specified value is not passed to the mount operation. The specified GID will own the volume’s mount point directory and affects the volume chown operation.



--help

Print usage statement



--ignore

Don’t fail if the named volume already exists, instead just print the name. Note that the new options are not applied to the existing volume.



--label, -l=label

Set metadata for a volume (e.g., --label mykey=value).



--opt, -o=option

Set driver specific options.
For the default driver, local, this allows a volume to be configured to mount a filesystem on the host.

For the local driver the following options are supported: type, device, o, and [no]copy.


	The type option sets the type of the filesystem to be mounted, and is equivalent to the -t flag to mount(8).


	The device option sets the device to be mounted, and is equivalent to the device argument to mount(8).


	The copy option enables copying files from the container image path where the mount is created to the newly created volume on the first run.  copy is the default.




The o option sets options for the mount, and is equivalent to the filesystem
options (also -o) passed to mount(8) with the following exceptions:


	The o option supports uid and gid options to set the UID and GID of the created volume that are not normally supported by mount(8).


	The o option supports the size option to set the maximum size of the created volume, the inodes option to set the maximum number of inodes for the volume, and noquota to completely disable quota support even for tracking of disk usage.
The size option is supported on the “tmpfs” and “xfs[note]” file systems.
The inodes option is supported on the “xfs[note]” file systems.
Note: xfs filesystems must be mounted with the prjquota flag described in the xfs_quota(8) man page. Podman will throw an error if they’re not.


	The o option supports using volume options other than the UID/GID options with the local driver and requires root privileges.


	The o options supports the timeout option which allows users to set a driver specific timeout in seconds before volume creation fails. For example, --opt=o=timeout=10 sets a driver timeout of 10 seconds.




Note Do not confuse the --opt,-o create option with the -o mount option.  For example, with podman volume create, use -o=o=uid=1000 not -o=uid=1000.

For the image driver, the only supported option is image, which specifies the image the volume is based on.
This option is mandatory when using the image driver.

When not using the local and image drivers, the given options are passed directly to the volume plugin. In this case, supported options are dictated by the plugin in question, not Podman.



--uid=uid

Set the UID that the volume will be created as. Differently than --opt o=uid=*uid*, the specified value is not passed to the mount operation. The specified UID will own the volume’s mount point directory and affects the volume chown operation.




QUOTAS

podman volume create uses XFS project quota controls for controlling the size and the number of inodes of builtin volumes. The directory used to store the volumes must be an XFS file system and be mounted with the pquota option.

Example /etc/fstab entry:

/dev/podman/podman-var /var xfs defaults,x-systemd.device-timeout=0,pquota 1 2





Podman generates project IDs for each builtin volume, but these project IDs need to be unique for the XFS file system. These project IDs by default are generated randomly, with a potential for overlap with other quotas on the same file
system.

The xfs_quota tool can be used to assign a project ID to the storage driver directory, e.g.:

echo 100000:/var/lib/containers/storage/overlay >> /etc/projects
echo 200000:/var/lib/containers/storage/volumes >> /etc/projects
echo storage:100000 >> /etc/projid
echo volumes:200000 >> /etc/projid
xfs_quota -x -c 'project -s storage volumes' /<xfs mount point>





In the example above we are configuring the overlay storage driver for newly
created containers as well as volumes to use project IDs with a start offset.
All containers are assigned larger project IDs (e.g. >= 100000).
All volume assigned project IDs larger project IDs starting with 200000.
This prevents xfs_quota management conflicts with containers/storage.



EXAMPLES

Create empty volume.

$ podman volume create





Create empty named volume.

$ podman volume create myvol





Create empty named volume with specified label.

$ podman volume create --label foo=bar myvol





Create tmpfs named volume with specified size and mount options.

# podman volume create --opt device=tmpfs --opt type=tmpfs --opt o=size=2M,nodev,noexec myvol





Create tmpfs named volume testvol with specified options.

# podman volume create --opt device=tmpfs --opt type=tmpfs --opt o=uid=1000,gid=1000 testvol





Create volume overriding the owner UID and GID.

# podman volume create --uid 1000 --gid 1000 myvol





Create image named volume using the specified local image in containers/storage.

# podman volume create --driver image --opt image=fedora:latest fedoraVol







MOUNT EXAMPLES

podman volume create allows the type, device, and o options to be passed to mount(8) when using the local driver.



s3fs-fuse [https://github.com/s3fs-fuse/s3fs-fuse]

s3fs-fuse [https://github.com/s3fs-fuse/s3fs-fuse] or just s3fs, is a fuse [https://github.com/libfuse/libfuse] filesystem that allows s3 prefixes to be mounted as filesystem mounts.

Installing:

$ doas dnf install s3fs-fuse





Simple usage:

$ s3fs --help
$ s3fs -o use_xattr,endpoint=aq-central-1 bucket:/prefix /mnt





Equivalent through mount(8)

$ mount -t fuse.s3fs -o use_xattr,endpoint=aq-central-1 bucket:/prefix /mnt





Equivalent through podman volume create

$ podman volume create s3fs-fuse-volume -o type=fuse.s3fs -o device=bucket:/prefix -o o=use_xattr,endpoint=aq-central-1





The volume can then be mounted in a container with

$ podman run -v s3fs-fuse-volume:/s3:z --rm -it fedora:latest





Please see the available options [https://github.com/s3fs-fuse/s3fs-fuse/wiki/Fuse-Over-Amazon#options] on their wiki.


Using with other container users

The above example works because the volume is mounted as the host user and inside the container root is mapped to the user in the host.

If the mount is accessed by a different user inside the container, a “Permission denied” error will be raised.

$ podman run --user bin:bin -v s3fs-fuse-volume:/s3:z,U --rm -it fedora:latest
$ ls /s3
# ls: /s3: Permission denied





In FUSE-land, mounts are protected for the user who mounted them; specify the allow_other mount option if other users need access.


Note: This will remove the normal fuse security measures [https://github.com/libfuse/libfuse/wiki/FAQ#why-dont-other-users-have-access-to-the-mounted-filesystem] on the mount point, after which, the normal filesystem permissions will have to protect it




$ podman volume create s3fs-fuse-other-volume -o type=fuse.s3fs -o device=bucket:/prefix -o o=allow_other,use_xattr,endpoint=aq-central-1
$ podman run --user bin:bin -v s3fs-fuse-volume:/s3:z,U --rm -it fedora:latest
$ ls /s3







The Prefix must exist

s3fs will fail to mount if the prefix does not exist in the bucket.

Create a s3-directory by putting an empty object at the desired prefix/ key

$ aws s3api put-object --bucket bucket --key prefix/





If performance is the priority, please check out the more performant goofys [https://github.com/kahing/goofys].


FUSE filesystems exist for Google Cloud Storage [https://github.com/GoogleCloudPlatform/gcsfuse] and Azure Blob Storage [https://github.com/Azure/azure-storage-fuse]







SEE ALSO

podman(1), containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md], podman-volume(1), mount(8), xfs_quota(8), xfs_quota(8), projects(5), projid(5)



HISTORY

January 2020, updated with information on volume plugins by Matthew Heon mheon@redhat.com
November 2018, Originally compiled by Urvashi Mohnani umohnani@redhat.com
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NAME

podman-volume-exists - Check if the given volume exists



SYNOPSIS

podman volume exists volume



DESCRIPTION

podman volume exists checks if a volume exists. Podman returns an exit code
of 0 when the volume is found. A 1 is returned otherwise. An exit code of
125 indicates there was another issue.



OPTIONS


--help, -h

Print usage statement




EXAMPLE

Check if a volume called myvol exists (the volume does actually exist).

$ podman volume exists myvol
$ echo $?
0
$





Check if a volume called mysql exists (the volume does not actually exist).

$ podman volume exists mysql
$ echo $?
1
$







SEE ALSO

podman(1), podman-volume(1)



HISTORY

January 2021, Originally compiled by Paul Holzinger <paul.holzinger@web.de>
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NAME

podman-volume-export - Export volume to external tar



SYNOPSIS

podman volume export [options] volume



DESCRIPTION

podman volume export exports the contents of a podman volume and saves it as a tarball
on the local machine. podman volume export writes to STDOUT by default and can be
redirected to a file using the --output flag.

podman volume export [OPTIONS] VOLUME



OPTIONS


--help

Print usage statement



--output, -o=file

Write to a file, default is STDOUT




EXAMPLES

Export named volume content into the specified file.

$ podman volume export myvol --output myvol.tar








SEE ALSO

podman(1), podman-volume(1), podman-volume-import(1)
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NAME

podman-volume-import - Import tarball contents into an existing podman volume



SYNOPSIS

podman volume import volume [source]



DESCRIPTION

podman volume import imports the contents of a tarball into the podman volume’s mount point.
The contents of the volume is merged with the content of the tarball with the latter taking precedence.
podman volume import can consume piped input when using - as source path.

The given volume must already exist and is not created by podman volume import.


--help

Print usage statement




EXAMPLES

Import named volume content from the specified file.

$ podman volume import myvol test.tar





Import named volume content from stdin.

$ gunzip -c hello.tar.gz | podman volume import myvol -





Export the content from named volume and pipe it into the named volume via stdin.

$ podman volume export oldmyvol | podman volume import myvol -







SEE ALSO

podman(1), podman-volume(1), podman-volume-export(1)
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NAME

podman-volume-inspect - Get detailed information on one or more volumes



SYNOPSIS

podman volume inspect [options] volume […]



DESCRIPTION

Display detailed information on one or more volumes. The output can be formatted using
the --format flag and a Go template. To get detailed information about all the
existing volumes, use the --all flag.
Volumes can be queried individually by providing their full name or a unique partial name.



OPTIONS


--all, -a

Inspect all volumes.



--format, -f=format

Format volume output using Go template

Valid placeholders for the Go template are listed below:



	Placeholder

	Description





	.Anonymous

	Indicates whether volume is anonymous



	.CreatedAt …

	Volume creation time



	.Driver

	Volume driver



	.GID

	GID the volume was created with



	.Labels …

	Label information associated with the volume



	.LockNumber

	Number of the volume’s Libpod lock



	.MountCount

	Number of times the volume is mounted



	.Mountpoint

	Source of volume mount point



	.Name

	Volume name



	.NeedsChown

	Indicates volume will be chowned on next use



	.NeedsCopyUp

	Indicates data at the destination will be copied into the volume on next use



	.Options …

	Volume options



	.Scope

	Volume scope



	.Status …

	Status of the volume



	.StorageID

	StorageID of the volume



	.Timeout

	Timeout of the volume



	.UID

	UID the volume was created with








--help

Print usage statement




EXAMPLES

Inspect named volume.

$ podman volume inspect myvol
[
     {
          "Name": "myvol",
          "Driver": "local",
          "Mountpoint": "/home/myusername/.local/share/containers/storage/volumes/myvol/_data",
          "CreatedAt": "2023-03-13T16:26:48.423069028-04:00",
          "Labels": {},
          "Scope": "local",
          "Options": {},
          "MountCount": 0,
          "NeedsCopyUp": true,
          "NeedsChown": true
     }
]





Inspect all volumes.

$ podman volume inspect --all
[
     {
          "Name": "myvol",
          "Driver": "local",
          "Mountpoint": "/home/myusername/.local/share/containers/storage/volumes/myvol/_data",
          "CreatedAt": "2023-03-13T16:26:48.423069028-04:00",
          "Labels": {},
          "Scope": "local",
          "Options": {},
          "MountCount": 0,
          "NeedsCopyUp": true,
          "NeedsChown": true
     }
]





Inspect named volume and display its Driver and Scope field.

$ podman volume inspect --format "{{.Driver}} {{.Scope}}" myvol
local local







SEE ALSO

podman(1), podman-volume(1), podman-inspect(1)



HISTORY

November 2018, Originally compiled by Urvashi Mohnani umohnani@redhat.com




            

          

      

      

    

  

  
    
    

    podman-volume-ls
    

    

    
 
  

    
      
          
            
  
NAME

podman-volume-ls - List all the available volumes



SYNOPSIS

podman volume ls [options]



DESCRIPTION

Lists all the volumes that exist. The output can be filtered using the --filter
flag and can be formatted to either JSON or a Go template using the --format
flag. Use the --quiet flag to print only the volume names.



OPTIONS


--filter, -f=filter

Filter what volumes are shown in the output.
Multiple filters can be given with multiple uses of the --filter flag.
Filters with the same key work inclusive, with the only exception being label
which is exclusive. Filters with different keys always work exclusive.

Volumes can be filtered by the following attributes:



	Filter

	Description





	dangling

	[Dangling] Matches all volumes not referenced by any containers



	driver

	[Driver] Matches volumes based on their driver



	label

	[Key] or [Key=Value] Label assigned to a volume



	name

	[Name] Volume name (accepts regex)



	opt

	Matches a storage driver options



	scope

	Filters volume by scope



	after/since

	Filter by volumes created after the given VOLUME (name or tag)



	until

	Filter by volumes created before given timestamp








--format=format

Format volume output using Go template.

Valid placeholders for the Go template are listed below:



	Placeholder

	Description





	.Anonymous

	Indicates whether volume is anonymous



	.CreatedAt …

	Volume creation time



	.Driver

	Volume driver



	.GID

	GID of volume



	.InspectVolumeData …

	Don’t use



	.Labels …

	Label information associated with the volume



	.LockNumber

	Number of the volume’s Libpod lock



	.MountCount

	Number of times the volume is mounted



	.Mountpoint

	Source of volume mount point



	.Name

	Volume name



	.NeedsChown

	Indicates whether volume needs to be chowned



	.NeedsCopyUp

	Indicates if volume needs to be copied up to



	.Options …

	Volume options



	.Scope

	Volume scope



	.Status …

	Status of the volume



	.StorageID

	StorageID of the volume



	.Timeout

	Timeout of the volume



	.UID

	UID of volume



	.VolumeConfigResponse …

	Don’t use








--help

Print usage statement.



--noheading, -n

Omit the table headings from the listing.



--quiet, -q

Print volume output in quiet mode. Only print the volume names.




EXAMPLES

List all volumes.

$ podman volume ls





List all volumes and display content as json format.

$ podman volume ls --format json





List all volumes and display their Driver and Scope fields

$ podman volume ls --format "{{.Driver}} {{.Scope}}"





List volumes with the name foo and label blue.

$ podman volume ls --filter name=foo,label=blue





List volumes with the label key=value.

$ podman volume ls --filter label=key=value







SEE ALSO

podman(1), podman-volume(1)



HISTORY

November 2018, Originally compiled by Urvashi Mohnani umohnani@redhat.com
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NAME

podman-volume-mount - Mount a volume filesystem



SYNOPSIS

podman volume mount [volume …]



DESCRIPTION

Mounts the specified volumes’ file system in a location which can be
accessed from the host, and returns its location.

Rootless mode only supports mounting file volumes unless Podman is run within the user namespace
via the podman unshare command. All other volume types fail to mount.



RETURN VALUE

The location of the mounted file system.  On error an empty string and errno is
returned.



EXAMPLE

Mount specified volume. As Root:

# podman volume mount foo
/home/dwalsh/.local/share/containers/storage/volumes/foo/_data





In rootless mode, volume mounting only works after executing the podman unshare command to enter the user namespace.

$ podman unshare
# podman volume mount foo
/home/dwalsh/.local/share/containers/storage/volumes/foo/_data







SEE ALSO

podman(1), podman-volume(1), podman-volume-unmount(1), podman-unshare(1), mount(8)
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NAME

podman-volume-prune - Remove all unused volumes



SYNOPSIS

podman volume prune [options]



DESCRIPTION

Removes unused volumes. By default all unused volumes are removed, the --filter flag can
be used to filter specific volumes. Users are prompted to confirm the removal of all the
unused volumes. To bypass the confirmation, use the --force flag.



OPTIONS


--filter

Provide filter values.

The filters argument format is of key=value. If there is more than one filter, then pass multiple OPTIONS: --filter foo=bar --filter bif=baz.

Supported filters:



	Filter

	Description





	dangling

	[Bool] Only remove volumes not referenced by any containers



	driver

	[String] Only remove volumes with the given driver



	label

	[String] Only remove volumes, with (or without, in the case of label!=[…] is used) the specified labels.



	name

	[String] Only remove volume with the given name



	opt

	[String] Only remove volumes created with the given options



	scope

	[String] Only remove volumes with the given scope



	until

	[DateTime] Only remove volumes created before given timestamp.



	after/since

	[Volume] Filter by volumes created after the given VOLUME (name or tag)






The label filter accepts two formats. One is the label=key or label=key=value, which removes volumes with the specified labels. The other format is the label!=key or label!=key=value, which removes volumes without the specified labels.

The until filter can be Unix timestamps, date formatted timestamps, or Go duration strings (e.g. 10m, 1h30m) computed relative to the machine’s time.



--force, -f

Do not prompt for confirmation.



--help

Print usage statement




EXAMPLES

Prune all unused volumes.

$ podman volume prune





Prune all volumes. Note: this command will also remove all containers that are using a volume.

$ podman volume prune --force





Prune all volumes that contain the specified label.

$ podman volume prune --filter label=mylabel=mylabelvalue







SEE ALSO

podman(1), podman-volume(1)



HISTORY

November 2018, Originally compiled by Urvashi Mohnani umohnani@redhat.com
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NAME

podman-volume-reload - Reload all volumes from volumes plugins



SYNOPSIS

podman volume reload



DESCRIPTION

podman volume reload checks all configured volume plugins and updates the libpod database with all available volumes.
Existing volumes are also removed from the database when they are no longer present in the plugin.

This command it is best effort and cannot guarantee a perfect state because plugins can be modified from the outside at any time.

Note: This command is not supported with podman-remote.



EXAMPLES

Reload the volume plugins.

$ podman volume reload
Added:
vol6
Removed:
t3







SEE ALSO

podman(1), podman-volume(1)
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NAME

podman-volume-rm - Remove one or more volumes



SYNOPSIS

podman volume rm [options] volume […]



DESCRIPTION

Removes one or more volumes. Only volumes that are not being used are removed.
If a volume is being used by a container, an error is returned unless the --force
flag is being used. To remove all volumes, use the --all flag.
Volumes can be removed individually by providing their full name or a unique partial name.



OPTIONS


--all, -a

Remove all volumes.



--force, -f

Remove a volume by force.
If it is being used by containers, the containers are removed first.



--help

Print usage statement



--time, -t=seconds

Seconds to wait before forcibly stopping running containers that are using the specified volume. The --force option must be specified to use the --time option. Use -1 for infinite wait.




EXAMPLES

Remove multiple specified volumes.

$ podman volume rm myvol1 myvol2





Remove all volumes.

$ podman volume rm --all





Remove the specified volume even if it is in use. Note, this removes all containers using the volume.

$ podman volume rm --force myvol







Exit Status

0   All specified volumes removed

1   One of the specified volumes did not exist, and no other failures

2   One of the specified volumes is being used by a container

125 The command fails for any other reason



SEE ALSO

podman(1), podman-volume(1)



HISTORY

November 2018, Originally compiled by Urvashi Mohnani umohnani@redhat.com
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NAME

podman-volume-unmount - Unmount a volume



SYNOPSIS

podman volume unmount volume […]

podman volume umount volume […]



DESCRIPTION

Unmounts the specified volume, if there are no other containers
using it.

Volume storage increments a mount counter each time a volume is mounted.
When a volume is unmounted, the mount counter is decremented, and the
volume’s filesystem is physically unmounted only when the mount
counter reaches zero indicating no other processes are using the mount.



EXAMPLE

Unmount volume with a given ID:

podman volume unmount volumeID





Unmount multiple volumes with given IDs:

podman volume unmount volumeID1 volumeID2 volumeID3







SEE ALSO

podman(1), podman-volume(1), podman-volume-mount(1)
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NAME

podman-volume - Simple management tool for volumes



SYNOPSIS

podman volume subcommand



DESCRIPTION

podman volume is a set of subcommands that manage volumes.



SUBCOMMANDS



	Command

	Man Page

	Description





	create

	podman-volume-create(1)

	Create a new volume.



	exists

	podman-volume-exists(1)

	Check if the given volume exists.



	export

	podman-volume-export(1)

	Export volume to external tar.



	import

	podman-volume-import(1)

	Import tarball contents into an existing podman volume.



	inspect

	podman-volume-inspect(1)

	Get detailed information on one or more volumes.



	ls

	podman-volume-ls(1)

	List all the available volumes.



	mount

	podman-volume-mount(1)

	Mount a volume filesystem.



	prune

	podman-volume-prune(1)

	Remove all unused volumes.



	reload

	podman-volume-reload(1)

	Reload all volumes from volumes plugins.



	rm

	podman-volume-rm(1)

	Remove one or more volumes.



	unmount

	podman-volume-unmount(1)

	Unmount a volume.








SEE ALSO

podman(1)



HISTORY

November 2018, Originally compiled by Urvashi Mohnani umohnani@redhat.com
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NAME

podman-wait - Wait on one or more containers to stop and print their exit codes



SYNOPSIS

podman wait [options] container […]

podman container wait [options] container […]



DESCRIPTION

Waits on one or more containers to stop.  The container can be referred to by its
name or ID.  In the case of multiple containers, Podman waits on each consecutively.
After all conditions are satisfied, the containers’ return codes are printed
separated by newline in the same order as they were given to the command.  An
exit code of -1 is emitted for all conditions other than “stopped” and
“exited”.

When waiting for containers with a restart policy of always or on-failure,
such as those created by podman kube play, the containers may be repeatedly
exiting and restarting, possibly with different exit codes. podman wait will
only display and detect the first exit after the wait command was started.

When running a container with podman run --rm wait does not wait for the
container to be fully removed. To wait for the removal of a container use
--condition=removing.



OPTIONS


--condition=state

Container state or condition to wait for.  Can be specified multiple times where at least one condition must match for the command to return.  Supported values are “configured”, “created”, “exited”, “healthy”, “initialized”, “paused”, “removing”, “running”, “stopped”,  “stopping”, “unhealthy”.  The default condition is “stopped”.



--exit-first-match

Wait for exit of first container which matches conditions, ignore other ones.



--help, -h

Print usage statement



--ignore

Ignore errors when a specified container is missing and mark its return code as -1.



--interval, -i=duration

Time interval to wait before polling for completion. A duration string is a sequence of decimal numbers, each with optional fraction and a unit suffix, such as “300ms”, “-1.5h” or “2h45m”. Valid time units are “ns”, “us” (or “µs”), “ms”, “s”, “m”, “h”. Time unit defaults to “ms”.



--latest, -l

Instead of providing the container name or ID, use the last created container.
Note: the last started container can be from other users of Podman on the host machine.
(This option is not available with the remote Podman client, including Mac and Windows
(excluding WSL2) machines)




EXAMPLES

Wait for the specified container to exit.

$ podman wait mywebserver
0





Wait for the latest container to exit. (This option is not available with the remote Podman client, including Mac and Windows (excluding WSL2) machines)

$ podman wait --latest
0





Wait for the container to exit, checking every two seconds.

$ podman wait --interval 2s mywebserver
0





Wait for the container by ID. This container exits with error status 1:

$ podman wait 860a4b23
1





Wait for both specified containers to exit.

$ podman wait mywebserver myftpserver
0
125





Wait for the named container to exit, but do not fail if the container does not exist.

$ podman wait --ignore does-not-exist
-1







SEE ALSO

podman(1)



HISTORY

September 2017, Originally compiled by Brent Baudebbaude@redhat.com
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NAME

podman - Simple management tool for pods, containers and images



SYNOPSIS

podman [options] command



DESCRIPTION

Podman (Pod Manager) is a fully featured container engine that is a simple daemonless tool.
Podman provides a Docker-CLI comparable command line that eases the transition from other
container engines and allows the management of pods, containers and images.  Simply put: alias docker=podman.
Most Podman commands can be run as a regular user, without requiring additional
privileges.

Podman uses Buildah(1) internally to create container images. Both tools share image
(not container) storage, hence each can use or manipulate images (but not containers)
created by the other.

Default settings for flags are defined in containers.conf. Most settings for
Remote connections use the server’s containers.conf, except when documented in
man pages.

To manage containers, pods, volumes, networks, and images declaratively via systemd,
use quadlet files. See podman-quadlet(1) and podman-systemd.unit(5).

podman [GLOBAL OPTIONS]



GLOBAL OPTIONS


--cdi-spec-dir=path

The CDI spec directory path (may be set multiple times). Default path is /etc/cdi.



--cgroup-manager=manager

The CGroup manager to use for container cgroups. Supported values are cgroupfs or systemd. Default is systemd unless overridden in the containers.conf file.

Note: Setting this flag can cause certain commands to break when called on containers previously created by the other CGroup manager type.
Note: CGroup manager is not supported in rootless mode when using CGroups Version V1.



--config

Location of config file. Mainly for docker compatibility, only the authentication parts of the config are supported.



--conmon

Path of the conmon binary (Default path is configured in containers.conf)



--connection, -c

Connection to use for remote podman, including Mac and Windows (excluding WSL2) machines, (Default connection is configured in containers.conf)
Setting this option switches the --remote option to true.
Remote connections use local containers.conf for default.



--events-backend=type

Backend to use for storing events. Allowed values are file, journald, and
none. When file is specified, the events are stored under
<tmpdir>/events/events.log (see --tmpdir below).



--help, -h

Print usage statement



--hooks-dir=path

Each *.json file in the path configures a hook for Podman containers.  For more details on the syntax of the JSON files and the semantics of hook injection, see oci-hooks(5).  Podman and libpod currently support both the 1.0.0 and 0.1.0 hook schemas, although the 0.1.0 schema is deprecated.

This option may be set multiple times; paths from later options have higher precedence (oci-hooks(5) discusses directory precedence).

For the annotation conditions, libpod uses any annotations set in the generated OCI configuration.

For the bind-mount conditions, only mounts explicitly requested by the caller via --volume are considered.  Bind mounts that libpod inserts by default (e.g. /dev/shm) are not considered.

If --hooks-dir is unset for root callers, Podman and libpod currently default to /usr/share/containers/oci/hooks.d and /etc/containers/oci/hooks.d in order of increasing precedence.  Using these defaults is deprecated. Migrate to explicitly setting --hooks-dir.

Podman and libpod currently support an additional precreate state which is called before the runtime’s create operation.  Unlike the other stages, which receive the container state on their standard input, precreate hooks receive the proposed runtime configuration on their standard input.  They may alter that configuration as they see fit, and write the altered form to their standard output.

WARNING: the precreate hook allows powerful changes to occur, such as adding additional mounts to the runtime configuration.  That power also makes it easy to break things.  Before reporting libpod errors, try running a container with precreate hooks disabled to see if the problem is due to one of the hooks.



--identity=path

Path to ssh identity file. If the identity file has been encrypted, podman prompts the user for the passphrase.
If no identity file is provided and no user is given, podman defaults to the user running the podman command.
Podman prompts for the login password on the remote server.

Identity value resolution precedence:


	command line value


	environment variable CONTAINER_SSHKEY, if CONTAINER_HOST is found


	containers.conf
Remote connections use local containers.conf for default.






--imagestore=path

Path of the imagestore where images are stored.  By default, the storage library stores all the images in the graphroot but if an imagestore is provided, then the storage library will store newly pulled images in the provided imagestore and keep using the graphroot for everything else. If the user is using the overlay driver, then the images which were already part of the graphroot will still be accessible.

This will override imagestore option in containers-storage.conf(5), refer to containers-storage.conf(5) for more details.



--log-level=level

Log messages at and above specified level: debug, info, warn, error, fatal or panic (default: warn)



--module=path

Load the specified containers.conf(5) module.  Can be an absolute or relative path.  Please refer to containers.conf(5) for details.

This flag is not supported on the remote client, including Mac and Windows (excluding WSL2) machines.
Further note that the flag is a root-level flag and must be specified before any Podman sub-command.



--network-cmd-path=path

Path to the slirp4netns(1) command binary to use for setting up a slirp4netns network.
If “” is used, then the binary will first be searched using the helper_binaries_dir option in containers.conf, and second using the $PATH environment variable.
Note: This option is deprecated and will be removed with Podman 6.0. Use the helper_binaries_dir option in containers.conf instead.



--network-config-dir=directory

Path to the directory where network configuration files are located.
For the netavark backend “/etc/containers/networks” is used as root
and “$graphroot/networks” as rootless.
For the CNI backend the default is “/etc/cni/net.d” as root
and “$HOME/.config/cni/net.d” as rootless.
CNI is deprecated and will be removed in the next major Podman version 5.0 in preference of Netavark.



--out=path

Redirect the output of podman to the specified path without affecting the container output or its logs. This parameter can be used to capture the output from any of podman’s commands directly into a file and enable suppression of podman’s output by specifying /dev/null as the path. To explicitly disable the container logging, the --log-driver option should be used.



--remote, -r

When true, access to the Podman service is remote. Defaults to false.
Settings can be modified in the containers.conf file. If the CONTAINER_HOST
environment variable is set, the --remote option defaults to true.



--root=value

Storage root dir in which data, including images, is stored (default: “/var/lib/containers/storage” for UID 0, “$HOME/.local/share/containers/storage” for other users).
Default root dir configured in containers-storage.conf(5).

Overriding this option causes the storage-opt settings in containers-storage.conf(5) to be ignored.  The user must specify additional options via the --storage-opt flag.



--runroot=value

Storage state directory where all state information is stored (default: “/run/containers/storage” for UID 0, “/run/user/$UID/run” for other users).
Default state dir configured in containers-storage.conf(5).



--runtime=value

Name of the OCI runtime as specified in containers.conf or absolute path to the OCI compatible binary used to run containers.



--runtime-flag=flag

Adds global flags for the container runtime. To list the supported flags, please
consult the manpages of the selected container runtime (runc is the default
runtime, the manpage to consult is runc(8).  When the machine is configured
for cgroup V2, the default runtime is crun, the manpage to consult is crun(8).).

Default runtime flags can be added in containers.conf.

Note: Do not pass the leading -- to the flag. To pass the runc flag --log-format json
to podman build, the option given can be --runtime-flag log-format=json.



--ssh=value

This option allows the user to change the ssh mode, meaning that rather than using the default golang mode, one can instead use --ssh=native
to use the installed ssh binary and config file declared in containers.conf.



--storage-driver=value

Storage driver.  The default storage driver is configured in containers-storage.conf(5). The STORAGE_DRIVER environment variable overrides the default. The --storage-driver specified driver overrides all.

Overriding this option causes the storage-opt settings in containers-storage.conf(5) to be ignored.  The user must
specify additional options via the --storage-opt flag.



--storage-opt=value

Specify a storage driver option. Default storage driver options are configured in containers-storage.conf(5). The STORAGE_OPTS environment variable overrides the default. The --storage-opt specified options override all. Specify --storage-opt=”” so no storage options is used.



--syslog

Output logging information to syslog as well as the console (default false).

On remote clients, including Mac and Windows (excluding WSL2) machines, logging is directed to the file $HOME/.config/containers/podman.log.



--tls-ca=path

Path to a PEM file containing the certificate authority bundle to verify the server’s certificate against.



--tls-cert=path

Path to a PEM file containing the TLS client certificate to present to the server. --tls-key must also be provided.



--tls-key=path

Path to a PEM file containing the private key matching --tls-cert. --tls-cert must also be provided.



--tmpdir=path

Path to the tmp directory, for libpod runtime content. Defaults to $XDG_RUNTIME_DIR/libpod/tmp as rootless and /run/libpod/tmp as rootful.

NOTE --tmpdir is not used for the temporary storage of downloaded images.  Use the environment variable TMPDIR to change the temporary storage location of downloaded container images. Podman defaults to use /var/tmp.



--transient-store

Enables a global transient storage mode where all container metadata is stored on non-persistent media (i.e. in the location specified by --runroot).
This mode allows starting containers faster, as well as guaranteeing a fresh state on boot in case of unclean shutdowns or other problems. However
it is not compatible with a traditional model where containers persist across reboots.

Default value for this is configured in containers-storage.conf(5).



--url=value

URL to access Podman service (default from containers.conf, rootless unix:///run/user/$UID/podman/podman.sock or as root unix:///run/podman/podman.sock).
Setting this option switches the --remote option to true.


	CONTAINER_HOST is of the format <schema>://[<user[:<password>]@]<host>[:<port>][<path>]




Details:


	schema is one of:


	ssh (default): a local unix(7) socket on the named host and port, reachable via SSH


	tcp: an unencrypted, unauthenticated TCP connection to the named host and port


	unix: a local unix(7) socket at the specified path, or the default for the user






	user defaults to either root or the current running user (ssh only)


	password has no default (ssh only)


	host must be provided and is either the IP or name of the machine hosting the Podman service (ssh and tcp)


	port defaults to 22 (ssh and tcp)


	path defaults to either /run/podman/podman.sock, or /run/user/$UID/podman/podman.sock if running rootless (unix), or must be explicitly specified (ssh)




URL value resolution precedence:


	command line value


	environment variable CONTAINER_HOST


	engine.service_destinations table in containers.conf, excluding the /usr/share/containers directory


	unix:///run/podman/podman.sock




Remote connections use local containers.conf for default.

Some example URL values in valid formats:


	unix:///run/podman/podman.sock


	unix:///run/user/$UID/podman/podman.sock


	ssh://notroot@localhost:22/run/user/$UID/podman/podman.sock


	ssh://root@localhost:22/run/podman/podman.sock


	tcp://localhost:34451


	tcp://127.0.0.1:34451






--version, -v

Print the version



--volumepath=value

Volume directory where builtin volume information is stored (default: “/var/lib/containers/storage/volumes” for UID 0, “$HOME/.local/share/containers/storage/volumes” for other users). Default volume path can be overridden in containers.conf.




Environment Variables

Podman can set up environment variables from env of [engine] table in containers.conf. These variables can be overridden by passing  environment variables before the podman commands.


CONTAINERS_CONF

Set default locations of containers.conf file



CONTAINERS_REGISTRIES_CONF

Set default location of the registries.conf file.



CONTAINERS_STORAGE_CONF

Set default location of the storage.conf file.



CONTAINER_CONNECTION

Override default --connection value to access Podman service. Automatically enables the --remote option.



CONTAINER_HOST

Set default --url value to access Podman service. Automatically enables --remote option.



CONTAINER_SSHKEY

Set default --identity path to ssh key file value used to access Podman service.



PODMAN_CONNECTIONS_CONF

The path to the file where the system connections and farms created with podman system connection add
and podman farm add are stored, by default it uses ~/.config/containers/podman-connections.json.



STORAGE_DRIVER

Set default --storage-driver value.



STORAGE_OPTS

Set default --storage-opt value.



TMPDIR

Set the temporary storage location of downloaded container images. Podman defaults to use /var/tmp.



XDG_CONFIG_HOME

In Rootless mode configuration files are read from XDG_CONFIG_HOME when
specified, otherwise in the home directory of the user under
$HOME/.config/containers.



XDG_DATA_HOME

In Rootless mode images are pulled under XDG_DATA_HOME when specified,
otherwise in the home directory of the user under
$HOME/.local/share/containers/storage.



XDG_RUNTIME_DIR

In Rootless mode temporary configuration data is stored in ${XDG_RUNTIME_DIR}/containers.




Remote Access

The Podman command can be used with remote services using the --remote flag. Connections can
be made using local unix domain sockets, ssh or directly to tcp sockets. When specifying the
podman --remote flag, only the global options --url, --identity, --log-level, --connection are used.

Connection information can also be managed using the containers.conf file.



Exit Codes

The exit code from podman gives information about why the container
failed to run or why it exited.  When podman commands exit with a non-zero code,
the exit codes follow the chroot standard, see below:

125 The error is with podman itself

$ podman run --foo busybox; echo $?
Error: unknown flag: --foo
125





126 Executing a container command and the command cannot be invoked

$ podman run busybox /etc; echo $?
Error: container_linux.go:346: starting container process caused "exec: \"/etc\": permission denied": OCI runtime error
126





127 Executing a container command and the command cannot be found

$ podman run busybox foo; echo $?
Error: container_linux.go:346: starting container process caused "exec: \"foo\": executable file not found in $PATH": OCI runtime error
127





Exit code otherwise, podman returns the exit code of the container command

$ podman run busybox /bin/sh -c 'exit 3'; echo $?
3







COMMANDS



	Command

	Description





	podman-artifact(1)

	Manage OCI artifacts.



	podman-attach(1)

	Attach to a running container.



	podman-auto-update(1)

	Auto update containers according to their auto-update policy



	podman-build(1)

	Build a container image using a Containerfile.



	podman-farm(1)

	Farm out builds to machines running podman for different architectures



	podman-commit(1)

	Create new image based on the changed container.



	podman-completion(1)

	Generate shell completion scripts



	podman-compose(1)

	Run Compose workloads via an external compose provider.



	podman-container(1)

	Manage containers.



	podman-cp(1)

	Copy files/folders between a container and the local filesystem.



	podman-create(1)

	Create a new container.



	podman-diff(1)

	Inspect changes on a container or image’s filesystem.



	podman-events(1)

	Monitor Podman events



	podman-exec(1)

	Execute a command in a running container.



	podman-export(1)

	Export a container’s filesystem contents as a tar archive.



	podman-generate(1)

	Generate structured data based on containers, pods or volumes.



	podman-healthcheck(1)

	Manage healthchecks for containers



	podman-history(1)

	Show the history of an image.



	podman-image(1)

	Manage images.



	podman-images(1)

	List images in local storage.



	podman-import(1)

	Import a tarball and save it as a filesystem image.



	podman-info(1)

	Display Podman related system information.



	podman-init(1)

	Initialize one or more containers



	podman-inspect(1)

	Display artifact, container, image, volume, network, or pod’s configuration.



	podman-kill(1)

	Kill the main process in one or more containers.



	podman-load(1)

	Load image(s) from a tar archive into container storage.



	podman-login(1)

	Log in to a container registry.



	podman-logout(1)

	Log out of a container registry.



	podman-logs(1)

	Display the logs of one or more containers.



	podman-machine(1)

	Manage Podman’s virtual machine



	podman-manifest(1)

	Create and manipulate manifest lists and image indexes.



	podman-mount(1)

	Mount a working container’s root filesystem.



	podman-network(1)

	Manage Podman networks.



	podman-pause(1)

	Pause one or more containers.



	podman-kube(1)

	Play containers, pods or volumes based on a structured input file.



	podman-pod(1)

	Management tool for groups of containers, called pods.



	podman-port(1)

	List port mappings for a container.



	podman-ps(1)

	Print out information about containers.



	podman-pull(1)

	Pull an image from a registry.



	podman-push(1)

	Push an image, manifest list or image index from local storage to elsewhere.



	podman-quadlet(1)

	Allows users to manage Quadlets.



	podman-rename(1)

	Rename an existing container.



	podman-restart(1)

	Restart one or more containers.



	podman-rm(1)

	Remove one or more containers.



	podman-rmi(1)

	Remove one or more locally stored images.



	podman-run(1)

	Run a command in a new container.



	podman-save(1)

	Save image(s) to an archive.



	podman-search(1)

	Search a registry for an image.



	podman-secret(1)

	Manage podman secrets.



	podman-start(1)

	Start one or more containers.



	podman-stats(1)

	Display a live stream of one or more container’s resource usage statistics.



	podman-stop(1)

	Stop one or more running containers.



	podman-system(1)

	Manage podman.



	podman-tag(1)

	Add an additional name to a local image.



	podman-top(1)

	Display the running processes of a container.



	podman-unmount(1)

	Unmount a working container’s root filesystem.



	podman-unpause(1)

	Unpause one or more containers.



	podman-unshare(1)

	Run a command inside of a modified user namespace.



	podman-untag(1)

	Remove one or more names from a locally-stored image.



	podman-update(1)

	Update the configuration of a given container.



	podman-version(1)

	Display the Podman version information.



	podman-volume(1)

	Simple management tool for volumes.



	podman-wait(1)

	Wait on one or more containers to stop and print their exit codes.








CONFIGURATION FILES

containers.conf (/usr/share/containers/containers.conf, /etc/containers/containers.conf, $HOME/.config/containers/containers.conf)

Podman has builtin defaults for command line options. These defaults can be overridden using the containers.conf configuration files.

Distributions ship the /usr/share/containers/containers.conf file with their default settings. Administrators can override fields in this file by creating the /etc/containers/containers.conf file.  Users can further modify defaults by creating the $HOME/.config/containers/containers.conf file. Podman merges its builtin defaults with the specified fields from these files, if they exist. Fields specified in the users file override the administrator’s file, which overrides the distribution’s file, which override the built-in defaults.

Podman uses builtin defaults if no containers.conf file is found.

If the CONTAINERS_CONF environment variable is set, then its value is used for the containers.conf file rather than the default.

mounts.conf (/usr/share/containers/mounts.conf)

The mounts.conf file specifies volume mount directories that are automatically mounted inside containers when executing the podman run or podman start commands. Administrators can override the defaults file by creating /etc/containers/mounts.conf.

When Podman runs in rootless mode, the file $HOME/.config/containers/mounts.conf overrides the default if it exists. For details, see containers-mounts.conf(5).

policy.json (/etc/containers/policy.json, $HOME/.config/containers/policy.json)

Signature verification policy files are used to specify policy, e.g. trusted keys, applicable when deciding whether to accept an image, or individual signatures of that image, as valid. For details, see containers-policy.json(5).

registries.conf (/etc/containers/registries.conf, $HOME/.config/containers/registries.conf)

registries.conf is the configuration file which specifies which container registries is consulted when completing image names which do not include a registry or domain portion.

Non root users of Podman can create the $HOME/.config/containers/registries.conf file to be used instead of the system defaults.

If the CONTAINERS_REGISTRIES_CONF environment variable is set, then its value is used for the registries.conf file rather than the default.

storage.conf (/etc/containers/storage.conf, $HOME/.config/containers/storage.conf)

storage.conf is the storage configuration file for all tools using containers/storage

The storage configuration file specifies all of the available container storage options for tools using shared container storage.

When Podman runs in rootless mode, the file $HOME/.config/containers/storage.conf is used instead of the system defaults.

If the CONTAINERS_STORAGE_CONF environment variable is set, then its value is used for the storage.conf file rather than the default.



Rootless mode

Podman can also be used as non-root user. When podman runs in rootless mode, a user namespace is automatically created for the user, defined in /etc/subuid and /etc/subgid.

Containers created by a non-root user are not visible to other users and are not seen or managed by Podman running as root.

It is required to have multiple UIDS/GIDS set for a user.  Be sure the user is present in the files /etc/subuid and /etc/subgid.

Execute the following commands to add the ranges to the files

$ sudo usermod --add-subuids 10000-75535 USERNAME
$ sudo usermod --add-subgids 10000-75535 USERNAME





Or just add the content manually.

$ echo USERNAME:10000:65536 >> /etc/subuid
$ echo USERNAME:10000:65536 >> /etc/subgid





See the subuid(5) and subgid(5) man pages for more information.

Note: whitespace in any row of /etc/subuid or /etc/subgid, including trailing blanks, may result in no entry failures.

Images are pulled under XDG_DATA_HOME when specified, otherwise in the home directory of the user under .local/share/containers/storage.

Currently slirp4netns or pasta is required to be installed to create a network
device, otherwise rootless containers need to run in the network namespace of
the host.

In certain environments like HPC (High Performance Computing), users cannot take advantage of the additional UIDs and GIDs from the /etc/subuid and /etc/subgid systems.  However, in this environment, rootless Podman can operate with a single UID.  To make this work, set the ignore_chown_errors option in the containers-storage.conf(5) file. This option tells Podman when pulling an image to ignore chown errors when attempting to change a file in a container image to match the non-root UID in the image. This means all files get saved as the user’s UID. Note this can cause issues when running the container.


NOTE: Unsupported file systems in rootless mode

The Overlay file system (OverlayFS) is not supported with kernels prior to 5.12.9 in rootless mode.  The fuse-overlayfs package is a tool that provides the functionality of OverlayFS in user namespace that allows mounting file systems in rootless environments.  It is recommended to install the fuse-overlayfs package.  In rootless mode, Podman automatically uses the fuse-overlayfs program as the mount_program if installed, as long as the $HOME/.config/containers/storage.conf file was not previously created.  If storage.conf exists in the homedir, add mount_program = "/usr/bin/fuse-overlayfs" under [storage.options.overlay] to enable this feature.

The Network File System (NFS) and other distributed file systems (for example: Lustre, Spectrum Scale, the General Parallel File System (GPFS)) are not supported when running in rootless mode as these file systems do not understand user namespace.  However, rootless Podman can make use of an NFS Homedir by modifying the $HOME/.config/containers/storage.conf to have the graphroot option point to a directory stored on local (Non NFS) storage.




SEE ALSO

containers-mounts.conf(5) [https://github.com/containers/common/blob/main/docs/containers-mounts.conf.5.md], containers.conf(5) [https://github.com/containers/common/blob/main/docs/containers.conf.5.md], containers-registries.conf(5) [https://github.com/containers/image/blob/main/docs/containers-registries.conf.5.md], containers-storage.conf(5) [https://github.com/containers/storage/blob/main/docs/containers-storage.conf.5.md], buildah(1) [https://github.com/containers/buildah/blob/main/docs/buildah.1.md], oci-hooks(5) [https://github.com/containers/common/blob/main/pkg/hooks/docs/oci-hooks.5.md], containers-policy.json(5) [https://github.com/containers/image/blob/main/docs/containers-policy.json.5.md], crun(1) [https://github.com/containers/crun/blob/main/crun.1.md], runc(8) [https://github.com/opencontainers/runc/blob/main/man/runc.8.md], subuid(5) [https://www.unix.com/man-page/linux/5/subuid], subgid(5) [https://www.unix.com/man-page/linux/5/subgid], slirp4netns(1) [https://github.com/rootless-containers/slirp4netns/blob/master/slirp4netns.1.md], pasta(1) [https://passt.top/builds/latest/web/passt.1.html], conmon(8) [https://github.com/containers/conmon/blob/main/docs/conmon.8.md], podman-quadlet(1), podman-systemd.unit(5)


Troubleshooting

See podman-troubleshooting(7) [https://github.com/containers/podman/blob/main/troubleshooting.md]
for solutions to common issues.

See podman-rootless(7) [https://github.com/containers/podman/blob/main/rootless.md]
for rootless issues.
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NAME

podmansh - Execute login shell within the Podman podmansh container



SYNOPSIS

podmansh



DESCRIPTION

Execute a user shell within a container when the user logs into the system. The container that the users get added to can be defined via a Podman Quadlet file. This user only has access to volumes and capabilities configured into the Quadlet file.

Administrators can create a Quadlet in /etc/containers/systemd/users, which systemd will start for all users when they log in. The administrator can create a specific Quadlet with the container name podmansh, then enable users to use the login shell /usr/bin/podmansh.  These user login shells are automatically executed inside  the podmansh container via Podman.

Optionally, the administrator can place Quadlet files in the /etc/containers/systemd/users/${UID} directory for a user. Only this UID will execute these Quadlet services when that user logs in.

The user is confined to the container environment via all of the security mechanisms, including SELinux. The only information that will be available from the system comes from volumes leaked into the container.

Systemd will automatically create the container when the user session is started. Systemd will take down the container when all connections to the user session are removed. This means users can log in to the system multiple times, with each session connected to the same container.

Administrators can use volumes to expose specific host data from the host system to the user, without the user being exposed to other parts of the system.

Timeout for podmansh can be set using the podmansh_timeout option in containers.conf.



Setup

Create user login session using useradd while running as root.

# useradd -s /usr/bin/podmansh lockedu
# grep lockedu /etc/passwd
lockedu:x:4008:4008::/home/lockedu:/usr/bin/podmansh





Create a Podman Quadlet file that looks something like one of the following.

Fully locked down container, no access to host OS.

# USERID=$(id -u lockedu)
# mkdir -p /etc/containers/systemd/users/${USERID}
# cat > /etc/containers/systemd/users/${USERID}/podmansh.container << _EOF
[Unit]
Description=The podmansh container
After=local-fs.target

[Container]
Image=registry.fedoraproject.org/fedora
ContainerName=podmansh
UserNS=keep-id
RunInit=yes
DropCapability=all
NoNewPrivileges=true

Exec=sleep infinity

[Install]
RequiredBy=default.target
_EOF





Alternatively, while running as root, create a Quadlet where the user is allowed to become root within the user namespace. They can also permanently read/write content from their home directory which is volume mounted from the actual host’s users account, rather than being inside of the container.

# useradd -s /usr/bin/podmansh confinedu
# grep confinedu /etc/passwd
confinedu:x:4009:4009::/home/confinedu:/usr/bin/podmansh
# USERID=$(id -u confinedu)
# mkdir -p /etc/containers/systemd/users/${USERID}
# cat > /etc/containers/systemd/users/${USERID}/podmansh.container << _EOF
[Unit]
Description=The podmansh container
After=local-fs.target

[Container]
Image=registry.fedoraproject.org/fedora
ContainerName=podmansh
UserNS=keep-id
RunInit=yes

Volume=%h/data:%h:Z
Exec=sleep infinity

[Service]
ExecStartPre=/usr/bin/mkdir -p %h/data

[Install]
RequiredBy=default.target
_EOF





Another example, while running as root, create a Quadlet where the users inside this container are allowed to execute containers with SELinux separation and able to read and write content in the $HOME/data directory.

# useradd -s /usr/bin/podmansh fullu
# grep fullu /etc/passwd
fullu:x:4010:4010::/home/fullu:/usr/bin/podmansh
# USERID=$(id -u fullu)
# mkdir -p /etc/containers/systemd/users/${USERID}
# cat > /etc/containers/systemd/users/${USERID}/podmansh.container << _EOF
[Unit]
Description=The podmansh container
After=local-fs.target

[Container]
Image=registry.fedoraproject.org/fedora
ContainerName=podmansh
UserNS=keep-id
RunInit=yes
PodmanArgs=--security-opt=unmask=/sys/fs/selinux \
	--security-opt=label=nested \
	--security-opt=label=user:container_user_u \
	--security-opt=label=type:container_user_t \
	--security-opt=label=role:container_user_r \
	--security-opt=label=level:s0-s0:c0.c1023

Volume=%h/data:%h:Z
WorkingDir=%h
Volume=/sys/fs/selinux:/sys/fs/selinux
Exec=sleep infinity

[Service]
ExecStartPre=/usr/